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Introduction

 How the agents interpret the present, understand the past, and predict the future, even when very 
little is clear. 

 Agents in partially observable environments must be able to keep track of the current state, to the 
extent that their sensors allow. Methodologies for this:

 Belief states: represent which states of the world are currently possible

 Transition model: predict how the world might evolve in the next time step

 Sensor model: Update the belief state from the percepts observed

 Previously, belief states were represented by explicitly enumerated sets of states or by logical 
formulas. Those approaches defined belief states of possible worlds, but not likely worlds. Here we 
use probability theory to quantify the degree of belief in elements of the belief state.

 A changing world is modeled using a time variable. The transition and sensor models may be 
uncertain. We study the general inference tasks and inference algorithms for temporal models 
(This lecture)

 Filtering, prediction, smoothing, most likely sequence

 Three specific kinds of temporal models (Next lecture)

 Hidden Markov models, Kalman filters, Dynamic Bayesian networks
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Motivating Example: Weather Forecast

𝐏𝐏(𝐗𝐗𝒕𝒕+𝟏𝟏| 𝐞𝐞𝟏𝟏:𝒕𝒕) = 𝑃𝑃 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅3 = 𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 𝑈𝑈1 = 𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡, U2=true) = ??

사진출처 #1
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arg max𝐗𝐗𝟏𝟏:𝒕𝒕 𝐏𝐏(𝐗𝐗𝟏𝟏:𝒕𝒕| 𝐞𝐞𝟏𝟏:𝒕𝒕)
= arg max𝐗𝐗𝟏𝟏:𝒕𝒕 𝐏𝐏 𝐗𝐗𝟏𝟏:𝒕𝒕 “𝐼𝐼.𝑓𝑓 . 𝑡𝑡.ℎ. 𝑡𝑡.𝑚𝑚.𝑡𝑡. 𝑠𝑠. 𝑅𝑅. 𝑐𝑐 … … 𝑓𝑓𝑓𝑓. 𝑓𝑓.𝑑𝑑. . . 𝑓𝑓. 𝑓𝑓. 𝑙𝑙. 𝑓𝑓. 𝑣𝑣. 𝑡𝑡… ”) ? ?

“𝐼𝐼. 𝑓𝑓 . 𝑡𝑡. ℎ. 𝑡𝑡.𝑚𝑚. 𝑡𝑡. 𝑠𝑠. 𝑅𝑅. 𝑐𝑐 . 𝑏𝑏. 𝑡𝑡 . 𝑡𝑡. ℎ. 𝑡𝑡.𝑓𝑓. 𝑓𝑓. 𝑓𝑓.𝑑𝑑. . . 𝑓𝑓. 𝑓𝑓. 𝑙𝑙. 𝑓𝑓. 𝑣𝑣. 𝑡𝑡… ”

Motivating Example: Speech Recognition

If ? be ? of ?

사진출처 #2
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Outline (Lecture 12)

12.1 Markov Processes

12.2 Inference in Temporal Models

12.3 Filtering and Prediction

12.4 Smoothing 

12.5 Most Likely Sequence

12.6 Hidden Markov Models 

Summary  
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Stuart Russell & Peter Norvig, Artificial Intelligence: A Modern Approach (3rd Edition), Chapter 15
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12.1 Markov Processes (1/4)

Time and uncertainty: The world changes; we need to track and 

predict it

Diabetes management vs. vehicle diagnosis

Basic idea: copy state and evidence variables for each time step

𝐗𝐗𝑡𝑡 = set of unobservable state variables at time t

e.g., BloodSugar𝑡𝑡, StomachContents𝑡𝑡, etc.

𝐄𝐄𝑡𝑡 = set of observable evidence variables at time t

e.g., 𝑀𝑀𝑡𝑡𝑅𝑅𝑠𝑠𝑡𝑡𝑡𝑡𝑡𝑡𝑑𝑑𝑀𝑀𝑙𝑙𝑓𝑓𝑓𝑓𝑑𝑑𝑀𝑀𝑡𝑡𝑀𝑀𝑅𝑅𝑡𝑡𝑡𝑡𝑡𝑡, 𝑃𝑃𝑡𝑡𝑙𝑙𝑠𝑠𝑡𝑡𝑅𝑅𝑅𝑅𝑡𝑡𝑡𝑡𝑡𝑡, FoodEaten𝑡𝑡

This assumes discrete time; step size depends on problem

Notation: 𝐗𝐗𝑎𝑎:𝑏𝑏 = 𝐗𝐗𝑎𝑎, 𝐗𝐗𝑎𝑎+1, . . . , 𝐗𝐗𝑏𝑏−1, 𝐗𝐗𝑏𝑏
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12.1 Markov Processes (2/4)

Construct a Bayes net from these variables: parents?

Markov assumption: 𝐗𝐗𝑡𝑡 depends on bounded subset of 𝐗𝐗0:𝑡𝑡−1

First-order Markov process: 𝐏𝐏 𝐗𝐗𝑡𝑡 𝐗𝐗0:𝑡𝑡−1 = 𝐏𝐏 𝐗𝐗𝑡𝑡 𝐗𝐗𝑡𝑡−1
Transition model

Second-order Markov process: 𝐏𝐏 𝐗𝐗𝑡𝑡 𝐗𝐗0:𝑡𝑡−1 = 𝐏𝐏 𝐗𝐗𝑡𝑡 𝐗𝐗𝑡𝑡−2,𝐗𝐗𝑡𝑡−1

사진출처 #3
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12.1 Markov Processes (3/4)

Transition and sensor models

Sensor Markov assumption:

𝐏𝐏 𝐄𝐄𝑡𝑡 𝐗𝐗0:𝑡𝑡 ,𝐄𝐄0:𝑡𝑡−1 = 𝐏𝐏 𝐄𝐄𝑡𝑡 𝐗𝐗𝑡𝑡
 Sensor model or 

observation model

Stationary process : 

Transition model 𝐏𝐏 𝐗𝐗𝑡𝑡 𝐗𝐗𝑡𝑡−1 and 

sensor model 𝐏𝐏 𝐄𝐄𝑡𝑡 𝐗𝐗𝑡𝑡 fixed for all 𝑡𝑡

Complete joint distribution: 𝐏𝐏(𝐗𝐗0:𝑡𝑡, 𝐄𝐄1:𝑡𝑡) = 𝐏𝐏(𝐗𝐗0)∏𝑖𝑖=1
𝑡𝑡 𝐏𝐏 𝐗𝐗𝑖𝑖 𝐗𝐗𝑖𝑖−1 𝐏𝐏 𝐄𝐄𝑖𝑖 𝐗𝐗𝑖𝑖

𝐄𝐄𝑡𝑡

𝐗𝐗𝑡𝑡

𝐏𝐏 𝐗𝐗𝑡𝑡 𝐗𝐗𝑡𝑡−1

𝐗𝐗𝑡𝑡−1

𝐏𝐏 𝐄𝐄𝑡𝑡 𝐗𝐗𝑡𝑡

Transition model 

Sensor model 
사진출처 #4
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12.1 Markov Processes (4/4)

First-order Markov assumption not 
exactly true in real world!

1) Possible fixes:

Increase order of Markov 
process

Augment state, 

e.g., add 𝑇𝑇𝑡𝑡𝑚𝑚𝑇𝑇𝑡𝑡, 𝑃𝑃𝑡𝑡𝑡𝑡𝑠𝑠𝑠𝑠𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡
2) Example: robot motion

Augment position and velocity 
with 𝑀𝑀𝑅𝑅𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝐵𝐵𝑡𝑡

사진출처 #5
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12.2 Inference in Temporal Models

1) Filtering: 𝐏𝐏(𝐗𝐗𝒕𝒕| 𝐞𝐞𝟏𝟏:𝑡𝑡)
belief state

2) Prediction: 𝐏𝐏(𝐗𝐗𝒕𝒕+𝒌𝒌| 𝐞𝐞𝟏𝟏:𝒕𝒕) for 𝑘𝑘 > 0
evaluation of possible action sequences;

like filtering but without the evidence

3) Smoothing: 𝐏𝐏(𝐗𝐗𝒌𝒌| 𝐞𝐞𝟏𝟏:𝒕𝒕) for  0 ≤ 𝑘𝑘 < 𝑡𝑡
better estimate of past states, essential for learning

4) Most likely explanation: arg max𝐗𝐗𝟏𝟏:𝒕𝒕 𝐏𝐏(𝐗𝐗𝟏𝟏:𝒕𝒕| 𝐞𝐞𝟏𝟏:𝒕𝒕)
speech recognition, decoding with a noisy channel

Xt+kXtXkX1X0 .. .. ..

E1 Ek Et Et+k

𝐏𝐏(𝐗𝐗0:𝑡𝑡, 𝐄𝐄1:𝑡𝑡) = 𝐏𝐏(𝐗𝐗0)∏𝑖𝑖=1
𝑡𝑡 𝐏𝐏 𝐗𝐗𝑖𝑖 𝐗𝐗𝑖𝑖−1 𝐏𝐏 𝐄𝐄𝑖𝑖 𝐗𝐗𝑖𝑖

Four inference problems
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12.3 Filtering and Prediction (1/3)

Filtering: (Aim) devise a recursive state estimation algorithm:

𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐞𝐞1:𝑡𝑡+1 = 𝐟𝐟 𝐞𝐞𝑡𝑡+1,𝐏𝐏(𝐗𝐗𝑡𝑡 𝐞𝐞1:𝑡𝑡 )
𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐞𝐞1:𝑡𝑡+1 = 𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐞𝐞1:𝑡𝑡, 𝐞𝐞𝑡𝑡+1

(Prediction by summing out 𝐱𝐱𝑡𝑡)

𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐞𝐞1:𝑡𝑡+1 = 𝛼𝛼𝐏𝐏 𝐞𝐞𝑡𝑡+1 𝐗𝐗𝑡𝑡+1 ∑𝐱𝐱𝑡𝑡 𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐱𝐱𝑡𝑡, 𝐞𝐞1:𝑡𝑡 𝐏𝐏 𝐱𝐱𝑡𝑡 𝐞𝐞1:𝑡𝑡
= 𝛼𝛼𝐏𝐏 𝐞𝐞𝑡𝑡+1 𝐗𝐗𝑡𝑡+1 ∑𝐱𝐱𝑡𝑡 𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐱𝐱𝑡𝑡 𝐏𝐏 𝐱𝐱𝑡𝑡 𝐞𝐞1:𝑡𝑡

𝐟𝐟1:𝑡𝑡+1= FORWARD 𝐟𝐟1:𝑡𝑡, 𝐞𝐞𝑡𝑡+1 where 𝐟𝐟1:𝑡𝑡 = 𝐏𝐏 𝐗𝐗𝑡𝑡 𝐞𝐞1:𝑡𝑡
Time and space constant (independent of 𝑡𝑡)

= 𝛼𝛼𝐏𝐏 𝐞𝐞𝑡𝑡+1 𝐗𝐗𝑡𝑡+1, 𝐞𝐞1:𝑡𝑡 𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐞𝐞1:𝑡𝑡
= 𝛼𝛼𝐏𝐏 𝐞𝐞𝑡𝑡+1 𝐗𝐗𝑡𝑡+1 𝐏𝐏(𝐗𝐗𝑡𝑡+1|𝐞𝐞1:𝑡𝑡)

𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐞𝐞1:𝑡𝑡 , 𝐞𝐞𝑡𝑡+1 = 
𝐏𝐏(𝐞𝐞𝑡𝑡+1 𝐗𝐗𝑡𝑡+1,𝐞𝐞1:𝑡𝑡

𝐏𝐏(𝐞𝐞𝑡𝑡+1)
= α 𝐏𝐏(𝐞𝐞𝑡𝑡+1|𝐗𝐗𝑡𝑡+1,𝐞𝐞1:𝑡𝑡)

𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐞𝐞1:𝑡𝑡 = ∑𝐱𝐱𝑡𝑡 𝐏𝐏 𝐗𝐗𝑡𝑡+1, 𝐱𝐱𝑡𝑡 𝐞𝐞1:𝑡𝑡

= �
𝐱𝐱𝑡𝑡
𝐏𝐏 𝐗𝐗𝑡𝑡+1 𝐱𝐱𝑡𝑡, 𝐞𝐞1:𝑡𝑡 𝐏𝐏 𝐱𝐱𝑡𝑡 𝐞𝐞1:𝑡𝑡

(prediction)(estimation)

Forward message
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12.3 Filtering and Prediction (2/3)

Filtering example
Day 0: no observation
𝐏𝐏(𝑅𝑅0)= <0.5, 0.5>

Day 1: 𝑈𝑈1 = true
𝐏𝐏(𝑅𝑅1) = �

𝑟𝑟0
𝐏𝐏(𝑅𝑅1 |𝑡𝑡0)𝑃𝑃(𝑡𝑡0)

= <0.7, 0.3> x 0.5 + <0.3, 0.7> x 0.5 = <0.5,0.5>

Update step
𝐏𝐏 𝑅𝑅1 𝑡𝑡1 = 𝛼𝛼𝐏𝐏 𝑡𝑡1 𝑅𝑅1 𝐏𝐏(𝑅𝑅1)

= 𝛼𝛼 < 0.9, 0.2 > x <0.5, 0.5> = 𝛼𝛼 < 0.45, 0.10 >
≈ < 0.818, 0.182 >

Day 2: 𝑈𝑈2 = true
𝐏𝐏(𝑅𝑅2|𝑡𝑡1) = �

𝑟𝑟1
𝐏𝐏(𝑅𝑅2 𝑡𝑡1 𝑃𝑃(𝑡𝑡1|𝑡𝑡1)

= <0.7, 0.3> x 0.818 + <0.3, 0.7> x 0.182
≈ < 0.627, 0.373 >
Update step
𝐏𝐏 𝑅𝑅2 𝑡𝑡1,𝑡𝑡2 = 𝛼𝛼𝐏𝐏 𝑡𝑡2 𝑅𝑅2 𝐏𝐏(𝑅𝑅2|𝑡𝑡1)

= 𝛼𝛼 < 0.9, 0.2 >< 0.627, 0.373>
≈ < 0.565, 0.075 > = <0.883, 0.117>

사진출처 #6
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12.3 Filtering and Prediction (3/3)

Prediction                                                  

𝐏𝐏 𝐗𝐗𝑡𝑡+𝑘𝑘+1 𝐞𝐞1:𝑡𝑡 = �
𝐱𝐱𝑡𝑡+𝑘𝑘

𝐏𝐏 𝐗𝐗𝑡𝑡+𝑘𝑘+1 𝐱𝐱𝑡𝑡+𝑘𝑘 𝐏𝐏 𝐱𝐱𝑡𝑡+𝑘𝑘 𝐞𝐞1:𝑡𝑡

Likelihood

Likelihood message: ℓ1:𝑡𝑡(𝐗𝐗𝑡𝑡) = 𝐏𝐏(𝐗𝐗𝑡𝑡,𝐞𝐞1:𝑡𝑡)
ℓ1:𝑡𝑡+1 = FORWARD ℓ1:𝑡𝑡 ,𝐞𝐞𝑡𝑡+1

𝐿𝐿1:𝑡𝑡 = 𝑃𝑃(𝐞𝐞1:𝑡𝑡) = ∑𝐱𝐱𝑡𝑡 ℓ1:𝑡𝑡(𝐱𝐱𝑡𝑡)
Having computed ℓ1:𝑡𝑡, we obtain the actual likelihood by summing out 𝐗𝐗𝑡𝑡
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12.4 Smoothing (1/3)

Divide evidence 𝐞𝐞1:𝑡𝑡into 𝐞𝐞1:𝑘𝑘,𝐞𝐞𝑘𝑘+1:𝑡𝑡:

𝐏𝐏 𝐗𝐗𝑡𝑡 𝐞𝐞1:𝑡𝑡 = 𝐏𝐏 𝐗𝐗𝑘𝑘 𝐞𝐞1:𝑘𝑘 , 𝐞𝐞𝑘𝑘+1:𝑡𝑡
= 𝛼𝛼𝐏𝐏 𝐗𝐗𝑘𝑘 𝐞𝐞1:𝑘𝑘 𝐏𝐏 𝐞𝐞𝑘𝑘+1:𝑡𝑡 𝐗𝐗𝑘𝑘 ,𝐞𝐞1:𝑘𝑘
= 𝛼𝛼𝐏𝐏 𝐗𝐗𝑘𝑘 𝐞𝐞1:𝑘𝑘 𝐏𝐏 𝐞𝐞𝑘𝑘+1:𝑡𝑡 𝐗𝐗𝑘𝑘
= 𝛼𝛼𝐟𝐟1:𝑘𝑘𝐛𝐛𝑘𝑘+1:𝑡𝑡

Backward message computed by a backwards recursion:

𝐏𝐏 𝐞𝐞𝑘𝑘+1:𝑡𝑡 𝐗𝐗𝑡𝑡 = ∑𝐱𝐱𝑘𝑘+1 𝐏𝐏 𝐞𝐞𝑘𝑘+1:𝑡𝑡 𝐗𝐗𝑘𝑘 , 𝐱𝐱𝑘𝑘+1 𝐏𝐏 𝐱𝐱𝑘𝑘+1 𝐗𝐗𝑘𝑘
= ∑𝐱𝐱𝑘𝑘+1 𝐏𝐏 𝐞𝐞𝑘𝑘+1:𝑡𝑡 𝐱𝐱𝑘𝑘+1 𝐏𝐏 𝐱𝐱𝑘𝑘+1 𝐗𝐗𝑘𝑘
= ∑𝐱𝐱𝑘𝑘+1 𝐏𝐏 𝐞𝐞𝑘𝑘+1,𝐞𝐞𝑘𝑘+2:𝑡𝑡 𝐱𝐱𝑘𝑘+1 𝐏𝐏 𝐱𝐱𝑘𝑘+1 𝐗𝐗𝑘𝑘
= ∑𝐱𝐱𝑘𝑘+1 𝐏𝐏 𝐞𝐞𝑘𝑘+1 𝐱𝐱𝑘𝑘+1 𝐏𝐏 𝐞𝐞𝑘𝑘+2:𝑡𝑡 𝐱𝐱𝑘𝑘+1 P 𝐱𝐱𝑘𝑘+1 𝐗𝐗𝑘𝑘

𝐏𝐏 𝐗𝐗𝑘𝑘 𝐞𝐞1:𝑘𝑘, 𝐞𝐞𝑘𝑘+1:𝑡𝑡 =  𝐏𝐏(𝐞𝐞𝑘𝑘+1:𝑡𝑡|𝐗𝐗𝑘𝑘,𝐞𝐞1:𝑘𝑘)
𝐏𝐏(𝐞𝐞𝑘𝑘+1:𝑡𝑡)

= α 𝐏𝐏(𝐞𝐞𝑘𝑘+1:𝑡𝑡|𝐗𝐗𝑘𝑘, 𝐞𝐞1:𝑘𝑘)

𝐛𝐛𝑘𝑘+1:𝑡𝑡= BACKWARD 𝐛𝐛𝑘𝑘+2:𝑡𝑡 ,𝐞𝐞𝑘𝑘+1 where 𝐛𝐛𝑘𝑘+1:𝑡𝑡 = 𝐏𝐏(𝐞𝐞𝑘𝑘+1:𝑡𝑡|𝐗𝐗𝑘𝑘)

사진출처 #7

Initialization: 𝐛𝐛𝑘𝑘+1:𝑡𝑡 = 𝐏𝐏(𝐞𝐞𝑘𝑘+1:𝑡𝑡|𝐗𝐗𝑘𝑘) = 𝐏𝐏 |𝐗𝐗𝑘𝑘 𝐈𝐈 (𝐞𝐞𝑘𝑘+1:𝑡𝑡 is empty)
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12.4 Smoothing (2/3)

𝐏𝐏 𝑅𝑅1 𝑡𝑡1,𝑡𝑡2 = 𝛼𝛼𝐏𝐏 𝑅𝑅1 𝑡𝑡1 𝐏𝐏(𝑡𝑡2 𝑅𝑅1
= 𝛼𝛼 < 0.818, 0.182 > 𝐏𝐏(𝑡𝑡2 𝑅𝑅1

𝐏𝐏(𝑡𝑡2|𝑅𝑅1) =∑𝑟𝑟2 𝑃𝑃(𝑡𝑡2 |𝑡𝑡2)𝑃𝑃 𝑡𝑡2 𝐏𝐏(𝑡𝑡2 𝑅𝑅1
=(0.9 x 1 x <0.7, 0.3>) + (0.2 x 1 x <0.3, 0.7>)

= <0.69, 0.41>

𝐏𝐏 𝑅𝑅1 𝑡𝑡1,𝑡𝑡2
= 𝛼𝛼 < 0.818, 0.182 > x <0.69, 0.41>
≈ <0.883, 0.117>

Smoothing example

사진출처 #8

The smoothed estimate for rain on day 1 (i.e. 0.883) is 
higher than the filtered estimate (i.e. 0.818) in this case.



16 / 25

12.4 Smoothing (3/3)

Forward–backward algorithm: cache forward messages along the way 
Time linear in 𝑡𝑡 (polytree inference), space 𝑂𝑂(𝑡𝑡|𝐟𝐟|)
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12.5 Most Likely Explanation (1/2)

Most likely sequence ≠ sequence of most likely states!!!! 

Most likely path to each 𝐱𝐱𝑡𝑡+1
= most likely path to some 𝐱𝐱𝑡𝑡 plus one more step

max𝐱𝐱1⋯𝐱𝐱𝑡𝑡 𝐏𝐏(𝐱𝐱1,⋯ , 𝐱𝐱𝑡𝑡, 𝐗𝐗𝑡𝑡+1 𝐞𝐞1:𝑡𝑡+1
= 𝛼𝛼 𝐏𝐏(𝐞𝐞𝑡𝑡+1| 𝐗𝐗𝑡𝑡+1) max𝐱𝐱𝑡𝑡 [𝐏𝐏(𝐗𝐗𝑡𝑡+1|𝐱𝐱𝑡𝑡) max𝐱𝐱1⋯𝐱𝐱𝑡𝑡−1 𝐏𝐏(𝐱𝐱1,⋯ , 𝐱𝐱𝑡𝑡−1, 𝐱𝐱𝑡𝑡 𝐞𝐞1:𝑡𝑡 ]

Identical to filtering, except 𝐟𝐟1:𝑡𝑡 = 𝐏𝐏(𝐗𝐗𝑡𝑡 𝐞𝐞1:𝑡𝑡 replaced by the message 

𝐦𝐦1:𝑡𝑡 = max𝐱𝐱1⋯𝐱𝐱𝑡𝑡−1𝐏𝐏(𝐱𝐱1,⋯ , 𝐱𝐱𝑡𝑡−1, 𝐗𝐗𝑡𝑡 𝐞𝐞1:𝑡𝑡

I.e., 𝐦𝐦1:𝑡𝑡 gives the probabilities of the most likely path to each state 𝐱𝐱𝑡𝑡. Update 
has sum replaced by max, giving the Viterbi algorithm:

𝐦𝐦1:𝑡𝑡+1 = 𝐏𝐏(𝐞𝐞𝑡𝑡+1| 𝐗𝐗𝑡𝑡+1) max𝐱𝐱𝑡𝑡 𝐏𝐏(𝐗𝐗𝑡𝑡+1 𝐱𝐱𝑡𝑡 𝐦𝐦1:𝑡𝑡

(recursive relationship between m.l. paths to each state 𝐱𝐱𝑡𝑡+1 and m.l. paths to each state 𝐱𝐱𝑡𝑡.)
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12.5 Most Likely Explanation (2/2)

사진출처 #9

𝐦𝐦1:𝑡𝑡 = max𝐱𝐱1⋯𝐱𝐱𝑡𝑡−1𝐏𝐏(𝐱𝐱1,⋯ , 𝐱𝐱𝑡𝑡−1, 𝐗𝐗𝑡𝑡 𝐞𝐞1:𝑡𝑡

𝐦𝐦1:𝑡𝑡+1 = 𝐏𝐏(𝐞𝐞𝑡𝑡+1| 𝐗𝐗𝑡𝑡+1) max𝐱𝐱𝑡𝑡 𝐏𝐏(𝐗𝐗𝑡𝑡+1 𝐱𝐱𝑡𝑡 𝐦𝐦1:𝑡𝑡

Possible state sequences for Raint.  

Operation of the Viterbi 
algorithm for the umbrella 
observation sequence [true, 
true, false, true, true]. 
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12.6 Hidden Markov Models (1/5)

𝐇𝐇𝐇𝐇𝐇𝐇𝐇𝐇𝐞𝐞𝐇𝐇 𝐌𝐌𝐌𝐌𝐌𝐌𝐌𝐌𝐌𝐌𝐌𝐌 𝐌𝐌𝐌𝐌𝐇𝐇𝐞𝐞𝐌𝐌 (𝐇𝐇𝐌𝐌𝐌𝐌): 𝑋𝑋𝑡𝑡 is a single, discrete variable (usually 𝐸𝐸𝑡𝑡 is too)
Domain of 𝑋𝑋𝑡𝑡 is {1, . . . , 𝑀𝑀}

Transition matrix 𝐓𝐓 = 𝐏𝐏 𝑋𝑋𝑡𝑡 𝑋𝑋𝑡𝑡−1) = 0.7 0.3
0.3 0.7 ,

Sensor matrix  𝐎𝐎𝑡𝑡 for each time step, diagonal elements 𝑃𝑃(𝑡𝑡𝑡𝑡|𝑋𝑋𝑡𝑡 = 𝑅𝑅)
e.g., with 𝑈𝑈1 = 𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡,𝑈𝑈3 = 𝑓𝑓𝑅𝑅𝑙𝑙𝑠𝑠𝑡𝑡, 𝐎𝐎1 = 0.9 0

0 0.2 , 𝐎𝐎3 = 0.1 0
0 0.8

Forward and backward messages:

𝐟𝐟1:𝑡𝑡+1 = 𝛼𝛼𝐎𝐎𝑡𝑡+1𝐓𝐓⊤𝐟𝐟1:𝑡𝑡

𝐛𝐛𝑘𝑘+1:𝑡𝑡 = 𝐓𝐓𝐎𝐎𝑘𝑘+1𝐛𝐛𝑘𝑘+2:𝑡𝑡

Forward-backward algorithm needs 
time 𝑂𝑂(𝑀𝑀2𝑡𝑡) and space 𝑂𝑂(𝑀𝑀𝑡𝑡)

𝐟𝐟1:𝑡𝑡 𝐟𝐟1:𝑡𝑡+1

𝐛𝐛𝑘𝑘+1:𝑡𝑡

𝐓𝐓𝑖𝑖𝑖𝑖 = 𝑃𝑃 𝑋𝑋𝑡𝑡 = 𝑗𝑗 𝑋𝑋𝑡𝑡−1 = 𝑅𝑅)

𝐓𝐓

𝐎𝐎𝑡𝑡+1𝐎𝐎𝑘𝑘+1

𝐓𝐓
𝐛𝐛𝑘𝑘+2:𝑡𝑡
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12.6 Hidden Markov Models (2/5)

Can avoid storing all forward messages in smoothing by running forward 
algorithm backwards:

𝐟𝐟1:𝑡𝑡+1 = 𝛼𝛼𝐎𝐎𝑡𝑡+1𝐓𝐓⊤𝐟𝐟1:𝑡𝑡
𝐎𝐎𝑡𝑡+1−1 𝐟𝐟1:𝑡𝑡+1 = 𝛼𝛼𝐓𝐓⊤𝐟𝐟1:𝑡𝑡

𝛼𝛼′(𝐓𝐓⊤)−1𝐎𝐎𝑡𝑡+1−1 𝐟𝐟1:𝑡𝑡+1 = 𝐟𝐟1:𝑡𝑡

Algorithm: forward pass computes 𝐟𝐟𝑡𝑡 , backward pass does 𝐟𝐟𝑖𝑖, 𝐛𝐛𝑖𝑖

Country dance algorithm
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12.6 Hidden Markov Models (3/5)

Can avoid storing all forward messages in smoothing by running forward 
algorithm backwards:

𝐟𝐟1:𝑡𝑡+1 = 𝛼𝛼𝐎𝐎𝑡𝑡+1𝐓𝐓⊤𝐟𝐟1:𝑡𝑡
𝐎𝐎𝑡𝑡+1−1 𝐟𝐟1:𝑡𝑡+1 = 𝛼𝛼𝐓𝐓⊤𝐟𝐟1:𝑡𝑡

𝛼𝛼′(𝐓𝐓⊤)−1𝐎𝐎𝑡𝑡+1−1 𝐟𝐟1:𝑡𝑡+1 = 𝐟𝐟1:𝑡𝑡

Algorithm: forward pass computes 𝐟𝐟𝑡𝑡 , backward pass does 𝐟𝐟𝑖𝑖, 𝐛𝐛𝑖𝑖

Country dance algorithm
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12.6 Hidden Markov Models (4/5)

사진출처 #10

Robot localization example

𝐏𝐏 𝑋𝑋1 𝐸𝐸1 = 𝑁𝑁𝑀𝑀𝑁𝑁

𝐏𝐏 𝑋𝑋2 𝐸𝐸1 = 𝑁𝑁𝑀𝑀𝑁𝑁,𝐸𝐸2 = 𝑁𝑁𝑀𝑀

𝑁𝑁𝑀𝑀𝑁𝑁: 𝑅𝑅𝑓𝑓𝑡𝑡𝑡𝑡ℎ, 𝑠𝑠𝑓𝑓𝑡𝑡𝑡𝑡ℎ,𝑤𝑤𝑡𝑡𝑠𝑠𝑡𝑡
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12.6 Hidden Markov Models (5/5)

HMM localization

사진출처 #11



Summary
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Representations can be designed to satisfy the Markov property

Combined with the assumption that the process is stationary—that is, the dynamics do not 

change over time—this greatly simplifies the representation

A temporal probability model can be thought of as containing a transition model describing 

the state evolution and a sensor model describing the observation process.

The principal inference tasks in temporal models are filtering, prediction, smoothing, and 

computing the most likely explanation

Three families of temporal models were studied in more depth: hidden Markov models, 

Kalman filters, and dynamic Bayesian networks (next lecture)



Homework
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15.1 (Second-order Markov process)

15.2 (Umbrella world)

15.5 (Calculation of likelihoods)

Exercises



출처

사진

# 1~9 Stuart J. Russell and Peter Norvig(2016). Artificial Intelligence: A Modern Approach (3rd Edition). Pearson   

# 10~11 Stuart J. Russell. Berkeley University. Lecture Slides for Artificial Intelligence: A Modern Approach
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