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Introduction

 Agents that can improve their behavior though diligent study of their own 
experiences 

 Learning agents
 An agent is learning if it improves its performance on future tasks after making observations 

about the world. 

 In this chapter we will concentrate on one class of learning problem: from a collection of 
input-output pairs, learn a function that predicts the output for new inputs.

 Why would we want an agent to learn?
 The designers cannot anticipate all possible situations that the agent might find itself in. 

 The designers cannot anticipate all changes over time. 

 Human programmers have no idea how to program a solution themselves. 

 Supervised learning
 Regression and classification

 Linear and nonlinear models

 Decision trees and neural networks
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Motivating Example: Waiting for a Table (Data)

사진출처 #1
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Motivating Example: Waiting for a Table (Models)

Alt  Bar  Fri  Hun  Pat  … … …  Est

WillWait

사진출처 #3사진출처 #2
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Outline (Lecture 15)
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15.1 Forms of Learning (1/2)

1. Any component of an agent can be improved by learning from data. 

The improvements depend on four major factors:
Which component is to be improved

What prior knowledge the agent already has

What representation is used for the data and the component

What feedback is available to learn from

2. Agent components to be learned
A direct mapping from conditions on the current state to actions.

A means to infer relevant properties of the world from the percept sequence. 

Information about the way the world evolves and about the results of possible actions the 
agent can take.

Utility information indicating the desirability of world states.

Action-value information indicating the desirability of actions.

Goals that describe classes of states whose achievement maximizes the agent’s utility
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15.1 Forms of Learning (2/2)

3. Representation and prior knowledge 
Inputs: factored representation
Outputs: continuous numerical value or a discrete value

Inductive learning: learning a general function or rule from specific input-output pairs

Analytical or deductive learning: going from a known general rule to a new rule that is 
logically entailed

4. Feedback to learn from 
Unsupervised learning: learns patterns in the input without explicit feedback, such as  
clustering

Reinforcement learning: learns from a series of reinforcements – rewards or 
punishments

Supervised learning: observes some example input-output pairs and learn a function 
that maps from input to output

Semisupervised learning: given a few labeled examples and a large collection of 
unlabeled examples
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15.2 Supervised Learning (1/2)

Task of supervised learning:
Given a training set of 𝑁𝑁 example input-output pairs

𝑥𝑥1, 𝑦𝑦1 , 𝑥𝑥2,𝑦𝑦2 , … , (𝑥𝑥𝑁𝑁 , 𝑦𝑦𝑁𝑁)
where each 𝑦𝑦𝑗𝑗 was generated by an unknown function 𝑦𝑦 = 𝑓𝑓(𝑥𝑥), discover a  

function ℎ that approximates the true function 𝑓𝑓.
𝑥𝑥 and 𝑦𝑦 can be any value; they need not be numbers. The function ℎ is a hypothesis.

When the output 𝑦𝑦 is one of a finite set of values (discrete), the learning problem 
is called classification.

When y is a number (continuous), the learning problem is called regression.

Supervised learning can be done by choosing the hypothesis ℎ∗ that is most 
probable given the data: 

ℎ∗ = argmaxℎ∈ℋ 𝑃𝑃 ℎ data)
By Bayes’ rule, this is equivalent to 

ℎ∗ = argmaxℎ∈ℋ 𝑃𝑃 data ℎ 𝑃𝑃(ℎ)

(ML, Maximum Likelihood Estimation)

(MAP, Maximum A Posteriori Estimation)
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15.2 Supervised Learning (2/2)

Given a training set generated by unknown function, discover a function that 
approximates the true function

Occam’s razor principle
Hypothesis space, consistent hypotheses

사진출처 #4
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15.3 Learning Decision Trees (1/5)

사진출처 #5 사진출처 #6
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15.3 Learning Decision Trees (2/5)

사진출처 #7

사진출처 #8
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15.3 Learning Decision Trees (3/5)

사진출처 #9
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15.3 Learning Decision Trees (4/5)

Choosing Attributes
Entropy is a measure of the uncertainty of a random variable; 

The entropy of random variable 𝑉𝑉 with values 𝑣𝑣𝑘𝑘, each with probability 𝑃𝑃(𝑣𝑣𝑘𝑘), 

𝐻𝐻 𝑉𝑉 = �
𝑘𝑘

𝑃𝑃 𝑣𝑣𝑘𝑘 log2
1

𝑃𝑃(𝑣𝑣𝑘𝑘)
= −�

𝑘𝑘

𝑃𝑃 𝑣𝑣𝑘𝑘 log2𝑃𝑃(𝑣𝑣𝑘𝑘)

The entropy of a Boolean random variable that is true with probability 𝑞𝑞:

𝐵𝐵 𝑞𝑞 = −(𝑞𝑞 log2 𝑞𝑞 + 1− 𝑞𝑞 log2 1− 𝑞𝑞 )
The entropy of goal attribute with 𝑝𝑝 positive examples and 𝑛𝑛 negative examples

𝐻𝐻 𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝐺 = 𝐵𝐵 𝑝𝑝
𝑝𝑝+𝑛𝑛

An attribute 𝐴𝐴 with 𝑑𝑑 distinct values divides the training set 𝐸𝐸 into subsets 𝐸𝐸1, … ,𝐸𝐸𝑑𝑑. Each subset 𝐸𝐸𝑘𝑘 has 𝑝𝑝𝑘𝑘 positive 
examples and 𝑛𝑛𝑘𝑘 negative examples. To answer questions and go along the branch, we will need an additional 
𝐵𝐵(𝑝𝑝𝑘𝑘/(𝑝𝑝𝑘𝑘 + 𝑛𝑛𝑘𝑘)) bits of information

Information gain from the attribute test on A is the expected reduction in entropy

𝐺𝐺𝐺𝐺𝐺𝐺𝑛𝑛 𝐴𝐴 = 𝐵𝐵 𝑝𝑝
𝑝𝑝+𝑛𝑛

− 𝑅𝑅𝑅𝑅𝑅𝑅𝐺𝐺𝐺𝐺𝑛𝑛𝑑𝑑𝑅𝑅𝑅𝑅(𝐴𝐴)

𝐺𝐺𝐺𝐺𝐺𝐺𝑛𝑛 𝑃𝑃𝐺𝐺𝑃𝑃𝑅𝑅𝐺𝐺𝑛𝑛𝑃𝑃 = 1 − 2
12
𝐵𝐵 0

2
+ 4

12
𝐵𝐵 4

4
+ 6

12
𝐵𝐵 2

6
≈0.541 bits

𝐺𝐺𝐺𝐺𝐺𝐺𝑛𝑛 𝑇𝑇𝑦𝑦𝑝𝑝𝑅𝑅 = 1 − 2
12
𝐵𝐵 1

2
+ 2
12
𝐵𝐵 1

2
+ 4

12
𝐵𝐵 2

4
+ 4

12
𝐵𝐵 2

4
≈0 bits

𝑅𝑅𝑅𝑅𝑅𝑅𝐺𝐺𝐺𝐺𝑛𝑛𝑑𝑑𝑅𝑅𝑅𝑅 𝐴𝐴 = �
𝑘𝑘=1

𝑑𝑑
𝑝𝑝𝑘𝑘 + 𝑛𝑛𝑘𝑘
𝑝𝑝 + 𝑛𝑛

𝐵𝐵(
𝑝𝑝𝑘𝑘

𝑝𝑝𝑘𝑘 + 𝑛𝑛𝑘𝑘
)

사진출처 #10
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15.3 Learning Decision Trees (5/5)

Generalization and overfitting
Overfitting becomes more likely as the hypothesis space and the number of input 

attributes grows, and less likely as we increase the number of training examples

For decision tress, a technique called decision tree pruning combats overfitting.

Pruning works by eliminating nodes that are not clearly relevant

Significance test determines how large a gain should we require in order to split 

on a particular attribute

Significance test begins by assuming that there is no underlying pattern (the so-called

null hypothesis)

A convenient measure of the total deviation

Δ = �
𝑘𝑘=1

𝑑𝑑
(𝑝𝑝𝑘𝑘 − �𝑝𝑝𝑘𝑘)2

�𝑝𝑝𝑘𝑘
+

(𝑛𝑛𝑘𝑘 − �𝑛𝑛𝑘𝑘)2

�𝑛𝑛𝑘𝑘
�𝑝𝑝𝑘𝑘 = 𝑝𝑝 × 𝑝𝑝𝑘𝑘+𝑛𝑛𝑘𝑘

𝑝𝑝+𝑛𝑛
, �𝑛𝑛𝑘𝑘 = 𝑛𝑛 × 𝑝𝑝𝑘𝑘+𝑛𝑛𝑘𝑘

𝑝𝑝+𝑛𝑛where
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15.4 Choosing the Best Hypothesis (1/4)

1) Learning hypothesis that fits the future data best
Stationarity assumption: There is probability distribution over examples that remains 

stationary over time. 

A random variable sampled from this distribution, independent of the previous sample, 

and each has an identical prior probability distribution - these are called independent

and identically distributed or i.i.d. 

Error rate of a hypothesis: the proportion of mistakes it makes. 

Holdout cross-validation: randomly split the available data into a training set from 

which the learning algorithm produces ℎ and a test set on which the accuracy of ℎ is 

evaluated.

K-fold cross-validation: each example serves double duty – as training data and test 

data. Do 𝑘𝑘 rounds of learning and on each round 1/ 𝑘𝑘 of data works as test and the 

others work as train.
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2) Model selection: Complexity vs. Goodness of fit 

15.4 Choosing the Best Hypothesis (2/4)

사진출처 #11
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3) From error rates to loss
Loss function 𝐿𝐿 𝑥𝑥,𝑦𝑦, �𝑦𝑦 is defined as the amount of utility lost by predicting ℎ 𝑥𝑥 = �𝑦𝑦 when the 
correct answer is 𝑓𝑓 𝑥𝑥 = 𝑦𝑦:

𝐿𝐿 𝑥𝑥,𝑦𝑦, �𝑦𝑦 = Utility result of using 𝑦𝑦 given an input 𝑥𝑥 − Utility(result of using �𝑦𝑦 given an input 𝑥𝑥)
Absolute value loss:  𝐿𝐿1 𝑦𝑦, �𝑦𝑦 = |𝑦𝑦 − �𝑦𝑦|
Squared error loss:   𝐿𝐿2 𝑦𝑦, �𝑦𝑦 = (𝑦𝑦 − �𝑦𝑦)2

0/1 loss: 𝐿𝐿0/1 𝑦𝑦, �𝑦𝑦 = 0 if 𝑦𝑦 = �𝑦𝑦, else 1

Expected generalization loss for a hypothesis ℎ
GenLoss𝐿𝐿 ℎ = ∑(𝑥𝑥,𝑦𝑦)∈𝜀𝜀 𝐿𝐿 𝑦𝑦,ℎ 𝑥𝑥 𝑃𝑃(𝑥𝑥,𝑦𝑦)

Best hypothesis ℎ∗ = argmin
ℎ ∈ ℋ

GenLoss𝐿𝐿 ℎ

Empirical loss on a set of examples E

EmpLoss𝐿𝐿,𝐸𝐸 ℎ = 1
𝑁𝑁
∑ 𝑥𝑥,𝑦𝑦 ∈𝐸𝐸 𝐿𝐿 𝑦𝑦,ℎ 𝑥𝑥

Best hypothesis �ℎ∗ = argmin
ℎ ∈ ℋ

EmpLoss𝐿𝐿,𝐸𝐸 ℎ

15.4 Choosing the Best Hypothesis (3/4)

ε: the set of all possible 
input-output examples
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15.4 Choosing the Best Hypothesis (4/4) 

4) Regularization
The process of explicitly penalizing complex hypotheses

Cost ℎ = EmpLoss ℎ + 𝜆𝜆 Complexity(ℎ)
�ℎ∗ = argminℎ∈ℋ Cost(ℎ)

사진출처 #12
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15.5 Artificial Neural Networks (1/8)

1) Neural network structures
Each unit 𝑗𝑗 first computes a weighted sum of its inputs:

Then applies activation function 𝑔𝑔 to this sum to derive the output 

The activation function g is typically either a hard threshold, in which case the unit is called a 
perceptron, or a logistic function, in which case the term sigmoid perceptron is sometimes 
used.

𝐺𝐺𝑛𝑛𝑗𝑗 = �
𝑖𝑖=0

𝑛𝑛

𝑤𝑤𝑖𝑖,𝑗𝑗 𝐺𝐺𝑖𝑖

𝐺𝐺𝑗𝑗 = 𝑔𝑔 𝐺𝐺𝑛𝑛𝑗𝑗 = 𝑔𝑔 �
𝑖𝑖=0

𝑛𝑛

𝑤𝑤𝑖𝑖,𝑗𝑗𝐺𝐺𝑖𝑖

사진출처 #13
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15.7 Artificial Neural Networks (2/8)

2) Single-layer feed-forward neural networks (Perceptron) 

사진출처 #14 사진출처 #15
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15.7 Artificial Neural Networks (3/8)

2) Single-layer feed-forward neural networks (Perceptron) 

사진출처 #16
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15.7 Artificial Neural Networks (4/8)

3) Multilayer feed-forward neural networks

사진출처 #17
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15.7 Artificial Neural Networks (5/8)

4) Learning in multilayer networks (Backprop algorithm)

사진출처 #18
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15.7 Artificial Neural Networks (6/8)

4) Learning in multilayer networks
First, let us dispense with one minor complication arising in multilayer networks: 

interactions among the learning problems when the network has multiple outputs.

For the 𝐿𝐿2 loss, we have, for any weight 𝑤𝑤,

𝜗𝜗
𝜗𝜗𝑤𝑤

𝐿𝐿𝐺𝐺𝑃𝑃𝑃𝑃 𝐰𝐰 = 𝜗𝜗
𝜗𝜗𝑤𝑤

𝐲𝐲 − 𝐡𝐡𝐰𝐰 𝐱𝐱 2 = 𝜗𝜗
𝜗𝜗𝑤𝑤

∑𝑘𝑘 𝑦𝑦𝑘𝑘 − 𝐺𝐺𝑘𝑘 2 = Σ𝑘𝑘
𝜗𝜗
𝜗𝜗𝑤𝑤

𝑦𝑦𝑘𝑘 − 𝐺𝐺𝑘𝑘 2

Weight update rule for the output layer becomes 𝑤𝑤𝑗𝑗,𝑘𝑘 ← 𝑤𝑤𝑗𝑗,𝑘𝑘 + 𝛼𝛼 × 𝐺𝐺𝑗𝑗 × Δ𝑘𝑘

Propagation rule for the Δ values is the following: Δ𝑗𝑗 = 𝑔𝑔′ 𝐺𝐺𝑛𝑛𝑗𝑗 Σ𝑘𝑘𝑤𝑤𝑗𝑗,𝑘𝑘Δ𝑘𝑘
Weight-update rule for the weights between inputs and hidden layer is essentially identical to the update rule 

for the output layer: 𝑤𝑤𝑖𝑖,𝑗𝑗 ← 𝑤𝑤𝑖𝑖,𝑗𝑗 + 𝛼𝛼 × 𝐺𝐺𝑖𝑖 × Δ𝑗𝑗
The back-propagation process can be summarized as follows:

Compute the Δ values for the output units, using the observed error.

Starting with output layer, repeat the following for each layer in the network, until the earliest hidden layer is 

reached:

 Propagate the Δ values back to the previous layer.

 Update the weights between the two layers.

Δ𝑘𝑘= 𝐸𝐸𝑅𝑅𝑅𝑅𝑘𝑘 × 𝑔𝑔′ 𝐺𝐺𝑛𝑛𝑘𝑘
사진출처 #19
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15.7 Artificial Neural Networks (7/8)

4) Learning in multilayer networks
𝐿𝐿𝐺𝐺𝑃𝑃𝑃𝑃𝑘𝑘 = (𝑦𝑦𝑘𝑘 − 𝐺𝐺𝑘𝑘)2

𝐺𝐺𝑛𝑛𝑘𝑘 = �
𝑗𝑗=0

𝑛𝑛

𝑤𝑤𝑗𝑗,𝑘𝑘 𝐺𝐺𝑗𝑗 𝐺𝐺𝑘𝑘 = 𝑔𝑔 𝐺𝐺𝑛𝑛𝑘𝑘 = 𝑔𝑔 �
𝑗𝑗=0

𝑛𝑛
𝑤𝑤𝑗𝑗,𝑘𝑘𝐺𝐺𝑗𝑗

𝐺𝐺𝑛𝑛𝑗𝑗 = �
𝑖𝑖=0

𝑛𝑛

𝑤𝑤𝑖𝑖,𝑗𝑗 𝐺𝐺𝑖𝑖 𝐺𝐺𝑗𝑗 = 𝑔𝑔 𝐺𝐺𝑛𝑛𝑗𝑗 = 𝑔𝑔 �
𝑖𝑖=0

𝑛𝑛
𝑤𝑤𝑖𝑖,𝑗𝑗𝐺𝐺𝑖𝑖

i j k
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15.7 Artificial Neural Networks (8/8)

5) Learning curves

사진출처 #20
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If the available feedback provides the correct answer for example inputs, then the learning problem is called 

supervised learning. The task is to learn a function 𝑦𝑦 = ℎ(𝑥𝑥).

Learning a discrete-valued function is called classification; learning a continuous function is called regression.

Inductive learning involves finding a hypothesis that agrees well with the examples. Ockham’s razor suggests 

choosing the simplest consistent hypothesis. The difficulty of this task depends on the chosen representation.

Decision trees can represent all Boolean functions. The Information-gain heuristic provides an efficient 

method for finding a simple, consistent decision tree. 

The performance of a learning algorithm is measured by the learning curve, which shows the prediction 

accuracy on the test set as a function of the training-set size. When there are multiple models to choose from, 

cross-validation can be used to select a model that will generalize well.

Sometimes not all errors are equal. A loss function tells us how bad each error is; the goal is then to minimize 

loss over a validation set.

Neural networks represent complex nonlinear functions with a network of linear threshold units. Multilayer 

feed-forward neural networks can represent any function, given enough units. The back-propagation 

algorithm implements a gradient descent in parameter space to minimize the output error.



Homework
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18.8 (Three-input one-output data)

18.21 (Neural net for XOR)



출처

사진

# 1, 2,  4~20 Stuart J. Russell and Peter Norvig(2016). Artificial Intelligence: A Modern Approach (3rd Edition). Pearson   

# 3 Stuart J. Russell. Berkeley University. Lecture Slides for Artificial Intelligence: A Modern Approach
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