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Introduction

 We examine the problem of learning when we know something already about the 
domain. 

 Learning from examples (Previous lectures)
 Learning as constructing a function that has the input-output behavior observed in the data 

 Learning as searching a hypothesis space to find a suitable function, starting from only a very 
basic assumption about the form of the function, such as “second-degree polynomial” or 
“decision tree” and perhaps for a simpler hypothesis

 Doing this amounts to saying that before you can learn something new, we must first forget 
(almost) everything we know. 

 Knowledge-based learning (This lecture)
 We can use previous knowledge to build new knowledge, and this is the essence of cumulative 

continual learning in humans. 

 Learning methods that can take advantage of general first-order logical theories that represent 
background knowledge.

 Learning of first-order logic representations (lifted learning)

 Inductive logic programming (ILP)
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Background: Learning as Hypothesis Search

사진 출처 #1
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Motivating Example: Background Knowledge in Learning

Background Knowledge in FOL: 
Parent(𝑥𝑥,𝑦𝑦) ⇔ [Mother(𝑥𝑥,𝑦𝑦) ∨ Father(𝑥𝑥,𝑦𝑦)] 

Grandparent(𝑥𝑥,𝑦𝑦) ⇔ [∃𝑧𝑧 Parent(𝑥𝑥, 𝑧𝑧) ∧ Parent(𝑧𝑧,𝑦𝑦)]

First-order logic description of hypotheses
(NOT simple attributes)

사진 출처 #2
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Outline (Lecture 17)

17.1 A Logical Formulation of Learning
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17.1 A Logical Formulation of Learning (1/10)

1) Inductive learning, examples, and hypotheses
The aim of inductive learning is to find a hypothesis that classifies the examples
well and generalizes well to new examples.

𝑖𝑖-th example 𝑋𝑋𝑖𝑖: Alternate(𝑋𝑋1) ∧ ¬ Bar(𝑋𝑋1) ∧ ¬ Fri/Sat(𝑋𝑋1) ∧ Hungry(𝑋𝑋1) ∧ …
Goal predicate: WillWait(𝑋𝑋1)

Each hypothesis ℎ𝑗𝑗 ∶ ∀𝑥𝑥Goal 𝑥𝑥 ⇔ 𝐶𝐶𝑗𝑗 𝑥𝑥 ∶ 𝐶𝐶𝑗𝑗(𝑥𝑥) is a candidate definition

ℎ𝑟𝑟 ∶

Each hypothesis predicts that a certain set of examples will be examples of the goal predicate.

Hypothesis space ℋ: is the set of all hypotheses {ℎ1,..., ℎ𝑛𝑛}

There are two cases where the example and hypothesis do not fit or inconsistent
False negative and false positive

Inductive learning as as a process of gradually eliminating hypotheses that are inconsistent 
with the examples.



7 / 38

17.1 A Logical Formulation of Learning (2/10)

2) Current-best-hypothesis search
The current-best-hypothesis search maintains a single hypothesis, and adjusts 
it as new examples arrive in order to maintain consistency.

사진 출처 #3
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17.1 A Logical Formulation of Learning (3/10)

2) Current-best-hypothesis search

사진 출처 #4
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17.1 A Logical Formulation of Learning (4/10)

2) Current-best-hypothesis search
If hypothesis ℎ1, with definition 𝐶𝐶1, is a generalization of hypothesis ℎ2 with 

definition 𝐶𝐶2, then we must have ∀𝑥𝑥 𝐶𝐶2(𝑥𝑥) ⇒ 𝐶𝐶1(𝑥𝑥) . 

Generalization operators

Dropping conditions (conjuncts) of candidate definition

 Dropping conditions generates a weaker definition 

and therefore allows a larger set of positive examples.

Adding disjuncts from a disjunctive definition

Specialization operators

Adding extra conditions to its candidate definition or 

Removing disjuncts from a disjunctive definition

Alternate 𝑋𝑋1 ∧ Bar(𝑋𝑋1)
 Alternate 𝑋𝑋1

Alternate 𝑋𝑋1 ∧ Bar(𝑋𝑋1)
 {Alternate 𝑋𝑋1 ∧ Bar 𝑋𝑋1 } ∨ Hungry 𝑋𝑋1

Alternate 𝑋𝑋1 ∧ Bar(𝑋𝑋1)
 Alternate 𝑋𝑋1 ∧ Bar 𝑋𝑋1 ∧Hungry 𝑋𝑋1

Alternate 𝑋𝑋1 ∧ Bar 𝑋𝑋1 ∨ Hungry 𝑋𝑋1
 Alternate 𝑋𝑋1 ∧ Bar(𝑋𝑋1)
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17.1 A Logical Formulation of Learning (5/10)

2) Current-best-hypothesis search
The first example, 𝑋𝑋1, is positive. The attribute Alternate 𝑋𝑋1 is true, so let the initial hypothesis be

The second example, 𝑋𝑋2, is negative. h1 predicts it to be positive. False positive. Need to specialize h1. 

The third example, 𝑋𝑋3, is positive. h2 predicts it to be negative. False negative. Need to generalize h2. 

The fourth example, 𝑋𝑋4, is positive. h3 predicts it to be negative. False negative. Need to generalize h3. We 

cannot drop the  Patrons condition, because that would yield an all-inclusive hypothesis that would be 

inconsistent with 𝑋𝑋2.

h1: ∀𝑥𝑥 𝑊𝑊𝑖𝑖𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑖𝑖𝑊𝑊(𝑥𝑥) ⇔ Alternate 𝑋𝑋1

h2: ∀𝑥𝑥 𝑊𝑊𝑖𝑖𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑖𝑖𝑊𝑊(𝑥𝑥) ⇔ Alternate 𝑋𝑋1 ∧ Patrons 𝑥𝑥, Some

h3: ∀𝑥𝑥 𝑊𝑊𝑖𝑖𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑖𝑖𝑊𝑊(𝑥𝑥) ⇔ Patrons 𝑥𝑥, Some

h4: ∀𝑥𝑥 𝑊𝑊𝑖𝑖𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑖𝑖𝑊𝑊(𝑥𝑥) ⇔ Patrons 𝑥𝑥, Some
∨ (Patrons 𝑥𝑥, Full ∧ Fri/Sat 𝑥𝑥
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17.1 A Logical Formulation of Learning (6/10)

2) Current-best-hypothesis search
The Current-best-learning algorithm is described nondeterministically. 

It may not lead to the simplest hypothesis, and may lead to an unrecoverable 

situation where no simple modification of the hypothesis is consistent with all of 

the data. 

In such cases, the program must backtrack to a previous choice point. 

Using the current-best-learning algorithm on systems with large spaces and 

many examples creates some problems.

1. Checking all the previous examples over again for each modification is very 

expensive. 

2. The search process may involve a great deal of backtracking.
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17.1 A Logical Formulation of Learning (7/10)

3) Least-commitment search 

Version space learning 
algorithm: maintains all 
hypotheses consistent 
with the examples (called 
the version space). Also 
called the candidate 
elimination algorithm.

G-set

S-set

사진 출처 #5
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17.1 A Logical Formulation of Learning (8/10)

3) Least-commitment search 

False positive for 𝑆𝑆𝑖𝑖  delete from S-set
False negative for 𝑆𝑆𝑖𝑖  immediate generalization
False positive for 𝐺𝐺𝑖𝑖  immediate specialization
False negative for 𝐺𝐺𝑖𝑖 delete from G-set

사진 출처 #6

사진 출처 #7
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17.1 A Logical Formulation of Learning (9/10)

3) Least-commitment search 
The entire version space is represented by two boundary sets

G-set: a most general boundary, S-set: a most specific boundary

Everything in between is guaranteed to be consistent with the examples
Every member of the S-set is consistent with all observations, and there are no consistent hypotheses 
that are more specific.

Every member of the G-set is consistent with all observations, and there are no consistent hypotheses 
that are more general.

Initially, we set G-set to contain True (the hypothesis that contains everything), and the S-
set to contain False (the hypothesis whose extension is empty) to represent all possible 
hypotheses.

To show general structure of the boundary-set representation is sufficient, we need the 
following two properties.

1. Every consistent hypothesis is more specific than some member of the G-set, and more general 
than some member of the S-set. (That is, there are no “stragglers” left outside.) 

2. Every hypothesis more specific than some member of the G-set and more general than some 
member of the S-set is a consistent hypothesis. (That is, there are no “holes” between the 
boundaries.)
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17.1 A Logical Formulation of Learning (10/10)

3) Least-commitment search 
There are two principal drawbacks to the version-space approach

If the domain contains noise or insufficient attributes for exact classification, the version space will 

always collapse.

For some hypothesis spaces, the number of elements in the 𝑆𝑆-set or 𝐺𝐺-set may grow exponentially in 

the number of attributes, even though efficient learning algorithms exist for those hypothesis spaces.

The problem of disjunction can be addressed by allowing only limited forms of disjunction or 

by including a generalization hierarchy of more general predicates.

For example, we might use the single literal 𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑊𝑊𝑊𝑊𝑖𝑖𝑊𝑊 𝑥𝑥 rather than using 

(𝑥𝑥,30−60) ∨ WaitEstimate (𝑥𝑥,> 60).

Although version space methods are probably not practical in most real-world learning 

problems, mainly because of noise, they provide a good deal of insight into the logical 

structure of hypothesis space.
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17.2 Knowledge in Learning (1/3)

1) Knowledge-Based Inductive Learning
Pure (Knowledge-Free) Inductive Learning

Hypothesis  ∧ Descriptions ⊨ Classifications
Pure inductive learning means solving this entailment constraint, where 

Hypothesis is unknown and drawn from some predefined hypothesis space.

Descriptions: the conjunction of all the example descriptions in the training set

Classifications: the conjunction of all the example classifications

Knowledge-Based Inductive Learning

사진 출처 #8
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17.2 Knowledge in Learning (2/3)

2) Some simple examples
Cavemen Watching Zog

Roasting his lizard on the end of a pointed stick

Explanation-based learning (EBL)

Traveler to Brazil meeting his first Brazilian

Hearing the Brazilian speak Portuguese

Discovering the Brazilian’s name is Fernando

Relevance-based learning (RBL)

Medical student observing a consulting session

An expert internist tells the patient to take a specific antibiotic

Infers a general rule for prescription

Knowledge-based inductive learning (KBIL)

https://en.wikipedia.org/wiki/Caveman#/me
dia/File:Le_Moustier.jpg

https://en.wikipedia.org/wiki/Caveman#/media/File:Le_Moustier.jpg


18 / 38

17.2 Knowledge in Learning (3/3)

3) Some general schemes 
The constraints will involve the Background knowledge, in addition to the Hypothesis and the 
observed Descriptions and Classifications.

Explanation based learning(EBL)

Hypothesis ∧ Descriptions⊨Classifications

Background ⊨Classifications

Relevance-based learning(RBL)

Hypothesis ∧ Descriptions⊨Classifications

Background ∧ Descriptions ∧ Classifications ⊨Hypothesis

Knowledge-based inductive learning(KBIL)

Background ∧Hypothesis ∧ Descriptions ⊨Classifications

Inductive logic programming(ILP)
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17.3 Explanation-Based Learning (1/4)

1) Extracting general rules from examples
The basic idea behind EBL is first to construct an explanation of the observation using prior 
knowledge, and then to establish a definition of the class of cases for which the same 
explanation structure can be used. The explanation can be a logical proof. 

Explanation-based learning (EBL) is a method for extracting general rules from individual 

observations. 

For example, we can generate rules of 𝑢𝑢 from “𝑋𝑋2 with respect to 𝑋𝑋 is 2𝑋𝑋”

ArithmeticUnknown 𝑢𝑢 ⇒Derivative 𝑢𝑢2,𝑢𝑢 = 2𝑢𝑢

ASK(Derivative(𝑋𝑋2,𝑋𝑋)= 𝑑𝑑, KB) with solution 𝑑𝑑 = 2𝑋𝑋
Historically, this is related to memoization in computer science which has been used to speed 
up programs by saving the results of computation. 
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17.3 Explanation-Based Learning (2/4)

1) Extracting general rules from examples
Goal : Simplify 1 × (0 + 𝑋𝑋)

The  knowledge base includes the following rules:

The EBL method constructs two proof trees simultaneously. The second proof 

tree uses a variabilized goal in which the constants from the original goal are 

replaced by variables. 
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17.3 Explanation-Based Learning (3/4)

Rewrite 1 × 𝑢𝑢,𝑢𝑢
Rewrite 0 + 𝑢𝑢,𝑢𝑢

Rewrite(
)

1 × 0 + 𝑧𝑧 ,0 +
𝑧𝑧 ∧ Rewrite 0 + 𝑧𝑧,𝑧𝑧 ∧
ArithemeticUnkown 𝑧𝑧
⇒ Simplify(1 × (0 + 𝑧𝑧), 𝑧𝑧)

ArithemeticUnkown 𝑧𝑧
⇒ Simplify(1 × (0 + 𝑧𝑧),𝑧𝑧)

사진 출처 #9
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17.3 Explanation-Based Learning (4/4)

1) Extracting general rules from examples
1. Given an example, construct a proof that the goal predicate applies to the 

example using the available background knowledge.

2. In parallel, construct a generalized proof tree for the variabilized goal using the 

same inference steps as in the original proof.

3. Construct a new rule whose left-hand side consists of the leaves of the proof 

tree and whose right-hand side is the variabilized goal. 

4. Drop any conditions from the left-hand side that are true regardless of the 

values of the variables in the goal.
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17.4 Learning Using Relevance Information (1/6)

1) Determining the hypothesis space
Functional dependencies or determinations

Example 1: Traveler in Brazil

Nationality(𝑥𝑥,𝐿𝐿) ∧ Nationality(𝑦𝑦,𝐿𝐿) ∧ Language(𝑥𝑥, 𝑊𝑊) ⇒ Language(𝑦𝑦, 𝑊𝑊)

Nationality(Fernando, Brazil)∧ Language(Fernando, Portuguese)

Nationality(x, Brazil) ⇒ Language(x, Portuguese)

Nationality(x, n) ≻ Language(x, l).         “nationality determines language”

Example 2: Determining conductance and density of materials (e.g. copper)

Material(𝑥𝑥,𝑚𝑚) ∧ Temperature(𝑥𝑥,𝑊𝑊) ≻ Conductance(𝑥𝑥,𝑟𝑟)

Material(𝑥𝑥,𝑚𝑚) ∧ Temperature(𝑥𝑥,𝑊𝑊) ≻ Density(𝑥𝑥,𝑑𝑑)
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17.4 Learning Using Relevance Information (2/6)

1) Determining the hypothesis space
Determination’s main effect can be seen as limiting the space of hypotheses that 

the learning agent need consider.

Determination specify a sufficient basis vocabulary from which to construct 

hypotheses concerning the target predicate.

The hypothesis space of Boolean functions

If the learner has 𝐿𝐿 Boolean features, 

 Hypothesis space ℋ is 𝑂𝑂(22𝑛𝑛)

 The number of examples required to converge to a reasonable hypothesis is  

log ℋ = 𝑂𝑂(2𝑛𝑛)

If the determination contains 𝑑𝑑 predicates in the left-hand side, 

 the learner will require only 𝑂𝑂(2𝑑𝑑) examples, a reduction of 𝑂𝑂(2𝑛𝑛−𝑑𝑑).
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17.4 Learning Using Relevance Information (3/6)

2) Learning and using relevance information
A determination 𝑃𝑃 ≻ 𝑄𝑄 says that if any examples match on 𝑃𝑃, then they must also match on 𝑄𝑄.

A determination is therefore consistent with a set of examples if every pair that matches on the 

predicates on the left-hand side also matches on the goal predicate.

The minimal consistent determination is 𝑀𝑀𝑊𝑊𝑊𝑊𝑀𝑀𝑟𝑟𝑖𝑖𝑊𝑊𝑊𝑊 ∧𝑇𝑇𝑀𝑀𝑚𝑚𝑇𝑇𝑀𝑀𝑟𝑟𝑊𝑊𝑊𝑊𝑢𝑢𝑟𝑟 ≻ 𝐶𝐶𝐿𝐿𝐿𝐿𝑑𝑑𝑢𝑢𝐶𝐶𝑊𝑊𝑊𝑊𝐿𝐿𝐶𝐶𝑀𝑀.

Mass ∧ Size∧ Temperature ≻Conductance is nonminimal but consistent determination. 

사진 출처 #10
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17.4 Learning Using Relevance Information (4/6)

2) Learning and using relevance information

Time complexity
𝑛𝑛
𝑝𝑝 = 𝑂𝑂 𝐿𝐿𝑝𝑝

Minimal-Consistent-Det + 
Decision-Tree-Learning algorithm
 Relevance-Based Decision-
Tree Learning algorithm (RBDTL) 

사진 출처 #11
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17.4 Learning Using Relevance Information (5/6)

2) Learning and using relevance information

사진 출처 #12
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17.4 Learning Using Relevance Information (6/6)

3) Declarative bias
We addressed the declarative bias, which aims to understand how prior 

knowledge can be used to identify the appropriate hypothesis space within which 

to search for the correct target definition. 

More issues:

How can the algorithms be extended to handle noise?

Can we handle continuous-valued variables?

How can other kinds of prior knowledge be used, besides determinations?

How can the algorithms be generalized to cover any first-order theory, 

rather than just an attribute-based representation?
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17.5 Inductive Logic Programming (1/8)

1) Inductive Logic Programming (ILP)
The objective of ILP: To find a set of sentences for 
the Hypothesis such that the entailment constraint 
is satisfied: 

Background ∧Hypothesis ∧ Descriptions 
⊨ Classifications

ILP combines inductive methods with the power of 
first-order representations, concentrating in 
particular on the representation of hypotheses as 
logic programs. 

Properties: General, complete (vs. attribute-based), and

comprehensible (for humans)

Two approaches
Top-down inductive learning methods (decision-tree 
learning)

Inverting the normal deductive proof process 
(inverse resolution)

사진 출처 #13



30 / 38

17.5 Inductive Logic Programming (2/8)

2) Example

Descriptions:

Classifications: Grandparent
Grandparent(Mum,Charles) Grandparent(Elizabeth, Beatrice) . . .

￢Grandparent(Mum,Harry) ￢Grandparent(Spencer, Peter) . . .

Relations: Mother, Father, Married
Properties: Male, Female

사진 출처 #14
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17.5 Inductive Logic Programming (3/8)

2) Example contd.
Background is empty. 

Hypothesis:

In order to express Grandparent as an attribute (i.e., a unary predicate), we would need to 
make pairs of people into objects

Grandparent(<Mum, Charles>)  FirstElementIsMotherOfElizabeth(<Mum, Charles>)
A little bit of background knowledge

would help in the representation of the Grandparent definition
Parent(𝑥𝑥,𝑦𝑦) ⇔ [Mother(𝑥𝑥, 𝑦𝑦) ∨ Father(𝑥𝑥, 𝑦𝑦)] 

Grandparent(𝑥𝑥,𝑦𝑦) ⇔ [∃𝑧𝑧 Parent(𝑥𝑥, 𝑧𝑧) ∧ Parent(𝑧𝑧, 𝑦𝑦)]

This shows how background knowledge can dramatically reduce the size of hypotheses required to explain the observations.
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17.5 Inductive Logic Programming (4/8)

3) Top-down Inductive Learning Methods
To do ILP we use first-order literals instead of attributes, and the hypothesis is a 

set of clauses instead of a decision tree.

Suppose we are trying to learn a definition of the Grandfather(𝑥𝑥, 𝑦𝑦) predicate, 

As with decision-tree learning, we can divide the examples into positive and 

negative examples. Positive examples are

<George, Anne>, <Philip, Peter>, <Spencer, Harry>, . . .

and negative examples are

<George, Elizabeth>, <Harry, Zara>, <Charles, Philip>, . . .

Notice that each example is a pair of objects, because Grandfather is a binary 

predicate.

사진 출처 #15
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17.5 Inductive Logic Programming (5/8)

3) Top-down Inductive Learning Methods (FOIL)
First-order inductive learning algorithm (FOIL) constructs a set of clauses that must 
classify the 12 positive examples as instances of the Grandfather(𝑥𝑥,𝑦𝑦) relationship.

The initial clause has an empty body:

⇒ Grandfather(𝑥𝑥,𝑦𝑦)

This clause classifies every example as positive, so it needs to be specialized. We do this 
by adding literals one at a time to the left-hand side. Here are three potential additions:

Father(𝑥𝑥,𝑦𝑦) ⇒ Grandfather(𝑥𝑥, 𝑦𝑦) 

Parent(𝑥𝑥, 𝑧𝑧) ⇒ Grandfather(𝑥𝑥,𝑦𝑦)

Father(𝑥𝑥, 𝑧𝑧) ⇒ Grandfather(𝑥𝑥,𝑦𝑦) 

Now we need to specialize this clause further, to rule out the cases in which 𝑥𝑥 is the 
father of some 𝑧𝑧, but z is not a parent of 𝑦𝑦. Adding the single literal Parent(𝑧𝑧,𝑦𝑦) gives

Father(𝑥𝑥, 𝑧𝑧) ∧ Parent(𝑧𝑧,𝑦𝑦) ⇒ Grandfather(𝑥𝑥,𝑦𝑦) 

which correctly classifies all the examples. 
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17.5 Inductive Logic Programming (6/8)

 Essentially, the algorithm repeatedly 
constructs a clause, literal by literal, until it 
agrees with some subset of the positive 
examples and none of the negative examples. 

 Then the positive examples covered by the 
clause are removed from the training set, and 
the process continues until no positive 
examples remain. 

 The two main subroutines to be explained are 
NEW-LITERALS, which constructs all possible 
new literals to add to the clause, and CHOOSE-
LITERAL, which selects a literal to add. 

 NEW-LITERALS takes a clause and constructs 
all possible “useful” literals that could be added 
to the clause. 

사진 출처 #16
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17.5 Inductive Logic Programming (7/8)

4) Inductive Learning with Inverse Deduction
The second major approach to ILP involves inverting the normal deductive proof process.

Background ∧Hypothesis ∧ Descriptions  ⊨ Classifications 

If we can “run the proof backward,” then we can find a Hypothesis such that the proof goes 

through. 

사진 출처 #17
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17.5 Inductive Logic Programming (8/8)

5) Making Discoveries with Inductive Logic Programming
If some unknown Hypothesis generates a set of examples, then an inverse resolution procedure 

can generate Hypothesis from the examples.

The inverse resolution systems can invent new predicates (constructive induction): 

Father(𝑥𝑥,𝑦𝑦) ⇒ P(𝑥𝑥, 𝑦𝑦) P(𝑥𝑥, 𝑦𝑦) being “Parent(𝑥𝑥,𝑦𝑦)”

사진 출처 #18



Summary

37 / 38

The use of prior knowledge in learning leads to a picture of cumulative learning, in which learning 

agents improve their learning ability as they acquire more knowledge. 

Understanding the different logical roles played by prior knowledge, as expressed by entailment 

constraints, helps to define a variety of learning techniques.

Explanation-based learning (EBL) extracts general rules from single examples by explaining the 

examples and generalizing the explanation. 

Relevance-based learning (RBL) uses prior knowledge in the form of determinations to identify the 

relevant attributes, thereby generating a reduced hypothesis space and speeding up learning.

Knowledge-based inductive learning (KBIL) finds inductive hypotheses that explain sets of 

observations with the help of background knowledge. 

Inductive logic programming (ILP) techniques perform KBIL on knowledge that is expressed in first-

order logic. ILP methods can learn relational knowledge that is not expressible in attribute-based 

systems. 



Homework
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19.2 (Determination)

19.4 (Inverse resolution)



출처

사진

# 1~18 Stuart J. Russell and Peter Norvig(2016). Artificial Intelligence: A Modern Approach (3rd Edition). Pearson   
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