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Introduction

❑ Why we want the computer agents to be able to understand and process natural 
languages? 

❑ To acquire information from written language

❑ To communicate with humans in a natural way

❑ Natural Language Processing
❑ How the agents make use of the human knowledge expressed in natural language? 

❑ Processing, i.e. analyzing and generating, sentences and texts (usually in written form)

❑ Information seeking tasks: text classification, information retrieval, information extraction

❑ Language Models for Communication
❑ How the agents might communicate with humans in natural language?

❑ Understanding the grammar (syntax), meaning (semantics), and use (pragmatics) of 

human language

❑ Communication tasks: Machine translation, speech recognition, dialogue systems
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Motivating Examples: Language Understanding & Conversation

https://www.youtube.com/watch?v=WnzlbyTZsQY

https://www.youtube.com/watch?v=WnzlbyTZsQY
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Outline (Lecture 20)
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20.1 Language Models (1/3)

Language models: Models that predict the probability distribution of language 
expressions

1) 𝑵-gram character models
The probability distribution of 𝑛-letter sequences, a Markov chain of order 𝑛-1

Unigram (1-gram) model: 𝑃 “𝑐𝑎𝑡” = 𝑃 “𝑐” 𝑃 “𝑎” 𝑃 “𝑡”

Bigram (2-gram): 𝑃 “𝑐𝑎𝑡” = 𝑃 “𝑎”|“𝑐” 𝑃 “𝑡”|“𝑎”

Trigram (3-gram): 𝑃 “𝑐𝑎𝑡”

𝑁-gram character model for a language identification task
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20.1 Language Models (2/3)

2) Smoothing 𝑛-gram character models

The process to adjust the probability of low-frequency counts is smoothing

Laplace smoothing (add-one smoothing)

If 𝑋 has been false on n observations, then

Backoff model is a better approach

Back off to 𝑛-1 grams for particular low count sequences

Linear interpolation smoothing

E.g.)
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𝑃 “𝑡”|”𝑐𝑎” = 𝜆3𝑃 “𝑡”|“𝑐𝑎” + 𝜆2𝑃 “𝑡”|“𝑎” + 𝜆1𝑃 “𝑡”
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20.1 Language Models (3/3)

3) 𝑁-gram word models and model evaluation
𝑁-gram model applies to equally to word and character models

Word 𝑛-gram models

Bag-of-words model = unigram word model of documents

The main difference of the word model is that the vocabulary is larger
Vocabulary is the set of symbols that make up the corpus and the model

Model evaluation: A language model of large corpus has a very small probability

Perplexity is a normalized probability by sequence length

Word 𝑛-gram models need to deal with out of vocabulary words
This can be done by adding new word to the vocabulary <UNK>

N
NN cPcPerplexity
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𝑃 “𝐼 𝑙𝑜𝑣𝑒 𝑦𝑜𝑢” = 𝑃 “𝑙𝑜𝑣𝑒”|“𝐼” 𝑃 “𝑦𝑜𝑢”|“𝑙𝑜𝑣𝑒”
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20.2 Text Classification

Text classification or categorization: given a text of some kind, decide which of a 

predefined set of classes it belongs to.

E.g.) Spam detection
Training set: i) the positive examples (spam) in the spam folder, ii) the negative examples 

(ham) in the inbox

Spam: Wholesale Fashion Watches -57% today. Designer watches for cheap …

Spam: You can buy ViagraFr$1.85 All medications at unbeatable prices! …

Ham: The practical significance of hypertree width in identifying more …

Ham: Abstract: We will motivate the problem of social identify clustering …

Spam classification by Bayes’ rule:

argmax
𝑐 ∈ {𝑠𝑝𝑎𝑚,ℎ𝑎𝑚}

𝑃 𝑐 𝑚𝑒𝑠𝑠𝑎𝑔𝑒 = argmax
𝑐 ∈ {𝑠𝑝𝑎𝑚,ℎ𝑎𝑚}

𝑃 𝑚𝑒𝑠𝑠𝑎𝑔𝑒 𝑐)𝑃(𝑐
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20.3 Information Retrieval (1/3)

Information retrieval: given a query, find  the relevant documents from a corpus of 
documents(the Web)

Cf. Question answering: given a query, find the answer (not the documents)

1) Precision and recall
2) 100

Precision: 𝑃 = 30/(30 + 10) = 0.75

Recall: 𝑅 = 30/(30 + 20) = 0.60

F1 Score = 
2𝑃𝑅

𝑃+𝑅

In result set Not in result set

Relevant 30 20

Not relevant 10 40

100

50

30
10
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20.3 Information Retrieval (2/3)

2) IR scoring functions

A scoring function returns a score of relevancy of document to query

BM25 scoring functions

Term frequency (TF): documents mentioning query have high scores

Shorter document is better. 𝑘 = 2.0, 𝑏 = 0.75, |𝑑𝑗| = length of document 𝑑𝑗 in words, 𝐿 =
average document length.
Inverse document frequency (IDF): more frequent query is less important
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20.3 Information Retrieval (3/3)

3) Scoring of web pages (analysis of influential links)
PageRank algorithm: Google’s web search algorithm

𝑃𝑅(𝑝) : the probability that random surfer will be at page 𝑝.
Use in-link counts to score the page, and weight the quality of linking pages

A high quality site is the one linked to other high quality sites. 

𝑖𝑛𝑖: the pages that link in to 𝑝. 𝐶(𝑖𝑛𝑖): the count of the total number of out-links on page 𝑖𝑛𝑖.

Hyperlink-induced topic search (HITS) algorithm
Use link count, but query dependent. Use hubs and authorities. 

An authority on the query is the degree to the degree that other pages in the relevant set point to it. A 
page is considered a hub to the degree that it point to other authoritative pages in the relevant set. 

4) Question answering
Question answering (QA) is the task in which the query really is a question and the answer is 
a short response, a sentence or phrase (not a list of documents)
E.g.: AskMSR
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20.4 Information Extraction (1/4)

Information extraction: The process of acquiring knowledge by skimming a text and 
looking for occurrences of a particular class of objects and for relationships among 
objects

Examples:
➢ “IBM ThinkBook 970. Our price: $399.00”

➔ {Manufacturer = IBM, Model = ThinkBook 970, Price = $399.00} 

➢ “There will be a seminar by Dr. Alan Turing on Friday”

➔ {Event = Seminar, Speaker = Dr. Alan Turing, Date = Friday} 

1) Finite-state machines
2) Probabilistic models (HMM)
3) Conditional random fields (CRF)
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20.4 Information Extraction (2/4)

Hidden Markov model for IE

Text:           There   will   be   a    seminar   by    Dr.           Andrew     McCallum   on      Friday

Speaker:   - - - - PRE              PRE   TARGET   TARGET       TARGET           POST   -

Date:          - - - - - - - - - PRE      TARGET

사진 출처 #1
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20.4 Information Extraction (3/4)

Conditional random field for IE

𝐏 𝐱1:𝑁 𝐞1:𝑁) = 𝛼 exp[σ𝑖=1
𝑁 𝐹(𝐱𝑖−1, 𝐱𝑖 , 𝐞, 𝑖)]

𝐹 𝐱𝑖−1, 𝐱𝑖 , 𝐞, 𝑖 = 
𝑘

𝜆𝑘𝑓𝑘(𝐱𝑖−1, 𝐱𝑖 , 𝐞, 𝑖)

𝑓1 𝐱𝑖−1, 𝐱𝑖 , 𝐞, 𝑖 = ቊ
1 if 𝐱𝑖 = SPEAKER and 𝐞𝑖 = Andrew
0 otherwise

𝑓2 𝐱𝑖−1, 𝐱𝑖 , 𝐞, 𝑖 = ቊ
1 if 𝐱𝑖 = SPEAKER and 𝐞𝑖+1 = said
0 otherwise
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20.4 Information Extraction (4/4)

4) Ontology extraction from large corpora
Instead of finding a specific set of relations (e.g., speaker, time, location) in a 
specific text (e.g., a talk announcement), we want to build a large KB or ontology 
of facts from a corpus.

5) Automated template construction
(“Issac Asimov”, :The Robots of Dawn”)

(”Charles Dickens”, “Great Expectations”)

(“William Shakespeare”, “The Comedy of Errors”)

➔ (Author, Title, Order, Prefix, Middle, Postfix, URL)

6) Machine reading
An IE system that could read on its own and build up its own database (like a 
human reader who learns from the text itself).

E.g.) TextRunner (2008)
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20.5 Phrase Structure Grammar (1/3)

1) Phrase structure grammar
The big issue for the 𝑛-gram language models is data sparsity

|V| = 105 
➔ 1015  trigram probabilities to estimate

We introduce the notion of lexical category to generalize, such as Noun or Adjective
We further string together lexical categories to form syntactic category, e.g. Noun Phrase or Verb Phrase

Combine syntactic categories into trees representing  the phrase structure, e.g. Nested Phrases

Phrase structure grammar: a collection of phrase structure rules that defines a language 
as a set of allowable string of words

2) Probabilistic context-free grammar (PCFG)
A language model based on the idea of phrase structure, \

assigning probability to every rule

𝑉𝑃 and 𝑁𝑃 are non-terminal symbols. The grammar refers to actual words, called terminal symbols

사진 출처 #2
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20.5 Phrase Structure Grammar (2/3)

3) The lexicon of ε0

A list of allowable words

사진 출처 #3
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20.5 Phrase Structure Grammar (3/3)

4) The grammar of ε0

사진 출처 #4

사진 출처 #5
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20.6 Syntactic Analysis (Parsing)

Parsing: The process of analyzing a string of words to uncover its phrase structure, 
according to the rules of a grammar

사진 출처 #6
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20.7 Augmented Grammars and Semantic Interpretation(1/2)

1) Lexicalized PCFGs
Syntactic analysis can’t estimate the relation between phrases

“eat a banana”  vs.  “eat a bandana”

Lexicalized PCFGs
The probabilities for a rule depend on the relationship
Augmented grammar:  A category is augmented with the head variable
The sentence will have the form of a definite clause, so the result is called a definite 
clause grammar (DCG).
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20.7 Augmented Grammars and Semantic Interpretation(1/2)

case agreement

subject-verb agreement 

사진 출처 #7
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20.8 Machine Translation (1/3)

1) Machine translation systems

Transfer model

Translate directly when the translation rule matches

사진 출처 #8
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20.8 Machine Translation (2/3)

2) Statistical machine translation

𝑃(𝑓) is a language model, commonly using n-gram model
𝑃(𝑒|𝑓) is a translation model, learned from a bilingual corpus
Both optimizing translation model directly and applying Bayes’ rule work equally. Direct 
approach uses a more sophisticated model

Distortion (𝑑𝑖) is the number of words that phrase 𝑓𝑖 has moved with respect to 𝑓𝑖−1.
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사진 출처 #9
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20.8 Machine Translation (3/3)

3) Deep learning-based machine translation – Recent approach

사진출처 : 장병탁, 딥러닝, 홍릉과학출판사, 2017.
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20.9 Speech Recognition (1/4)

Speech recognition: identifying a sequence of words uttered by a speaker, 
given the acoustic signal

1) Noisy channel model

The most likely sequence is computed with the help of Bayes’ rule

is the acoustic model

is the language model

)()|(maxarg)|(maxarg :1:1:1:1:1
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20.9 Speech Recognition (2/4)

2) Acoustic model

Phones are speech sounds that can be composed to form all the words in all 

known human languages

The sound frequencies summarized to frames over time slices

Each frame is summarized to a feature vector

Fourier transform, mel frequency cepstral coefficient (MFCC)

)|( :1:1 tt wordsoundP

사진 출처 #10
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20.9 Speech Recognition (3/4)

3) Language model

Phone model (HMM)                                                      Word models (HMM)

사진 출처 #11

사진 출처 #12
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20.9 Speech Recognition (4/4)

4) Deep learning-based speech recognition – Recent approach

H. Zen, A. Senior, and M. Schuster. Statistical parametric 
speech synthesis using deep neural networks. In Proc. 
ICASSP, pages 7962–7966, 2013.

사진 출처 #13

사진 출처 #14
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20.10 Dialogue Systems (1/4)

Natural-language question answering

사진출처 : 장병탁, 딥러닝, 홍릉과학출판사, 2017.
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20.10 Dialogue Systems (2/4)

Serban, Iulian V., et al. "Building End-To-End Dialogue Systems Using Generative Hierarchical Neural Network Models." arXiv preprint arXiv:1507.04808 (2015).

Neural conversation models
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20.10 Dialogue Systems (3/4)

Add video modality

Embedding into

dialogue space

Retrieve

scene description

Concatenation of 

scene description and dialogue

Attention-based scoring function

* arg max ( , )
i

i
s

s G q s= * arg max ( , )
r

a r
a

a H s a=

Video story understanding module Story selection module Answer selection module

Encoding

using 

deep models

Store into 

long-term memory

* K.-M. Kim, M.-O. Heo, S.-H. Choi, and B.-T. Zhang, “DeepStory: Video Story QA by Deep Embedded Memory Networks”. 

International Joint Conference on Artificial Intelligence (IJCAI), 2017

Visual question answering
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20.10 Dialogue Systems (4/4)

Pororobot: Visual dialogue (vision + language)

[Ha et al., AAAI-2015], [Kim et al., IJCAI-2017], [Lee et al., NIPS-2018]

https://www.youtube.com/watch?v=OtkEkLpjs3s&t=1s

https://www.youtube.com/watch?v=OtkEkLpjs3s
https://www.youtube.com/watch?v=OtkEkLpjs3s&t=1s
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Summary(1/2)

Text classification can be done with naive Bayes n-gram models or with any of the classification 

algorithms we have previously discussed. 

Information retrieval systems use a very simple language model based on bags of words, yet still 

manage to perform well in terms of recall and precision on very large corpora of text. 

Question answering can be handled by an approach based on information retrieval, for questions 

that have multiple answers in the corpus. When more answers are available in the corpus, we can 

use techniques that emphasize precision rather than recall.

Information-extraction systems use a more complex model that includes limited notions of syntax 

and semantics in the form of templates. They can be built from finitestate automata, HMMs, or 

conditional random fields, and can be learned from examples.

In building a statistical language system, it is best to devise a model that can make good use of 

available data, even if the model seems overly simplistic.
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Summary(2/2)

Formal language theory and phrase structure grammars (and in particular, context-free grammar) 

are useful tools for dealing with some aspects of natural language. 

Sentences in a context-free language can be parsed in 𝑂(𝑛3) time by a chart parser such as the 

CYK algorithm, which requires grammar rules to be in Chomsky Normal Form.

A lexicalized PCFG allows us to represent that some relationships between words are more 

common than others.

It is convenient to augment a grammar to handle such problems as subject–verb agreement and 

pronoun case. Definite clause grammar (DCG) is a formalism that allows for augmentations. 

Ambiguity and Disambiguation is a very important problem in natural language understanding; 

most sentences have many possible interpretations, but usually only one is appropriate

Machine translation and Speech recognition systems have been implemented using a range of 

techniques, from full syntactic and semantic analysis to statistical techniques.
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22.5 (Precision of Web search engines)

23.3 (PCFG grammar)

23.12 (Ambiguity)
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사진
# 1~9, 11, 12 Stuart J. Russell and Peter Norvig(2016). Artificial Intelligence: A Modern Approach (3rd Edition). Pearson   

# 10

# 13

# 14


