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Abstract

Recent years have witnessed the rising of deep neural networks in machine learning
fields. However, deep learning models widely relies on large-scale annotated
datasets, unlike human infants. Human infants are able to conduct a joint learning
under both strong supervision and weak supervision. In this paper, we study
an important component in this joint learning process: grounding an unlabelled
concept via its relation to learnt concepts. To handle this task, we design a relational
grounding module. Our experiments reveals that our proposed methods can learn
to ground unlabelled concepts in a certain extent.

1 Introduction

Recent researches have paid attention to tasks that imitate human learning processes. Among such
tasks, learning as infants draws the most attention. Naturally, infants are able to continuously learn
natural language from visual environments. One key ability of doing so is to learn novel objects by
grounding them with the help of familiar objects and visual relations. When a baby has established
basic understanding to this world, parents can teach the baby with weaker “supervision”. For example,
as shown in Fig. 1a, though “flounder” is a novel word to a child, he/she should be able to connect
the word “flounder” with the fish in the image, given that he/she understands the word “hand” and
the relation between those two objects. Consequently, instead of pointing to the object, parents can
describe the location of the flounder by “the flounder on hand”. And even the baby never learn this
concept, it can ground it via the relation “on” and “hand”

Such ability, named as relational visual grounding, enables infants to learn from wider sources in
addition to their teachers and parents who directly provides the mapping between visual contents
(objects and relations) and linguistic words (nouns, verbs and prepositions). More specifically, infants
are capable to learn novel words from TV programs and books on the basis of learnt words and visual
relations without instructions from their parents or teachers.

Hence, to tackle the relational visual grounding problem, we propose a two-branch model which
maps visual instances and linguistic entities into a joint space. The visual branch detects objects in
the image and builds a fully-connected graph connecting all objects, while the other branch takes the
nouns and the relations among them (represented as an entity graph) as input. Each branch encodes
all nodes in the graph to the joint feature space. Then we match visual objects and linguistic entities
accordingly.
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Figure 1: Toy examples explaining experiment setting of unlearned object grounding

2 Related Works

Visual Relation Detection (VRD): VRD aims at detecting relations between object pairs inside
an image. Recent researches on VRD greatly benefit from various datasets, e.g., Visual Relation
Detection [12] and Visual Genome (VG) [8]. Some researchers [12, 24, 25] employ linguistic priors
to guide predicate predictions. Other progresses are made in the visual domain: [4, 13, 26] propose
a number of post-CNN feature inference algorithms for the VRD task, while [5, 11, 23, 26] design
task-specific structures. Additionally, [1, 14] investigate the problem under weakly supervision.

Graph Neural Networks (GNN): Graph Neural Networks (GNN) have been studied by numerous
works [3, 7, 18]. With equivalent expression ability as Weisfeiler-Lehman (WL) graph isomorphism
test [20], GNN can learn structural features edges, nodes and the whole graph [2]. In computer vision
fields, graph neural networks have been applied in scene graph parsing, image generation and image
captioning [6, 21, 22]. In [6], the authors design a GNN architecture that can encode the structural
information from a scene graph, which is very close to the entity graph we study in this paper.

3 Task Definition

In this paper, we mainly study a task named as Unmapped Noun Grounding, which aims at
grounding nouns without ground-truth mapping on the training set. In this task, we are given a
training set D where each sample is an image I , regarded as a set of visual objects {u1, u2, ..., um},
and an entity graph G = 〈N,E〉 describing the content I . N is a node set, where each node is a noun.
E is an edge set, where each edge is a predicate. The nouns are divided into two kinds: supervised
nouns and unsupervised nouns. Each node corresponds to an object in the image, but only the nodes
of supervised nouns are provided with ground-truth mapping to the objects. We apply such setting
in order to simulate the learning process of real human infants: babies may hear words and see
objects and learn the mapping between them before their parents teach them. Then during the testing
stage, we provided the model with an image, an entity graph including both supervised nouns and
unsupervised nouns. Then we ask the model to map each node in the entity graph to an visual object.
A toy example is shown in Figure 1

4 Grounding Nouns without Mapping

To learn grounding the unsupervised concepts, we propose to apply a two-stream model to project
visual inputs and language inputs into a joint embedding space Rd. To get object representations that
capture visual relation information, the visual stream (upper one) first construct a fully connected
graph by connecting all visual object pairs. Then a Graph Neural Network (GNN) encodes each
object by aggregating neighbor information as follows:

hi+1
u = MLP2(AGGREGATE({MLP1(h

i
u +©hiu′)|u′ ∈ N (u)})) (1)

where u is an object, hiu is its representation in the i-th layer, +© means concatenate, AGGREGATE
is an aggregation operator, andN (u) is the neighbor set of u. We initialize the representation of each
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Figure 2: Pipeline of relational grounding model. It is a typical two-stream model.

visual object as the features extracted by a pre-trained visual-encoder. Meanwhile, to capture the
relation features in the entity graph, we forward it into another graph neural network proposed in [6],
which can model the relation-object interactions.

After getting the node representations and the object representations, we can estimate the similarity
between an object and a node based on the distance between the instance embedding and class
embedding in the joint space. However, since we are not provided with the ground-truth object-node
mapping for the unsupervised nouns, it is challenging to optimize this mapping model. To handle this
challenge, we propose to optimize following loss function:

L = LSup + LUn (2)

where LSup makes use of the mapping information of supervised nouns and LUn makes use of the
information of unsupervised nouns. LSup on one sample 〈I,G〉 is defined as:

LSup = −
∑
v∈N

exp−(h(v)− h(uv))2∑
k∈I exp−(h(v)− h(k))2

(3)

where N is the node set of G, uv is the ground truth object corresponding to v, h(·) is the represen-
tation of a node or an object in the embedding space. Optimizing above loss function is equivalent
to minimizing the Euclidean distance of mapped node-object pairs while maximizing the Euclidean
distance of unmapped pairs.

As for the unsupervised nouns, since we know the existence of their corresponding objects in the
image, we can optimize another distance that can measure the similarity between the unmapped
node embedding set and the unmapped object embedding set (containing all the objects that are not
mapped to nouns). We apply following embedding set level distance, denoted as D(G, I):

LUn = D(NUn, IUn) =
∑

(u,v)∈M∗
c(u, v) (4)

where c(u, v) is the cost function of assigning object u to node v and the definition of M∗ is

M∗ = argmin
M∈π(NUn,IUn)

∑
(u,v)∈M

c(u, v) (5)

where NUn is the unsupervised noun set and IUn is the set containing all visual objects that are not
assigned to a noun in the entity graph G. π(NUn, IUn) is the set of all possible matches on NUn
and IUn. M∗ can be calculated by Hungarian Algorithm in polynomial time [9]. This distance is
inspired by Wasserstein Distance [16], defined as the cost expect of the optimal transport on two
distributions. To adapt our situation where two discrete sets are given, we apply the cost sum of
the optimal linear sum assignment on the node sets and object sets as D(G, I). We then propose to
train the model by minimizing D(NUn, IUn) for all mapped image-graph pairs as LUn. Because the
process of searching the minimum match M∗ is non-differential, in each gradient descent iteration,
we first calculate the minimum match M∗ based on current GNN parameters, then run a gradient
descent step that minimizes the distance of matched node-object pairs.

Note that simple Euclidean distance or inner-product distance can not be applied for c(u, v). Because
they will lead to a trivial solution where c(u, v) = 0 for all (u, v). Thus we use following cost
function:

c(u, v) = − exp−(h(v)− h(u))2∑
k∈I exp−(h(v)− h(k))2

(6)
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Methods Unsupervised Nouns Supervised Nouns All Nouns
Acc@1.0 Acc@0.5 Acc@1.0 Acc@0.5 Acc@1.0 Acc@0.5

Model with only LSup 19.2 23.3 31.7 37.3 27.3 32.3
Full Model 34.9 39.3 37.1 42.5 36.3 41.4

Table 1: Results of the two grounding models on (1)Unsupervised Nouns, (2) Supervised Nouns and
(3) the union of the two previous sets.

In inference stage, we treat all the nodes as unsupervised nouns. In other words, for an testing image
and its entity graph, we set IUn = I and NUn = N . Then we calculate M∗ as the grounding result.

5 Experiments

5.1 Dataset

We evaluate our model on Visual Genome [8] and apply the split and preprocess protocol in [19].
Under this protocol, there are 150 nouns and 50 predicates, most of which can be acquired by babies.
We split the nouns to 100 supervised nouns and 50 unsupervised nouns. Since babies are usually
born with well-developed visual system, in our experiments, we provide the model with ground
truth bounding box of each object in the image and apply an off-the-shelf Faster R-CNN [15] object
detector pre-trained on OpenImage [10] dataset to extract visual features for each object.

5.2 Metric and Experiment Set-up

We apply Accuracy to evaluate the models on grounding task following [17]. We apply two settings
for calculating Accuracy. One is Acc@IoU=1.0, where a node is considered as correctly mapped if it
is exactly mapped to the corresponding ground truth bounding box. The other one is Acc@IoU=0.5.
In this setting, a node is considered as correctly mapped if the IoU between the mapped box and
ground truth box is larger or equal to 0.5. The final accuracy is averaged over all nodes.

Since the proposed task is never explored by previous works, we do not have baselines from existing
works. Thus, we compare the full version of our model with a weaker version. In this version, the
model is trained with only LSup. This model can represent the performance of traditional fully
supervised grounding model on this novel setting. We report the performance of the models on three
noun sets: (1)Unsupervised Nouns, (2) Supervised Nouns and (3) the union of the two previous sets.

5.3 Results

The experiment results of these two models are shown in Table 1. The experiment results show that
the full version of the model outperform the Model with only LSup significantly on all the metrics,
indicating the improvement brought by our loss function designing. It is worth noting that the full
model achieves a better performance on the Supervised Noun set too. This phenomenon indicates
that the learning on those unsupervised nouns can benefit the learning of supervised nouns in turn.

6 Conclusion and Future Work

In this paper, we propose the task of learning unsupervised nouns on training set, which simulate
the process that infants learn language from visual environment. Our novel loss function design
significantly improve the model performance on this task. In the future, we will explore more
challenging tasks, like grounding the nouns that never appears on the training set to simulate baby’s
learning process when facing something that is never seen before.
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