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Abstract

Contrastive methods in machine learning have emerged as a very successful strat-
egy to pretrain representations using only unsupervised data. Unfortunately, their
success is not yet completely theoretically understood. In this work we draw
connections between contrastive methods and infant learning. As most of infant
learning takes place without supervision, gaining insights into how infants form
representations has a potential to shed new light on the success of contrastive
methods. We present a set of eye-tracking experiments that investigate the impact
of different learning conditions on infant category learning. The results reveal that
comparison has a key role in supporting the emergence of robust category repre-
sentations, in particular when it entails dissimilar items. This closely resembles
the objectives used in contrastive methods. Thus, infant learning can provide an
alternative explanation for the success of contrastive methods.

1 Introduction

Large amounts of supervised data are usually needed to train deep neural networks successfully.
Acquiring the necessary amount of supervised signal can be costly or impractical. On the other hand,
large amounts of unsupervised data are usually readily available. Thus, using unsupervised data
to pretrain representations can help reduce the reliance on supervised data and make deep neural
networks more readily applicable in low-data regimes.

Contrastive methods have recently emerged as a very successful approach to unsupervised repre-
sentation learning [1, 2]. Specifically, contrastive approaches shape representations by learning to
classify every datapoint against other datapoints commonly referred to as negative examples. Under
certain assumptions on the distribution under which negative examples are sampled, [3] has shown
that minimizing contrastive objectives can be interpreted as maximizing a lower bound on the mutual
information (MI) between representations. However, it has been shown that the quality of the learned
representation (as measured by performance on downstream tasks) is more strongly correlated with
network architecture than the attained MI bound [4]. This highlights the issues with explaining
contrastive learning with MI.

In this work, we explore how insights from infant category learning can provide an alternative
explanation to MI for the success of contrastive methods. Examining parallels between infant
learning and contrastive methods is particularly interesting since young infants spontaneously learn
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from the sensory information they are exposed to in the absence of explicit instructions or supervision.
As pointed out by [5], despite not knowing what there is to learn, babies do manage to learn anyways.
In other words, infant learning represents a highly successful model of unsupervised learning. In this
work we examine how different learning conditions affect the process of visual category learning in
young infants. We expose infants to a stream of visual images representing instances of two novel
categories, followed by a categorisation test. We show that infants readily discover category boundary
and learn to distinguish two similarly looking categories. We find that comparison has a key role
in their learning. Moreover, comparison that involves cross-category instances facilitates category
formation most efficiently. Thus, we the most effective mode of learning in infants closely resembles
objectives used in contrastive learning. In both learning models, the opportunity to compare, and
especially to contrast cross-category instances (i.e. negative examples) has a key role in building
good representations.

2 Background

In this section we introduce the problem setting and discuss contrastive methods. Denote by X the
unlabelled observed data and by Y the targets of the unknown downstream task. We want to pretrain
a representation f(X) using only unsupervised data such that it is useful for solving the downstream
task Y . Contrastive methods learn representations by comparing a data point to a series of similar
and dissimilar data points. Specifically, for a sample x of X , the representation f(x) is optimized
such that the similarity between f(x) and f(x+) is maximized, while the similarity between f(x)
and f(x−) is minimized; x+ and x− are data points that are semantically similar and dissimilar to x,
respectively, and are called positive and negative examples. We minimize the following loss in order
to learn representations

Ex,x+,{x−
m}Mm=1

[
− log

exp(f(x)T f(x+))

exp(f(x)T f(x+)) +
∑M

m=1 exp(f(x)
T f(x−m))

]
For each data point x, we use one positive example, e.g. obtained by augmenting x, and M negative
examples. As we do not have supervision signal (e.g. labels), we draw the negative examples usually
uniformly at random from the data.

3 The role of comparison in infant learning

Category learning represents the ability to group perceptually different objects into categories.
Categorisation ability is thought to be critical for the organisation and stability of cognition [6] and
central to intelligent behaviour [7].

Infant category learning is particularly interesting because it often takes place in the absence of any
feedback or supervision. For example, infants show sensitivity to categorical distinctions on the basis
of exposure to visual images only [8, 6]. Learning without supervision from visual inputs is also
the setting of contrastive methods in machine learning. Thus, infant learning can be viewed as a
real-world analog of unsupervised representation learning in neural networks. As such examining
infant learning can shed light on the success of contrastive methods.

We investigate the process of acquiring novel visual categories in infants. We tested infants’ ability to
learn novel visual categories under three learning settings:

• presenting one item at-a-time (single condition),

• presenting pairs of items from the same category (same-category pairs), and

• presenting pairs of items from different categories (cross-category pairs).

We examine these different learning conditions as they may lead to different learning dynamics
and result in category representations that have different properties. In addition to gaining a better
understanding of category learning in infants, these results can offer a valuable perspective to our
understanding of contrastive methods in machine learning. More specifically, identifying the role
of comparison in the early stages of creating of new category representations might be particularly
useful for optimisation of pretraining tasks in machine learning methods.
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3.1 Method summary

A total of 82 10-month-old infants took part in this eye-tracking study. The study employed a standard
familiarisation-novelty preference procedure.

Familiarisation phase. Infants were first presented with a set of instances of two novel categories
(Figure 3), either one item at-a-time or with pairs of items. Infants were presented with 8 trials (single
condition) or 4 trials (pairs conditions), so the total familiarisation time and time from learning to test
were identical across experimental conditions.

Test. To evaluate category formation, immediately following familiarisation, infants were presented
with two novel items (not seen during familiarisation): a prototype of one of the familiarised categories
and an item that consists of average features of both categories, i.e. falls on the boundary between the
two categories (between-category item). Infants’ looking preference was used as an index of category
formation. The final test trial was a novelty preference test in which one of the familiarisation items
was presented along with a novel, previously unseen out-of-category object. The purpose of this trial
was to validate that infants were engaging in the task and expressing the expected novelty preference
(for more details about the experimental design and procedure, see Supplementary materials).

3.2 Results

Familiarization. The total familiarisation time was identical across the three conditions in order
to guard against the possibility that the observed performance might be due to different levels of
familiarisation in the three conditions. To determine whether infants indeed had corresponding
amounts of familiarisation experience across the three conditions, we compared the total amount
of looking time in the three experimental conditions. The results revealed that infants accumulated
similar amounts of looking across the three experimental conditions; see Figure 1a. In the same-
category and cross-category pairs conditions, infants were presented with two familiarisation items
simultaneously. This provides them with an opportunity to compare the two simultaneously presented
items. To check whether infants in the two conditions similarly engage in comparison, we compared
shift rates, i.e. how frequently infants shifted their gaze between the two items. The results revealed
that infants similarly engaged in comparison in the same-category and cross-category conditions; see
Figure 1b. These results suggest that any differences in infants’ performance are unlikely to be driven
by the differing amounts of exposure during familiarisation or the amount of comparison per se.

(a) (b)

Figure 1: Familiarisation: (a) Total looking time across three experimental conditions and (b) mean
shift rates in pairs/same category and pairs/cross-category conditions. Black dots indicate means,
boxes indicate interquartile range, whiskers show the smallest value within 1.5 times interquartile
range below 25th and above 75th percentile, and horizontal lines indicate the median. This shows
that infants accumulate similar amount of looking time across the different conditions and that in
conditions with pairs, they engage in comparison to the same extent.

Categorisation test. The results revealed no evidence of category learning in the single item
condition. We observed improved performance in the same-category pairs condition, and robust
category learning in the cross-category pairs condition; see Figure 2a.

Novelty preference test. To validate that infants were engaging in the task and that their looking
was driven by novelty preference, the final test was a novelty preference test. The results reveal that
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(a) (b)

Figure 2: Looking preferences in (a) category formation test (grey dashed line depicts expected
preference if performance was at chance level, higher preference indicates preference for the between-
category item, suggesting infants formed two categories); (b) novelty preference test (higher prefer-
ence value indicates novelty preference. Black asterisk depicts p < .05.

infants show a systematic preference for the novel out-of-category item (preference scores significantly
above chance) and express novelty preference in both the same-category and cross-category pairs
conditions, but not in the single condition; see Figure 2b.

Connections to contrastive learning. These results demonstrate that comparison plays a key role
in infant learning. This resembles the way contrastive methods in machine learning operate. While the
presenting infants with same-category pairs parallels positive examples in contrastive methods, infant
learning in the cross-category pairs condition parallels negative examples in contrastive methods.
In the present study, infants were presented either with positive, or with negative examples. In
contrast, the contrastive methods implement comparison with both positive and negative examples.
Our results suggest that, at least during the early stages of unsupervised learning, negative examples
might be particularly important. Moreover, if only one type of comparison is available, having an
opportunity to contrast with negative examples seems to be a more efficient strategy for learning
category representations.

4 Discussion

In this work we explored parallels between infant learning and contrastive methods. Specifically,
we presented experimental results on visual category learning in infants. We observed that infant
category learning is directly related to the opportunity for comparison. While there was no evidence
of category learning in the single-item condition, we observed improved performance when infants
were familiarised with pairs of items from the same category. Further, we observed the best learning
outcomes when infants were familiarised with cross-category pairs. These results demonstrate that
comparison which involves items from different categories promotes category formation, presumably
by highlighting differences and promoting a discovery of category boundaries. This is closely related
to the objective functions used in contrastive methods as these objectives learn representations by
comparing pairs of similar and dissimilar items. Thus, better understanding the learning process of
young infants has the potential to inform further developments of contrastive methods in machine
learning. For example, novelty preference represents one of the key mechanisms driving infant
learning and it could potentially be leveraged by contrastive methods through attention mechanisms.

While we discussed how insights from infant learning can inform contrastive methods, it is also worth
exploring whether developments in machine learning algorithms can motivate research on learning
mechanisms in infants. For instance, the present study demonstrated that comparison has a key role in
forming novel representations and that, if only one type of comparison is available, negative examples
are more useful than positive examples. Yet, contrastive methods involve comparison to both positive
and negative. In future work with infants, it would be worth exploring whether intermixing positive
and negative examples would further improve learning as compared to the impact of comparison that
focuses exclusively on negative examples.
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Supplementary materials

4.1 Stimuli and experimental procedure

We designed a set of novel coloured and textured 3-dimensional looking objects that represented
novel creatures (called Sukis) for the purposes of this study. The stimuli set was inspired by stimulus
properties used in several categorisation studies [9, 10, 11]. Each Suki consisted of four features:
body, antennae, hands and legs. Each feature could vary systematically on a scale of seven levels
(number of antennae, hand size, body shape, length of legs). For the familiarisation set, 8 Sukis were
created such that features were correlated, i.e. levels of one feature being predictive for levels on
other features, thus inviting participants to form two categories. For instance, Sukis with long legs
had fewer antennae, while Sukis with rounded bodies had smaller hands. Importantly, individual
features were not prognostic, but correlations amongst the features provided the basis for category
formation.

Additional items were created for test trials: an between-category item (consisting of overall mean
levels on each feature), and two category prototypes (each consisting of average levels on each feature
for its category). In addition, a completely novel, out-of-category object which comprised the same
features as other objects, but organised in a completely different manner, was presented in the final
test trial in order to make sure that infants were in novelty preference mode (cf. [12]).

After written consent was obtained from the carer, the infant was seated on their carer’s lap approx-
imately 60 cm from a 1920x1080 inch monitor screen in a sound-attenuated experimental booth.
The carer was asked to keep their eyes closed for the duration of the experiment. Gaze data was
recorded using a Tobii TX300 Eye Tracker with a 120 Hz sampling frequency. The study was run with
PresentMate, a custom Matlab stimulus presentation software based on the Psychophysics Toolbox.

Figure 3: Examples from the stimulus set: category prototypes (items 2222 and 6666), between-
category item (4444) and a novel out-of-category item.

4.2 Statistical analysis

Test blocks were identical across the three experimental conditions. Infants’ looking preferences
were used as an index of category learning.

The logic of test trials was based on novelty preference, i.e. infants’ tendency to find novel items more
interesting than familiar ones. Looking preference scores were calculated by dividing the time spent
looking at the between-category item by the total time spent looking at both objects. Even though
both test items are novel (not presented during familiarisation), if infants formed two categories,
it is expected they will spend more time looking at the between-category item because that item
should appear less familiar and more surprising [10, 12]. By contrast, if infants only formed a single
category, we would expect them to spend more times looking at the category prototypes.

Our main hypothesis was that learning will be most difficult for infants when familiarised with a
single item at-a-time, and that the optimal learning scenario involved presenting pairs of items from
different categories, with same-category pairs representing an intermediate level of difficulty. To test
this hypothesis, looking preference scores were submitted to a linear model with a priori polynomial
contrasts [13]. In addition, to test whether the mean looking preference in each condition is different
from chance, we run a linear model with cell means parametrization. All analyses were performed in
R, version 3.6.1 [14].
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