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Abstract

Most of current machine learning methods rely on the large datasets with an-
notations, and such dependence prevents these methods from being applied to
real-world tasks. To deal with dynamic real-world problems, it is effective to learn
like humans or even babies. Infants generalize concepts that continuously grow
through interactions and maintain them in memory for future use. Clustering and
metric learning are key methods for concept formation imitating the infant learn-
ing. We propose a novel representation learning method by combining these two
methods in an end-to-end manner. For clustering, we use the ART network which
is jointly trained with an encoder for feature extraction and a decoder for data
reconstruction. We also define metric loss functions based on the generated clusters
to increase the representational power of the model. Our model showed robust
performance in digit and object classification tasks simulating real-world situations
where the inputs are given only once with sporadic labels.

1 Introduction

Recently, machine learning has been successful in various areas including pattern recognition and
generation. A typical machine learning model finds patterns in a fixed dataset by iteratively optimizing
the parameters so that the loss functions are minimized. However, such a model can hardly generalize
to data samples which are significantly different from those used for training, and it also fails to learn
if the number of training iterations is not large enough. Therefore, real-world problems as in social
robotics have been hurdles to most of machine learning methods, since the data comes from a highly
dynamic environment, and the model cannot access the data repeatedly.

There are several notable characteristics of real-world environments where an intelligent agent tries
to learn concepts of objects. The input to the agent’s learning system is not provided in advance but
revealed one after another as the agent interacts with the environment. These input samples usually
form an episodic sequence where similar samples come in spatiotemporal contiguity, and are rarely
annotated with labels such as class information. For the agent to cope with this situation, it has to
continuously adapt to the varying data distribution and discover innate properties of the dataset. One
approach is to imitate a learning mechanism of human babies who can expand their knowledge in
ever-changing surroundings [1] with immature sensors. The infants can group concepts of similar
objects [8] probably in a form of abstract representations. They can also retain previous information
about learned concepts in memory, albeit with limited capacity, to reuse it when understanding new
objects. These abilities influence each other and are developed in a joint fashion [11].

There have been numerous approaches in machine learning in line with such infant learning. Among
them, clustering and metric learning are the keys to the concept formation. One of the notable
clustering methods is Adaptive Resonance Theory (ART) [3] which finds the best-matching category
based on the resonance between top-down and bottom-up activations. While typical ART networks
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Figure 1: An overview of ARLET model. An input image is encoded and fed to Gaussian LPART
(GLART), occasionally with a label, then grouped into Gaussian clusters. GLART outputs the most
probable label and the decoder reconstructs the image from the sampled representation. The model is
trained to separate heterogeneous clusters from each other while trying to keep each cluster compact.

are trained unsupervised, some models utilize the labels for better clustering [2, 14]. Other models
such as SSBA [7] or LPART [4] relax the strict update rules to be trained in a semi-supervised manner.
These methods, however, require the pre-trained encoders to compress high-dimensional inputs.

Metric learning approach, on the other hand, improves the encoder by adjusting distances in the
representation space based on similarities between extra information such as class labels. The
fundamental principle is the contrastive learning that puts representations closer if they have the same
label, and farther otherwise. Previous approaches utilized this principle in both theoretical [13, 12]
and practical [10, 16] ways. These methods are like add-ons to the existing models, so the model can
be trained without any modifications. However, most of similarities are based on the annotations, so a
large dataset with labels is required for training. Applying metric learning with clustering solves this
problem by using cluster information instead, and also compensates for the weakness of clustering.

In this paper, we propose an Adaptive Representation Learning with End-to-end Training (ARLET)
model, a representation learning method combining the strengths of clustering and metric learning
approaches. We use the ART network with Gaussian prior, adopting the label propagation algorithm
from LPART, and an auto-encoder for feature extraction as well as reconstruction. This method
does not require pre-trained encoder and can be trained end-to-end in an Expectation-Maximization
manner. We evaluated our model on digit and object classification tasks and compared the results to
those of the baseline classifier models.

2 Clustering with Gaussian Prior

Among various assumptions determining the spatial organization of clusters, Gaussian prior is one of
the most convenient to control. We, therefore, use Gaussian ARTMAP [14] to form Gaussian clusters.
A Gaussian cluster is expressed as mean µ and variance σ2, assuming the true data distribution is
N (µd, σ

2
d) in each dimension d. Given an input r, the model first finds the best-matching cluster J ,

increases the matching count nJ by 1, then updates the means and variances as follows.

µJ,d = (1− n−1J )µold
J,d + n−1J rd, σ2

J,d = (1− n−1J )(σold
J,d)

2 + n−1J (µJ,d − rd)2 (1)

If there is no matching cluster, a new one is created with n, µd and σ2
d set to 1, rd and γ2, respectively.

The original Gaussian ARTMAP only works on fully labeled inputs, so we borrowed a notion of label
density function and its propagation mechanism from LPART [4] in order to enable semi-supervised
learning. An occasional class label c is accumulated on the label density function QJ which can be
converted into label probability distribution PJ when normalized. The label densities are propagated
to near clusters, supplementing the insufficient label information to some extent (see [4] for details).
We refer to our proposed clustering model as Gaussian LPART or GLART.
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3 Feature Extraction and Data Reconstruction

GLART, as in other clustering methods, performs better if the input is more concise, so we extract
features from a raw sample before it is clustered. Unlike pre-trained ones, the feature extractor in
our model develops as clustering progresses. It is based on variational autoencoder (VAE) [5] to
deal with unlabeled data. Given an input X , the modified encoder outputs a representation r itself
rather than the mean and variance because GLART will produce these quantities afterward. As a
cluster J that matches r is found, a new vector r∗ is sampled using the means and variances, and the
corresponding data X∗ is reconstructed by the decoder (see Figure 1). The feature extractor is trained
to maximize the evidence lower bound (ELBO), or equivalently, to minimize the loss Lf consisting
of the reconstruction loss and the Kullback-Leibler divergence (KLD) from N (µJ ,σ

2
J) to N (0, I).

4 Metric Learning with Label Distribution

We explicitly adjust the clusters so that each of them can represent the samples with the same label.
To achieve this, we use the metric learning approach to bring apart the clusters with heterogeneous
label distributions while keeping each cluster compact.

4.1 Inter-Cluster Metric

In order to measure how different the label distributions are, we define inter-cluster dissimilarity
D(i, j) for clusters i and j as Jensen-Shannon divergence (JSD) between Pi and Pj .

D(i, j) = JSD(Pi‖Pj) =
∑
c∈C

1

2

{
Pi(c) log

(
Pi(c)

Pj(c)

)
+ Pj(c) log

(
Pj(c)

Pi(c)

)}
(2)

Here, C is a set of labels revealed so far that can expand as learning progresses. We also define
the metric as Euclidean distance between the means µi and µj . The feature extractor is updated to
increase this distance up to M if the dissimilarity is higher than a threshold ρinter, otherwise it tries
to decrease it down to 0. The corresponding loss is shown in Equation 3.

f(i, j) =

{
‖µi − µj‖2 D(i, j) ≤ ρinter
max(0,M − ‖µi − µj‖2) D(i, j) > ρinter

, Linter =
∑
i

∑
j 6=i

f(i, j) (3)

4.2 Intra-Cluster Metric

As in the inter-cluster metric, we first establish a criterion for determining whether a cluster’s label
can be decided certainly or not. We utilize the entropy of Pi to measure the label uncertainty U .

U(i) = H(Pi) = −
∑
c∈C

Pi(c) log (Pi(c)) (4)

A cluster tends to have higher label uncertainty as it grows larger and encounters more inputs, so we
try to keep its size small. This also avoids the problem that all clusters can coincide when inter-cluster
loss is used alone. Our model tries to minimize σ2, but for an uncertain cluster, it rather tries to
increase it so as to cause division of the cluster. The intra-cluster loss Lintra is formulated as follows.

g(i) =

{
‖σi‖22 U(i) ≤ ρintra
−‖σi‖22 U(i) > ρintra

, Lintra =
∑
i

g(i) (5)

5 End-to-End Training for ARLET model

The overall architecture of ARLET model combines all techniques described above as shown in
Figure 1. After encoding the input, it finds and updates the best-matching cluster using GLART, then
samples a representation from the cluster to reconstruct the input. The total loss to minimize is the
weighted sum of the aforementioned losses, with constant weights λinter and λintra.

Ltotal = Lf + λinter · Linter + λintra · Lintra (6)
The model is updated in an end-to-end manner to adapt to dynamic change in inputs. This is a kind of
Expectation-Maximization algorithm that expects the representational power of the encoder through
clustering, and modifies the feature extractor’s parameters to maximize it.
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Table 1: The classification accuracies (%) for our model and the baselines. We did ten trials for each
experiment, and the results were presented in the form of means and standard deviations.

Model
SVHN Fashion-MNIST CIFAR-10

10% 5% 1% 10% 5% 1% 10% 5% 1%

Classifier 22.7 20.7 16.6 58.0 52.0 41.9 18.0 14.8 13.1
(8.1) (3.2) (3.6) (7.4) (8.9) (7.0) (3.0) (2.9) (2.1)

VAE+GLART 20.2 18.8 16.4 70.8 70.1 67.7 22.8 21.5 16.7
(0.6) (0.5) (0.7) (0.9) (1.2) (1.4) (0.6) (0.7) (0.8)

Ours 22.3 20.5 17.3 70.8 69.2 66.1 22.1 20.7 17.1
(0.9) (0.8) (1.1) (0.7) (0.6) (0.7) (0.5) (0.8) (0.7)

6 Experiments and Results

We set a handful of conditions for the input sequence to simulate the real-world learning scenarios.
Each data is provided only once and the model can be trained for a single epoch. The labels are
randomly sampled and provided at the rate of 10%, 5% or 1%. We compared the classification
accuracy of ARLET model to those of two baseline models, namely a classifier with an encoder
followed by a single fully-connected layer and the GLART with a pre-trained encoder. The encoders
in all models have the same CNN-based structure. When pre-training the encoder, we used the
contrastive loss based on whether or not the labels are the same. The cross-entropy loss for the
classifier were applied only when the labels were provided with the images. We experimented ten
times on each of SVHN [9], Fashion-MNIST [15] and CIFAR-10 [6] datasets for each model.

6.1 Results

The set conditions are very extreme for such simple networks to learn enough, so the accuracies are
low regardless of the model. However, our model showed a stable performance in all settings, i.e.,
high mean accuracies with low standard deviations. The performance of the classifier was highly
unstable because the training of this model only depends on the labels which are provided randomly
and therefore could be very rare for some classes. On the other hand, GLART with the pre-trained
encoder and ARLET model use the label information in auxiliary ways so the label insufficiency has
relatively little impact on their performance.

7 Conclusion and Future Work

We proposed a novel representation learning method inspired by infant learning that can learn robustly
in dynamic real-world environments. To evaluate our model, we also proposed a new classification
task where inputs are given only once with sporadic labels to simulate the real-world environment.
Intelligent agents in these environments need to learn online and exploit the rare label information
since they cannot maintain the raw inputs in their memory for a long time. Although these restrictions
made it significantly more difficult to learn the data patterns, our model showed robust performance
in visual recognition of digits and objects.

To train an agent with limited memory in real-time, data abstraction and generalization are essential.
It means an agent should remember concepts in the form of abstract representations and recall them
to compare with the new concepts to learn. The recalling process can play an important role in
achieving these goals when applied to the models based on online clustering. We will design recalling
algorithms and test them in real-world tasks to make an agent adapt to the episodic environment
without catastrophic forgetting.

Acknowledgments and Disclosure of Funding

This work was partly supported by the Institute for Information & Communications Technology Promotion
(2015-0-00310-SW.StarLab, 2017-0-01772-VTT, 2018-0-00622-RMI, 2019-0-01367-BabyMind) and Korea
Institute for Advancement Technology (P0006720-GENKO) grant funded by the Korea government.

4



References
[1] Lawrence W Barsalou. Ad hoc categories. Memory & cognition, 11(3):211–227, 1983.

[2] Gail A. Carpenter, Stephen Grossberg, and John H. Reynolds. Artmap: Supervised real-time
learning and classification of nonstationary data by a self-organizing neural network. Neural
networks, 4(5):565–588, 1991.

[3] Stephen Grossberg. Competitive learning: From interactive activation to adaptive resonance.
Cognitive science, 11(1):23–63, 1987.

[4] Taehyeong Kim, Injune Hwang, Gi-Cheon Kang, Won-Seok Choi, Hyunseo Kim, and Byoung-
Tak Zhang. Label propagation adaptive resonance theory for semi-supervised continuous
learning. In IEEE International Conference on Acoustics, Speech and Signal Processing
(ICASSP), pages 4012–4016, 2020.

[5] Diederik P Kingma and Max Welling. Auto-encoding variational bayes. arXiv preprint
arXiv:1312.6114, 2013.

[6] Alex Krizhevsky. Learning multiple layers of features from tiny images. Technical report, 2009.

[7] Xiao liang Tang and Min Han. Semi-supervised bayesian artmap. Appl Intell, 33:302–317,
2010.

[8] Arthur Markman and Dedre Gentner. Structure mapping in the comparison process. American
Journal of Psychology, 113(4):501–538, 2000.

[9] Yuval Netzer, Tao Wang, Adam Coates, Alessandro Bissacco, Bo Wu, and Andrew Y Ng.
Reading digits in natural images with unsupervised feature learning. 2011.

[10] Florian Schroff, Dmitry Kalenichenko, and James Philbin. Facenet: A unified embedding for
face recognition and clustering. In Proceedings of the IEEE conference on computer vision and
pattern recognition, pages 815–823, 2015.

[11] Linda B Smith. From knowledge to knowing: Real progress in the study of infant categorization.
Infancy, 1(1):91–97, 2000.

[12] Kihyuk Sohn. Improved deep metric learning with multi-class n-pair loss objective. In Advances
in neural information processing systems, pages 1857–1865, 2016.

[13] Xinshao Wang, Yang Hua, Elyor Kodirov, Guosheng Hu, Romain Garnier, and Neil M Robertson.
Ranked list loss for deep metric learning. In Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition, pages 5207–5216, 2019.

[14] James R. Williamson. Gaussian ARTMAP: A neural network for fast incremental learning of
noisy multidimensional maps. Neural Networks, 9(5):881 – 897, 1996.

[15] Han Xiao, Kashif Rasul, and Roland Vollgraf. Fashion-mnist: a novel image dataset for
benchmarking machine learning algorithms. arXiv preprint arXiv:1708.07747, 2017.

[16] Jian Zhang, Chenglong Zhao, Bingbing Ni, Minghao Xu, and Xiaokang Yang. Variational
few-shot learning. In Proceedings of the IEEE International Conference on Computer Vision,
pages 1685–1694, 2019.

5



A Experimental Details

For efficient realization of online learning and the fairness of comparison, we first trained the encoders
of ARLET and the baselines for one epoch with the whole dataset. Then the dataset was grouped
into clusters using GLART without updating the encoders. To train the VAE for the baseline, we
applied an additional contrastive loss with margin in order to make it utilize the given labels. This
loss resembles the inter-cluster loss for ARLET (Equation 3) and is defined as follows:

h(i, j) =

{
‖µ(vae)

i − µ
(vae)
j ‖2 y(i) = y(j)

max(0,Mcont − ‖µ(vae)
i − µ

(vae)
j ‖2) y(i) 6= y(j)

, Lcont =
∑
i

∑
j 6=i

h(i, j) (7)

Here, y(i) is the label of the ith data, and µ(vae) is the mean vector extracted by the VAE encoder.
Mcont is the upper bound for the distance between the means.

We set the learning rate as 0.001 and trained all models with the Adam optimizer.

B Qualitative Results

(a) ARLET

(b) VAE+GLART

Figure 2: Reconstruction of images in the FashionMNIST dataset using ARLET and the baseline
(VAE+GLART). The images appear to be the epitomes of their classes with no individual characteris-
tics, which implies that the samples are well-abstracted by the models.
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(a) VAE+GLART (b) ARLET

Figure 3: t-SNE visualization of latent embedding spaces after training the models on the Fashion-
MNIST dataset given 10% labels. The samples with the same classes (same colors) are embedded
nearby and form clusters. (Best viewed in color.)

7


	Introduction
	Clustering with Gaussian Prior
	Feature Extraction and Data Reconstruction
	Metric Learning with Label Distribution
	Inter-Cluster Metric
	Intra-Cluster Metric

	End-to-End Training for ARLET model
	Experiments and Results
	Results

	Conclusion and Future Work
	Experimental Details
	Qualitative Results

