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A B S T R A C T   

Interest in computational modeling of cognition and behavior continues to grow. To be most 
productive, modelers should be equipped with tools that ensure optimal efficiency in data 
collection and in the integrity of inference about the phenomenon of interest. Traditionally, 
models in cognitive science have been parametric, which are particularly susceptible to model 
misspecification because their strong assumptions (e.g. parameterization, functional form) may 
introduce unjustified biases in data collection and inference. To address this issue, we propose a 
data-driven nonparametric framework for model development, one that also includes optimal 
experimental design as a goal. It combines Gaussian Processes, a stochastic process often used for 
regression and classification, with active learning, from machine learning, to iteratively fit the 
model and use it to optimize the design selection throughout the experiment. The approach, 
dubbed Gaussian process with active learning (GPAL), is an extension of the parametric, adaptive 
design optimization (ADO) framework (Cavagnaro, Myung, Pitt, & Kujala, 2010). We demon-
strate the application and features of GPAL in a delay discounting task and compare its perfor-
mance to ADO in two experiments. The results show that GPAL is a viable modeling framework 
that is noteworthy for its high sensitivity to individual differences, identifying novel patterns in 
the data that were missed by the model-constrained ADO. This investigation represents a first step 
towards the development of a data-driven cognitive modeling framework that serves as a middle 
ground between raw data, which can be difficult to interpret, and parametric models, which rely 
on strong assumptions.   

1. Introduction 

Experimentation is at the core of scientific research, whether one is interested in understanding how people trade off between small 
but immediate rewards and larger but delayed rewards in delay discounting or the neural basis of cognitive control in visual search. 
Advancement in empirical research depends critically on the collection of high-quality, informative data, from which one can draw 
inferences with confidence about the phenomenon under study. A challenge faced by researchers is that experiments can be difficult to 
design because the consequence of design decisions (e.g., stimulus values, task settings, and testing schedule) are not known prior to 
data collection. Efficiency of data collection also matters, especially when experiments are costly to perform in terms of time, money, 
and availability of participants, such as in brain imaging experiments, research with infants, and clinical research. Ideally, one strives 
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to design experiments that yield the most informative data in order to achieve the experimental objective with the fewest observations 
(trials) possible. 

Recent developments in statistical computing offer algorithm-based ways to achieve these goals. Specifically, computational 
methods of optimal experimental design (OED; Atkinson & Donev, 1992; Lindley, 1956) in Bayesian statistics can assist in improving 
scientific inference by efficiently searching the design space to identify the combination of design variables and parameters that are 
likely to be most informative trial after trial, making the experiment efficient. Concretely, in an optimized adaptive experiment, the 
values of design variables (e.g., reward amounts and time delays in a delay discounting experiment) are not predetermined but instead 
are computed iteratively trial by trial to be optimal in an information-theoretic sense by real-time analysis of participant responses 
from earlier trials. With a newly made observation using the optimal design, the adaptive process then repeats in the next trial. This is 
unlike traditional approaches in which experimental designs are fixed for all participants or vary across trials using a heuristic decision 
rule, such as the staircase method in adaptive threshold estimation or psychometric function estimation (e.g., Garcia-Perez, 1998). 

Adaptive design optimization (ADO; Cavagnaro, Myung, Pitt, & Kujala, 2010; Myung, Cavagnaro, & Pitt, 2013) was developed as 
an OED framework for behavioral experiments and derives from Bayesian experimental design (Chaloner & Verdinelli, 1995) and 
active learning1 in machine learning (Cohn, Ghahramani, & Jordan, 1996). ADO is a general-purpose model-based algorithm that 
exploits the predictions of a computational model of task performance to guide design selection in each trial in an adaptive manner. 
The top two panels in Fig. 1 illustrate the difference between a traditional experiment and an ADO-based experiment. A growing body 
of work is showing that ADO can improve significantly the informativeness and efficiency of data collection (e.g., Cavagnaro, Pitt, 
Gonzalez, & Myung, 2013; Cavagnaro, Pitt, & Myung, 2011; Gu et al., 2016). 

One limitation of ADO, however, is the technical requirement that the assumed model is correctly specified, in that the modeling 
scheme represents the true data-generating model (e.g., the hyperbolic model is the most accurate description of the rate at which 
people discount future rewards). This assumption is unlikely to hold true in practice because all models are imperfect approximations 
of the underlying mental process under study. To the extent that the parametric modeling assumption is violated, ADO would be sub- 
optimal and not as efficient as it could be. In short, ADO is not robust with respect to the inaccuracies and uncertainties about the 
underlying system. If a model is wrong, it is considered misspecified, which can make the results from ADO experiments misleading. 

One way to address and resolve the poor robustness of ADO is to drop its parametric modeling requirement and adopt a 
nonparametric (i.e., data-driven) approach. In parametric modeling, observations are assumed to be generated from some unknown (to 
be inferred) parameterized form of the model equation. In nonparametric modeling, on the other hand, the target model is inferred 
directly from the data collected in the experiment, without constraining it to a specific parametric family of functional forms as in 
parametric modeling. A nonparametric model, therefore, is highly flexible, containing virtually all possible functional forms (linear, 
nonlinear, cyclic, etc.) for describing any data pattern, and is, in a sense, a parametric model with a theoretically infinite number of 
parameters in which the number of parameters grows with the amount of data. Nonparametric modeling via optimal experimental 
design is the focus of the present work. 

In this paper, we propose a data-driven approach to optimal experimental design (OED). It uses Gaussian Processes (GP), which is a 
nonparametric Bayesian method that establishes priors over functions. GPs are a popular modeling tool in machine learning for 
regression and classification tasks Rasmussen and Williams (2006). Recently, researchers in psychology have also explored the use of 
GPs to model human behavior (e.g., Cox, Kachergis, & Shiffrin, 2012; Griffiths, Lucas, Williams, & Kalish, 2009; Schulz, Speekenbrink, 
& Krause, 2018; Song, Sukesan, & Barbour, 2018). Among these, the work that is most closely related to the present study is Schulz 
et al. (2018), who discuss a way for combining GP with active learning into a unified OED framework (pp. 9–10).2 Here, we further 
develop this idea and apply it to a behavioral task. We refer to this framework as Gaussian Process with active learning (GPAL). GPAL is 
capable of simultaneously modeling the underlying function that generated the data (i.e., the cognitive model) while optimizing the 
experimental design to model that function efficiently. The GPAL algorithm begins with a rough approximation (i.e., prior) of the 
(initially unknown) data-generating model, and then continually updates and refines its approximation via Bayes rule after each 
observation in the experiment is collected. 

GPAL, while similar to ADO, eliminates the need for a parameterized model, and instead seeks to learn the model entirely from data 
without the potentially misleading assumptions about its functional form. This data-driven model learning step of GPAL, as illustrated in 
the bottom panel of Fig. 1, sets it apart from ADO, and thus GPAL may be viewed as a “model-free” version of ADO. The virtually 
unlimited flexibility of GPAL allows it to capture a much wider range of data patterns compared to ADO, thus showing higher 
sensitivity to individual differences. 

Further, and importantly, the usefulness of GPAL goes beyond its use as a design optimization tool. GPAL also lends itself naturally 
to another unique tool – one for model development that can assist in building “robust models” in cognitive science Lee et al. (2019). 
Given that the process of creating a new model from scratch can be quite a daunting task (Shiffrin & Nobel, 1997), the data-driven 
approach of GPAL makes it attractive in the early, exploratory stages of model development, because one can be confident in the 
fidelity (accuracy, representativeness) of the data collected. As we demonstrate in this study, these two complementary attributes of 
GPAL, an experimental design tool and a model development tool, work hand-in-hand to identify optimal designs on the one hand and 
to extract the underlying regularities in the data on the other hand, both being carried out simultaneously in a unitary and model-free 
manner. 

The remainder of the paper is organized as follows. In Section 2, we provide a brief overview of OED in general and ADO in 

1 Not to be confused with active learning in the context of educational psychology.  
2 We conceived and developed our approach unaware of Schulz et al. (2018). 
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particular as background to contrast with GPAL, and then describe the statistical foundations of GPAL. In Section 3, we report results 
from an example application of GPAL to two delay discounting experiments, including a discussion of two novel behavioral patterns 
observed that are unaccounted for by most parametric models. In Section 4, we present our vision for GPAL as a general-purpose 
flexible tool for data-driven model development in cognitive modeling. To this end, we demonstrate the potential and usefulness of 
the tool in the domain of delay discounting. In particular, we propose plausible extensions to the traditional hyperbolic model to 
accommodate for the novel behavior. We close the paper with a discussion of a few outstanding technical issues. 

2. Methods of optimal experimental design 

2.1. Adaptive Design Optimization (ADO) 

ADO is a model-based, thus parametric, framework for Bayesian optimal adaptive experimentation (Chaloner & Verdinelli, 1995) 
that can be used for parameter estimation of a single model as well as model discrimination among a set of multiple models. As 
illustrated in the middle panel of Fig. 1, ADO consists of three iterative steps that repeat themselves on each trial of an experiment: (1) 
Design optimization (finding the optimal design given the prior that summarizes the current state of knowledge about model pa-
rameters or models); (2) Experiment (conducting the experiment with the optimal design and subsequently obtaining an observation); 
and (3) Inference (combining the observed response with the prior to form a posterior, via Bayes rule, which becomes a new prior for 
the next iteration). 

Specifically, the design optimization step of ADO involves identifying the optimal design d* that maximizes some real-valued 
function that quantifies the utility, or usefulness, of design d. This function, denoted U(d) and dubbed the “global” utility function, 
is defined for the problem of parameter estimation of a model as follows3: 

U
(

d
)

=

∫∫

u
(

d, θ, y
)

p
(

y|θ, d
)

p
(

θ
)

dydθ. (1)  

In this equation, p(y|θ, d) is the likelihood function of the model, p(θ) is the prior distribution of model parameters, and u(d, θ, y) is the 
“local” utility function, which represents the utility of a hypothetical experiment with design d in which the model outputs an outcome 
y from its parameter values θ. It is worth noting that the global utility U(d) is nothing but the mean local utility value that is obtained by 
averaging u(d, θ, y) over the outcome variable y and the model parameter θ, weighted by p(y|θ, d) and p(θ), respectively. 

A second pillar of ADO, besides the Bayesian framework, is its information-theoretical foundation. Given a particular form the local 

utility function, i.e., u
(
d, θ, y

)
= log p(θ|y,d)

p(θ) , the global utility function U(d) in Eq. (1) reduces to the following form that leads to an 

information-theoretic interpretation: 

U(d) = H(Θ) − H(Θ|Y(d)). (2) 

Fig. 1. Schematic illustration of three approaches to experimentation. In a traditional paradigm, the experimental design tends to be fixed and not 
updated based on participant responses. In the ADO paradigm, design selection is revised based on participant responses. Design informativeness is 
updated on each trial via Bayes rule, considering the specified parametric model and a utility function. GPAL takes ADO one step further by being 
model-free at experiment outset, learning the model through optimized design choices. 

3 A similar form of the global utility function can be defined for ADO-based model discrimination with a set of models. See Cavagnaro et al. (2010) 
and Myung et al. (2013). 
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The right-hand side of the above expression is known as the mutual information between the outcome random variable Y(d) and the 
parameter random variable Θ in information theory Cover and Thomas (1991). The mutual information is defined as the difference 
between two entropies: the marginal entropy, H(Θ), representing overall uncertainty about the model parameter and the conditional 
entropy, H(Θ|Y(d)), representing reduced uncertainty about the parameter given the knowledge of the outcome event Y(d). Accord-
ingly, from the information-theoretic standpoint, the optimal design d* that maximizes U(d) is the one that is expected to maximally 
reduce the uncertainty about the model parameter when the observation of an outcome is made, or, put another way, the “most 
informative” design. For a detailed, more technical explanation of the ADO framework we direct readers to Myung et al. (2013). 

The optimal design d* with the highest value of U(d) in Eq. (1) must be sought on each trial of an ADO-based experiment. Solving 
the equation, however, can be non-trivial as it includes a high-dimensional integral that needs to be approximated numerically. To 
improve the accessibility of ADO to cognitive scientists at large, our lab has recently released an open-source Python package ADOpy 
that implements ADO using high-level, semantic-based commands. The package is available on Github (https://github.com/adopy) 
and an accompanying manuscript Yang, Pitt, Ahn, and Myung (2020) provides an overview of ADOpy that also demonstrates its use 
with application examples in psychophysical, delay discounting, and risky choice tasks. 

2.2. Gaussian Process with Active Learning (GPAL) 

GPAL is a nonparametric extension of ADO. In this section, we provide the background and technical details of the GPAL 
framework. 

2.2.1. Gaussian process regression 
Gaussian processes (GPs) were originally developed in the field of geostatistics for regression problems; the technique was referred 

to as Kriging (Matheron, 1960). While powerful, GPs were limited by the inference tools available at the time, making it hard to fit 
them with data. More recently, GPs gained a surge of interest after the introduction of approximate inference techniques such as MCMC 
(Neal, 1997) and are now ubiquitous in the machine learning literature. 

GPs can be thought of as infinite-dimensional Gaussian distributions where the covariance of this distribution is determined by a 
kernel function which itself is a function of the distance between two points. Thus, points that are closer together in the design space 
will tend to have a stronger correlation to those that are far apart. Formally, a GP is a stochastic (random) process where any subset of 
random variables has a multivariate Gaussian marginal distribution. For a set of observed value pairs (D, f) and a set of unobserved 
pairs (X, f̃), the joint posterior distribution under GP is obtained as 

[
f
f̃

]

∼ 𝒩

([
μD
μX

]

,

[
KD,D KD,X
KX,D KX,X

])

(3)  

In the above equation, K is a submatrix whose elements are given by a kernel function that defines the covariance between points. 
Theoretically, any non-negative function can be used as a kernel function and this choice will determine the properties of the resulting 
GP function. Thus, while we characterize this approach as “model-free”, the kernel function does encode mild assumptions about the 
possible forms of the target function. This makes selecting an appropriate kernel a particularly important decision when building a GP 
model. The kernel function used in the present study is the squared exponential kernel, also commonly referred to as the radial basis 
function kernel: 

Ki,j = σ2exp

(

−

⃦
⃦
⃦xi − x′

j‖
2

2l2

)

(4)  

where l(> 0) is the length scale parameter that controls the smoothness and σ2 is the average variance of the function to the mean. This 
kernel function is a popular choice for relatively smooth functions and applications that require a differentiable kernel. In contrast, 
kernel functions such as the Matern kernel (Rasmussen & Williams, 2006, p. 84) offer additional flexibility but require significantly 
more trials to estimate the function. 

The posterior in Eq. (3) can then be used to model ̃f using the conditional of the multivariate normal distribution. From here we can 
compute the expected posterior GP mean function which we refer to as the GP model throughout this paper. This process is known as 
Gaussian process regression, and is illustrated in Fig. 2. During inference, we use the maximum a posterior estimates to optimize the 
parameters θ = (l, σ2). For priors,4 we use a t-distribution with ν = 4 degrees of freedom for the parameter l, and a log-normal dis-
tribution with μ = 0 and σ2 = 10 for the parameter σ2. 

2.2.2. Gaussian process classification 
In many tasks in cognitive science, such as delay discounting, it is difficult to observe f directly in human experiments. Instead, it is 

common practice to give participant choices that produce multinomial observations. In the case of delay discounting, participants are 

4 Priors were selected based on simulations. The log-normal distribution was selected to promote smaller values of σ2 which result in softer 
decision boundaries. Changing the parameter values of either distribution did not show meaningful impact on the results. 
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given two choices on each trial (immediate and delayed rewards), thus resulting in binomial observations. To account for this type of 
data, we treat the data as a GP binary classification task. This is commonly done by applying a sigmoid transformation function to 
restrict the predicted values to a unit interval. In our case, we use the logit transformation: 

λ
(

f
(

x
))

=
1

1 + e− f (x) (5)  

where f is a latent function modeled by a GP and λ is the logit transformation that models the observed outcomes. As a consequence of 
this transformation, the likelihood of the GP is no longer Gaussian and requires the use of approximate methods to be estimated. For 
our experiments, we used expectation propagation (EP) (Minka, 2001). 

We direct the readers to Rasmussen and Williams (2006) for a comprehensive treatment of GP and related topics, Vanhatalo et al. 
(2012) for a review of an open-source toolbox GPstuff, and finally, Schulz et al. (2018) for an excellent tutorial of this literature written 
for computational cognitive scientists. 

2.2.3. Active learning 
So far, we have introduced GPs as a flexible nonparametric modeling tool. To turn GPs into GPAL and make it an adaptive 

experimentation tool, we need to define criteria for “optimally” selecting design points in order to infer the unknown function as 
accurately and efficiently as possible. This step is known as active learning in machine learning and cognitive modeling (MacKay, 1992; 
Schulz et al., 2018; Settles, 2012; Steyvers, Tenenbaum, Wagenmakers, & Blum, 2003). 

Similar to ADO, it is possible to incorporate active learning in a GP-based framework by deriving a measure of information from the 
GP and then finding the design point that maximizes this objective function. For our experiments, we use an approximation of entropy 
as an information-theoretic objective function. Specifically, we use the derivation proposed in Houlsby, Huszár, Ghahramani, and 
Lengyel (2011): 

h

⎛

⎜
⎝Φ

⎛

⎜
⎝

μx,D
̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
σ2

x,D + 1
√

⎞

⎟
⎠

⎞

⎟
⎠ −

Cexp

(

−
μ2

x,D

2(σ2
x,D+C2)

)

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
σ2

x,D + C2
√ (6)  

where h is the binary cross-entropy function, Φ is the Gaussian cumulative density function, (μ2
x,D, σ2

x,D) is the parameter vector of the 

posterior GP at x with observations D, and C =

̅̅̅̅̅̅̅̅̅
πln(2)

2

√

. Intuitively, the first term of the equation looks for design points with high 
uncertainty about the output while the second term looks for points for which individual settings of the parameters are confident 
(Houlsby et al., 2011). Other alternative objective functions include variance sampling (Seo, Wallat, Graepel, & Obermayer, 2000), 
multiple annotators (Rodrigues, Pereira, & Ribeiro, 2014), and safe exploration (Sui, Gotovos, Burdick, & Krause, 2015). The per-
formance of each method varies for different applications and we suggest researchers perform simulations or pilot experiments before 
committing to a choice. 

Our implementation differs from Houlsby et al. (2011) in one aspect. They propose a gradient method for finding the point of 
maximum entropy. However, in many tasks in cognitive science, including the delay discounting (DD) task, design points are sampled 
from a discrete space. This space needs to be sparse enough to allow participants to make meaningful and differentiable choices. Thus, 
the search space for optimizing experiments is significantly smaller, making it computationally inexpensive to evaluate large portions 
of the design space simultaneously. For this reason, grid search becomes a better choice to maximize the entropy function given our 
goal. Algorithm 1 shows a high-level description of the GPAL algorithm used in the experiments that follow. 

Fig. 2. An illustration of Gaussian process regression with active learning. Each plot shows a GP in the form of a mean function (green line) and its 
standard deviation (blue area). Ten random functions are shown in green lines to exemplify how functions can be sampled from a GP. Along with it, 
we show the active learning process by sampling points from a ground truth function (red line), from which observations (black and red dots) are 
made. At each step, the point of highest variability, i.e., uncertainty (dashed line), is chosen for the next experimental trial to update the GP. (For 
interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.) 
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Algorithm 1. GPAL for delay discounting experiments.   

2.2.4. Constrained Gaussian processes 
Models of natural phenomena are often constrained by prior knowledge as well as experimental design. For example, when 

studying natural organisms, the range of the model can be constrained by the physical limitations of the organism. Similarly, a model 
can be constrained by the experimental design. For example, researchers might include design points such that some of the outcomes 
are trivial and well-anticipated so as to be sure that participants are performing sensibly. Traditionally, these factors are incorporated 
in the model design and the range of the parameters and design space. This is difficult to do in GPAL because it is built to be a fully 
general (constraint-free) modeling tool. It is, however, possible to impose some “reasonable” constraints on the bounds, derivatives, 
and convexity of a GP (Da Veiga & Marrel, 2012). For our delay discounting experiment, we focus on two properties that are often 
observed in behavioral tasks, and thus reasonable to impose in the GP: (a) monotonicity; and (b) local constraints. 

Tasks based on subjective preference such as DD often assume that humans follow the axioms of rationality. This leads to re-
searchers building monotonic models that predict a preference for a choice with a higher reward value (or a shorter delay) over another 
choice with a lower reward value (or a longer delay) if all other things are equal. One way to force monotonicity in GP models is by 
systematically adding “virtual” observations in areas where the monotonicity constraint is violated (Riihimäki & Vehtari, 2010). 
Specifically, this is done by building a joint model of the GP and its derivative. The information obtained from the derivative model is 
then used to inject virtual observations into the model when the derivative of the GP violates the monotonicity constraint. 

Regarding local constraints, experiments are often designed in a way such that the outcomes are obvious for some design points. For 
instance, the probability of preferring a choice of $790 now to another choice of $800 in 10 years should be 1. Ideally, we would like 
GPAL to avoid sampling such trivial design points. Again, inspired by Riihimäki and Vehtari (2010), GPAL implements local con-
straints by extending the idea of virtual observations to local constraints by placing noiseless virtual observations in regions where the 
outcome is obvious and systematically removing them as more observations are gathered. We refer to these virtual observations as 
”virtual anchors”. Virtual anchors act as a prior to the function being estimated by reducing its variance so as to avoid sampling in this 
region. They also have the benefit of removing the need for initial random sampling to start the active learning process. 

Further expanding on the idea, we can cover large areas of the design space with virtual anchors and systematically remove them 
using a moving margin that recedes when a design point is sampled nearby. This procedure reduces the influence of virtual anchors on 
the decision boundary of the classifier, giving the GP freedom in areas of interest while providing a prior in areas where the result is 
trivial or uninformative. If there are no trivial designs available, the researcher can expand the design space to incorporate virtual 
anchors at very extreme values. In the case of our delay discounting task, this can be done by establishing linear boundaries on the two- 
dimensional design space defined by (d1, d2) that follow the relation: 

τ =
|d2 − md1 − b|

̅̅̅̅̅̅̅̅̅̅̅̅̅̅
m2 + 1

√ (7)  

where τ is a threshold that determines the minimum distance between true observations and virtual anchors, and m and b are the slope 
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and intercept of the boundary line, respectively. Solving Eq. (7) for b yields two solutions corresponding to the upper and lower 
boundary: 

bl = τ
̅̅̅̅̅̅̅̅̅̅̅̅̅̅
m2 + 1

√
+ d2 − md1

bu = d2 − md1 − τ
̅̅̅̅̅̅̅̅̅̅̅̅̅̅
m2 + 1

√ (8)  

These values can then be calculated in each trial to produce linear bounds for virtual anchors in the form of two parallel lines defined 
by d2 = md1 +bl and d2 = md1 + bu, where m can be obtained by fitting the observed data to a line using linear regression. 

We note that alternative schemes may also be used following the same basic idea, and the choice of bound and threshold can be 
task-dependent. While there are other methods to impose a prior for constraining the GP, we have found that virtual anchors are 
computationally fast, which is important to ensure an efficient experiment. 

3. Data-driven modeling of delay discounting via GPAL 

With its mathematical foundations laid out, the next challenge for GPAL is to assess its feasibility and versatility in an experimental 
setting. In doing so, we will demonstrate an application of GPAL in the domain of delay discounting as a data-driven, thus 
nonparametric tool for design optimization and model development, which does not rely on explicit parametric assumptions regarding 
the underlying cognitive processes. 

Delay discounting (DD), a common task in decision making research, is a preferential choice task that is often employed to measure 
an individual’s ability to delay gratification (Green & Myerson, 2004) by quantifying the preference of a sooner-smaller reward against 
a later-larger reward (e.g., “Do you prefer $10 today or $40 dollars in two weeks?”). Task performance has been linked to various 
clinical disorders such as impulsivity, gambling, addiction, and ADHD (Koffarnus, Jarmolowicz, Mueller, & Bickel, 2013; Reynolds, 
2007; Sharp et al., 2012). 

In previous work, Cavagnaro, Aranovich, McClure, Pitt, and Myung (2016) used ADO to compare different parametric models of 
DD and concluded that none of the six models tested was able to capture the full range of behavioral patterns participants displayed in 
the task. These properties make DD a good test-bed in which to evaluate GPAL. We applied GPAL to two delay discounting experiments 
and compared its performance against that of ADO with the hyperbolic model, a popular form of the discounting function (e.g., 
Cavagnaro et al., 2016; Green & Myerson, 2004; Luckman, Donkin, & Newell, 2018). 

3.1. Modeling choices in delay discounting 

In this section, we briefly review a method for modeling choice responses in delay discounting using a parametric hyperbolic 
model. This method is later utilized by ADO in our experiments. 

Normative models of DD typically define the relation between the value of a reward A at time t as: 

V(A, t) = ADt (9)  

where V(A, t) represents the discounted value of A, and Dt the delay discounting factor. Under this framework, DD behavior is modeled 
by fitting choice data to a discounting curve that models Dt as a function of t. A popular model of choices is the 1-parameter hyperbolic 
model: 

Dt =
1

1 + kt
(10)  

where k(> 0) is the parameter related to impulsivity in that high values of k are associated with high levels of impulsivity. Participant 
choices are fitted to this model by defining a sigmoid choice function for the probability of choosing the later-larger (LL) option over 
the sooner-smaller (SS) option: 

P
(

LL|k, ∊
)

=
1

1 + e∊(VSS − VLL)
(11)  

where VSS and VLL are the discounted values of the SS and LL choice options, respectively, and ∊ (> 0) is a free parameter reflecting 
consistency of choice behavior. To aid participants in making more meaningful choices and ease visualization, we fix ALL to $800 and 
tSS to 0 weeks (i.e., an immediate reward). Thus, the design space becomes a two-dimensional space of (tLL,ASS). 

3.2. Simulations of GPAL 

We first tested the feasibility of GPAL in a simulation study in which GPAL was to recover the hyperbolic function described in 
Section 3.1 with 10% noise in the observations. Virtual anchor points were incorporated by adding noiseless design points with a value 
of one or zero at the extreme values of the design space. Fig. 3 (left panel) shows an example of the performance with a top-down view 
of the GPAL estimated DD models at three different trials. Each plot in the left panel represents the probability of choosing the later- 
larger (LL) option over the sooner-smaller (SS) option as a function of the later-larger time tLL and the sooner-smaller value ASS. Both 
dimensions are plotted in the log domain to highlight the difference between functions in our experiments. The decision boundary 
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refers to the regions of interest where probabilities are close to 0.5. 
The results suggest that GPAL can achieve reasonable convergence within the first 20 trials. After 30 trials there is a decrease in 

performance or a rise in mean squared error (MSE),5 likely due to Gaussian noise as noisy observations can destabilize the estimate 
once it reaches a certain point. The design points (red and blue circles) sampled by GPAL at the end of 50 trials, as shown in the middle 
panel of Fig. 3, were reasonable choices that lie close to the decision boundary. The virtual anchors (red and blue x-shaped symbols) 
provided a reasonable starting point and are far enough away from the decision boundary to not unduly influence the GP. That is, by 
trial 10, the final curvature had not been captured yet and the model was still heavily influenced by the anchors. By trial 30, we see a 
generally close match in shape to the ground truth, with a slight difference in very steep regions as expected due to Gaussian noise. 

3.3. Experiment 1 

Having demonstrated the plausibility of using GPAL for model development in the simulations, next, we compared GPAL with ADO 
in actual experiments with human participants, assessing their relative efficiency, reliability, robustness, and sensitivity. 

Participants performed a DD task in two conditions: GPAL and ADO. Cavagnaro et al. (2016) made use of the hyperbolic model, 
among five other models, in an adaptive design optimization (ADO) framework. This approach was successful in picking informative 
designs for model discrimination. However, they concluded from these experiments that no single model among the ones tested was 
able to fully characterize the range of behaviors found in the participants. Given its data-driven feature, GPAL is expected to better 
describe the range of behavior in the task than ADO. The very same feature, however, would make ADO more efficient than GPAL, 
which must learn the decision boundary entirely from data. 

3.3.1. Methods 
Thirty-three participants were recruited from a pool of undergraduate students at Ohio State University. They performed a DD task 

over two sessions, ADO and GPAL. The ADO session fit the participant choices to the hyperbolic model described in Section 3.1 using 
the ADO framework described in Section 2. The GPAL session fit the data using the GPAL framework described in Section 2.2 with a 
squared exponential kernel and virtual anchors. The GPAL session was further divided into two identical and independent sub-sessions 
to assess its test-retest reliability. 

The sessions were presented in random order and participants were unaware of the identity of the session they were in. Each trial 
consisted of a preference choice presented in the format of ”$X now or $800 in Y time in the future”. The value of X (i.e., ASS) ranged 
from $10 to $790 in multiples of 10 whereas the value of Y (i.e., tLL) took on 48 values ranging from 1 day to 10 years spaced on a 
logarithmic scale. Each session started with 5 practice trials to familiarize participants with the task. This was followed by 20 trials for 
ADO and 50 trials for each of the two GPAL sub-sessions, for a total of 120 experimental trials. The number of trials for the ADO session 
was chosen based on previous experiments that showed ADO converged within 20 trials. Thus, we did not expect any improvement 
from matching the number of trials and kept these to a minimum to minimize participant fatigue. The two GPAL sessions were pre-
sented as a single testing block with no break between them. All the GPAL software was developed and implemented in MATLAB with 
the aid of GPStuff, a library for Gaussian Process (Vanhatalo et al., 2012, 2013). 

3.3.2. Results 
GPAL and ADO were evaluated on their efficiency, reliability and robustness. Efficiency was assessed by comparing the conver-

gence speed between the two frameworks, ADO and GPAL. Efficient models should converge quickly to a final solution. We measured 
convergence by the speed at which they approached their final solution. Fig. 4 (left panel) shows the MSE at each trial between the 
current estimated model and the last model of the experiment. Both models achieved reasonable convergence quickly, with ADO 
flattening out at around 20 trials and GPAL at 30. GPAL starts with the advantage of having access to the virtual anchors, which act as 
priors. This caused the initial estimate to be much closer to its final solution compared to ADO which is reflected in the initial MSE 
values. However, ADO showed faster convergence, which can be seen in the rate and consistency at which the MSE decreases. This is an 
expected result since ADO assumes a hyperbolic model, which allowed it to make stronger inferences. Despite this advantage, GPAL 
was reasonably efficient without the need for heavy, parametric modeling assumptions. In addition to this metric, we also tested 
convergence by using instead the difference in MSE between adjacent trials across the experiment. The results from this approach 
mirrored our current analysis, with both approaches reaching near-zero values by the end of the experiment. 

Efficient models should pick design points that lie close to the decision boundary of each participant, as these represent the most 
informative observations. To illustrate this property, Fig. 5 shows the final GP models estimated at the end of the experiment for three 
participants selected to highlight the performance of GPAL. The plots in columns 3 and 4 show that GPAL consistently chose infor-
mative design points for both individuals, as we expect these to lie close to the decision boundary. 

Next, the reliability of GPAL was assessed by comparing functions across the two testing sessions. GPAL, if reliable, should produce 
consistent results across sessions, and this is what we found. Fig. 4 (middle panel) shows the MSE between sessions for all 33 par-
ticipants. Overall GPAL performance was good, with a median MSE of 0.031 in contrast to a non-GP random choice baseline which 
yielded 0.207. The random baseline is defined as a model that makes a random prediction for all design points. A direct comparison to 
ADO will be provided in the second experiment. Fig. 5 (first two columns) shows the reliability of GPAL for three selected participants. 

5 The MSE values for all plots were obtained as follows: (1) discretize the design space uniformly into a 500 × 500 grid; and (2) calculate the MSE 
between two GP mean functions on this discretized set. 
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The data of 33 participants contain a few outliers with unusually large MSEs. The right panel in Fig. 4 shows the results for both 
GPAL sub-sessions for one participant with the highest MSE. The inconsistency was largely produced by a shift in the decision 
boundary in the lower region of the decision boundary of the design space. We observed a similar pattern to a lesser degree with the 
rest of the participants that showed high MSEs, suggesting that participants tend to be less consistent for designs in this region. 

Robustness was assessed by examining a model’s ability to predict unseen data. Operationally, robustness was measured by turning 
an estimated model, whether ADO or GPAL, into a classifier by setting a decision threshold for the predicted probability to generate 
predicted outcomes. We then tested classification performance by performing cross-validation between the observations of each 
session. In other words, the GPAL-estimated model was used to predict the designs picked by ADO and the ADO-estimated model was 
used to predict the designs picked by GPAL. Note that both datasets were comprised of data points that are considered to be hard by 
their respective frameworks, making them significantly harder to predict than a random sample. We found that ADO performed 
literally at the chance level of 49.45% accuracy whereas GPAL achieved a 61.21% accuracy. We take this result as evidence that GPAL 
is able to produce a better classifier or learn better from noisier data than ADO. This result can also be taken as evidence of higher 
sensitivity to individual differences, since we expect a sensitive model to produce a better and more robust classifier. 

GPAL, given its data-driven approach, should be more sensitive to individual differences than a model-based approach such as 
ADO. This increased sensitivity can be seen in columns 1, 2, and 5 of Fig. 5. According to ADO, participants 21 and 24 are predicted to 
be similar, while GPAL shows they are quite different. On the other hand, GPAL and ADO yield similar results for participant 16. 
Results like these suggest that GPAL will make the same predictions as ADO when appropriate, but will also diverge from ADO when 
necessary. Importantly, they show that a model-based approach can miss individual differences when the model’s assumptions are too 
simplistic or restrictive. 

Fig. 3. Example of a GPAL simulation using a hyperbolic model as the ground truth. The left panel shows the ground truth and GPAL estimated 
models at three different trials in a top-down view where the z-axis represents the probability of choosing the later-larger (LL) option over the 
sooner-smaller (SS) option as a function of the two-dimensional, logarithmically scaled design space of (tLL,ASS). The x-shaped and circle-shaped 
samples in the middle panel represent virtual anchor points and design points selected by GPAL, respectively. The blue and red circles represent 
choosing the immediate and delayed reward, respectively. The convergence plot in the right panel represents the mean squared error (MSE) between 
the model at each trial and the ground truth. (For interpretation of the references to color in this figure legend, the reader is referred to the web 
version of this article.) 

Fig. 4. Results of Experiment 1. The left panel shows the MSE between the model at each trial and the last trial. The highlighted bands show the 
area two standard deviations away from the mean. The middle panel shows the MSE between the first and second GPAL sessions or a random choice 
(non-GP) model. The right panel shows the results for the two GPAL sessions for one participant with the highest MSE. 
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3.3.3. Novel discounting behavior 
An interesting outcome observed in the GP models from the experiment is the presence of novel patterns of discounting behavior 

that are not explainable by the hyperbolic model in Eq. (10). The examples discussed in Fig. 5 show that the GPAL results for par-
ticipants 21 and 24 differ greatly from ADO’s. In fact, many of the participant’s GP models did not seem to follow the structure ex-
pected from the parametric model. Among these, we identified two patterns that appeared consistently across participants. The first 
pattern can be described as a convex decision boundary and is illustrated by participant 24 in Fig. 5. Through a visual inspection, we 
determined that around half of the participants (17 out of 33) showed this pattern to some degree or another. 

The second pattern, exemplified in participant 21 in Fig. 5, can be described as a non-monotonic function that “curves-in” for low 
reward values. This pattern is particularly interesting as it represents a violation of the standard assumption of virtually all normative 
parametric models of discounting including the hyperbolic model. That is, most models assume monotonicity in both dimensions of 
reward and time such that while holding all else equal, the lower (longer) the reward (time), the more heavily discounted the delayed 
reward. The pattern in the right half of Fig. 6 shows an illustration of how this pattern violates the monotonicity assumption. According 
to this assumption, the probability of picking the later-larger (LL) reward over the sooner-smaller (SS) reward decreases with respect to 
the reward dimension (i.e., y-axis) of the SS choice. However, we see from this plot that GPAL predicts an increase in probability (i.e., 
0.6202 vs. 0.9169) when the SS reward amount is increased from $10 to $31, unlike the other two pairwise comparisons in the same 
plot. Incidentally, the convex pattern in Fig. 5 does not violate the monotonicity assumption. 

It might be tempting to think that non-monotonic discounting functions in GPAL are a product of sampling noise or model biases. If 
this is the case, GPAL can be adapted to produce monotonic functions using the approach in Riihimäki and Vehtari (2010). However, 
we believe that these non-monotonic patterns were not caused by artifacts, but reflect systematic inconsistencies in valuation. As 
evidence, we focus on the three examples on the left half of Fig. 6. Here, the GPAL estimated models are clearly non-monotonic with 
respect to the dimension of reward value. Furthermore, essentially the same pattern was seen in about one-third of the participants (9 
out of 33), when judged by visual inspection. Since these non-monotonic patterns were repeatable and present across several par-
ticipants, we find it is unlikely that they were a product of random noise. Instead, we hypothesize that this non-monotonic (thus ir-
rational) choice behavior is caused by interactive effects between the perceived value of a reward and the amount of time one must 
wait for it. 

We performed two simulations to demonstrate that the hyperbolic model with ADO is unable to reproduce either of the two novel 
discounting behaviors, whereas GPAL can capture both without difficulty. Specifically, we selected two observed GP models from our 
experiment to represent each pattern and use them as ground truth models. Then, we simulated an experiment with 50 trials using both 
the ADO and GPAL frameworks. The results of these simulations are shown in Fig. 7. They demonstrate the rigidity of the hyperbolic 
model as it is unable to fit convex or convex and non-monotonic patterns. In contrast, GPAL fitted both well. We return to these patterns 
in the General Discussion when discussing the use of GPAL for model development. 

3.4. Experiment 2 

Experiment 1 was an initial test of the capabilities of GPAL, showing it to be reliable across testing sessions and efficiently sampling 

Fig. 5. Final models from each condition for three selected participants in Experiment 1. The first two plots of each participant show the result of 
the two GPAL sub-sessions. The third and fourth plots show the samples (i.e., design points) selected and virtual anchors in these sessions. The last 
plot shows the result of the ADO session. Participants 21 and 24 showed similar patterns of results when estimated by ADO but markedly different 
ones under GPAL. Participant 16 showed generally the same patterns in both GPAL and ADO. 
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designs to converge on a final function in 30 trials. The experiments also showed the presence of two novel discounting behaviors. The 
first pattern involved a convex decision boundary in the logarithmic scale and the second involved a non-monotonic pattern when the 
value of the reward is low. Both of these patterns are unaccounted for by normative parametric models. Experiment 2 focuses on the 
non-monotonic pattern, as it challenges a basic assumption of most models of discounting. 

To further verify the validity of the non-monotonic “curves-in” pattern, we designed and conducted another, followed-up exper-
iment in which we introduced a means of detecting and correcting this deviation if they were a product of noise. We incorporated a 
verification module in the GPAL framework at the end of each GPAL session; it estimated the GP gradient to detect non-monotonic 
behavior and presented participants additional non-monotonic trials to allow them to correct their previous (irrational) choices. 
We expected non-monotonic behavior to be corrected if it’s a product of noise or remain present if it reflects a true inconsistency in 
decision making. 

3.4.1. Methods 
Thirty participants were recruited from the same population as Experiment 1. The setup was the same as the first experiment except 

for the addition of an extra ADO session to enable comparison of reliability between GPAL and ADO. The length of GPAL sessions was 
also reduced to 40 trials given the consistency seen in the previous experiment. In total each participant completed 120 trials. The 
GPAL session was modified to detect non-monotonic behavior using the derivative estimation method in Riihimäki and Vehtari (2010). 
We used this information to modify the last 5 trials for participants with non-monotonic functions that used derivative information as 
the objective function. Specifically, we estimated the derivative of the grid f ′

(d) and computed a new objective function u′

(d) = H(d)

Fig. 6. Three examples of non-monotonic patterns found in Experiment 1. The right plot demonstrates how these results violate the monotonicity 
assumption. The probability of picking the later-larger reward is shown for four different values along the y-axis. The first three points from the top 
follow a monotonically increasing pattern which is broken by the last point as indicated by the red value. (For interpretation of the references to 
color in this figure legend, the reader is referred to the web version of this article.) 

Fig. 7. GPAL and ADO simulations using an observed GP model as ground truth that exhibits either a convex (top row) or non-monotonic (bottom 
row) function shape. Shown in each panel are the ground truth model and the estimated GPAL and ADO models after 50 trials. ADO is based on the 
hyperbolic model defined in Eqs. (9)–(11). 
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*f ′

(d) where H(d) is the result of Eq. (6). In essence, positive values of the gradient indicate non-monotonic behavior so u′

(d) will only 
pick designs within this region. 

3.4.2. Results 
This group of participants performed less consistently in general than in the first experiment, which is reflected throughout the 

results. Fig. 8 (left panel) shows the efficiency results, with the outcome mirroring the first experiment for the most part. GPAL 
converged at a slower rate than ADO due to the lack of predefined structure. 

Fig. 8 (middle panel) shows the MSE between sessions for all 30 participants in both conditions. GPAL had a median MSE of 0.033 
while ADO had a median MSE of 0.006. Again, the difference in performance is expected due to the added flexibility of GPAL. As seen 
in Fig. 8 (middle panel), the ADO condition had four participants that were inconsistent across sessions which are shown as outliers. 
Interestingly, these participants were much more consistent in the GPAL condition. Fig. 8 (right panel) shows an example in which the 
results for the GPAL condition are significantly more consistent than their ADO counterparts. This was the case for all the outlier 
participants in the ADO condition. This discrepancy tends to occur when GPAL predicts a function shape that is hard for the hyperbolic 
model to fit in ADO. 

Fewer participants exhibited non-monotonic behavior in Experiment 2, with only 3 out of the 30 failing the monotonicity test. Upon 
closer examination, we observed the same patterns seen during Experiment 1 (Fig. 6) with no new patterns arising. Recall that par-
ticipants in this group had a chance to amend their choices during the last 5 trials. None was able to consistently correct their behavior 
after this procedure. We interpret this outcome as evidence that non-monotonic behavior is a systemic bias that is present in a subset of 
participants. 

To summarize, the results of Experiment 2 largely replicated what was found in Experiment 1. Together, they demonstrate the 
viability of GPAL as a model-free method of optimal experimental design and model discovery. GPAL efficiently estimated an un-
derlying function without the constraints of a pre-specified model. Although efficiency suffered when compared to its parametric 
counterpart, ADO, the cost was small (10–15 additional trials in DD) given the extreme flexibility of the GP. GPAL also showed a high 
degree of sensitivity to individual differences, identifying consistent evidence of non-monotonic patterns that are not captured by 
models of DD. GPAL uncovered concave, convex, and approximately linear discounting functions. This flexibility could provide re-
searchers with the means of modeling participant behavior with high accuracy. 

4. General discussion 

How does one build a model of human cognition that provides a high-fidelity description of performance without unwarranted 
biases in inference? In this paper we have introduced Gaussian Process with Active Learning (GPAL) as a data-driven nonparametric 
approach to experimental design and model development, overcoming the limitations of the parametric modeling approach (ADO). As 
demonstrated in our experiments of delay discounting, GPAL can uncover the diversity of patterns in the data and do so efficiently and 
reliability, enabled by the active learning algorithm, providing the modeler with confidence in the verisimilitude of the GP-inferred 
account of the data. The remainder of the paper focuses on taking the next step and using GPAL as a tool for data-driven model 
development, using delay discounting as an application example. 

4.1. Data-driven model development 

Functionally, GPAL is quite similar to ADO. Both are tools that seek to make data collection in experiments efficient. Because of this, 
one can get the impression that GPAL is a replacement for ADO. Quite the contrary, they are complementary tools that serve different 
purposes. GPAL is best suited for exploratory data modeling, and ADO for confirmatory model validation. In other words, GPAL is well 
suited for developing models of tasks that are not well understood in the literature, whereas ADO should be the researcher’s choice for 

Fig. 8. Results of Experiment 2. The left panel shows the MSE between the model at each trial and the last. The middle panel shows the MSE 
between the first and second sessions for both experimental conditions. The right panel shows data from a participant with consistent results be-
tween sessions in the GPAL condition but with inconsistent results in the ADO condition. 
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fitting and comparing parametric models that have been well established in the field. Importantly, where the two differ in a critical 
way is in their goals. ADO assumes the parametric model guiding stimulus selection (or one of the models if the goal is model 
discrimination) is the true data-generating model. ADO-based experiments thus seek to confirm this, such as through estimating the 
particular model parameters for a participant. The nonparametric underpinnings of GPAL, on the other hand, mean that the method 
carries fewer assumptions about the underlying model. That is, instead of assuming a specific functional form, it makes assumptions 
about the marginal distribution of the data generating function and its smoothness allowing it to model virtually any kind of function. 
This property allows GPAL to efficiently probe the design space with the goal of providing an accurate, yet succinct, description of 
participant behavior without committing to a particular form. Put another way, GPAL seeks to identify one model form, among an 
almost infinite set of possible forms, that best characterizes the observed data given limited constraints on the smoothness of the 
function. This feature of GPAL makes it desirable as a tool for assisting in the development of models of cognition, especially in their 
early stages. 

We envision GPAL being used in two ways as a data-driven tool for model development. First, it is straightforward to use GPAL as an 
exploratory tool for providing a complete and accurate description of the raw data. In this capacity, GPAL serves to minimize model 
misspecification. Design selection is carried out in an efficient and unbiased manner, driven by an active learning algorithm that 
optimizes the objective function of the GP. The results of the two experiments in the present study exemplified this approach. We 
showed how GPAL was able to sample informative points efficiently in the design space to identify each participant’s response profile. 
Through the use of GPAL, we were also able to discover stable, idiosyncratic patterns (e.g., non-monotonicity) that would not have 
been detected under a parametric framework and provided possible explanations for these patterns that could be used to enhance 
existing parametric models. As Figs. 5 and 6 make clear, not all design points are equally informative for each participant. Individ-
ualized flexibility of GPAL in design selection is necessary to ensure that all forms of individual differences are captured. Traditional 
fixed designs (see Fig. 1), however, can fail to achieve this as they may not adequately and optimally sample the design space (e.g., 
Hedge, Powell, & Sumner, 2018). In short, GPAL-based experiments can assist in generating data that provide an unprejudiced picture 
of the phenomenon under study. 

An obvious next step in model building is to leverage the bias-free descriptive power of GPAL to create a data-driven yet inter-
pretable index of cognitive performance, akin to the parameters of a parametric model. One of the main benefits of a parametric 
approach is the ability to formulate theories based on a small set of parameter values. In the case of delay discounting, the k parameter 
of the hyperbolic model is of particular interest because it is thought to be related to an individual’s impulsivity. An analysis such as 
this is not possible when using a nonparametric model like GPAL since the number of parameters is not constant. However, one could 
still extract meaningful information from a GPAL-estimated data description. One approach that has been explored in the literature is 
to interpret the hyperparameters of the GP kernel function (e.g. Wu, Schulz, Speekenbrink, Nelson, & Meder, 2018). In our case, 
however, the hyperparameters of the square exponential kernel do not relate well to the k parameter. An alternative measure of 
discounting proposed in Myerson, Green, and Warusawitharana (2001) could be to use the estimate of the area under the curve (AUC) 
of the GPAL mean function across the input space as a model-free alternative to the k parameter. When this was done for the data from 
both of our experiments, the AUC correlated positively (0.3088) with the k parameter. This association suggests that the AUC could be 
used as a measure of impulsivity in a fully nonparametric mode. 

A more natural and impactful use of GPAL is as a nonparametric instrument that assists in the discovery and development of 
parametric models. The idea is to use the GPAL-driven data description to create a parametric model, the assumptions of which are 
grounded in the data characteristics uncovered by GPAL. Recent work by Agrawal, Peterson, and Griffiths (2019) is a good example of 
how such a conversion might be done. Agrawal et al. proposed a data-driven, iterative method for building interpretable parametric 
models for all powerful black-box machine learning models, such as deep neural networks, GPs, and random forests, that are of high 
predictive accuracy but lack interpretability. Their method is discussed in the context of constructing models of moral decision making, 
outlined in the following few steps (Agrawal et al., 2019, p. 1322 & Fig. 1): (1) Fit a machine learning model and several simple 
parametric models to a given data set; (2) Discern the features of the machine learning model that contribute significantly in out-
performing the parametric models; (3) Formalize these features into interpretable assumptions, which are then incorporated to revise 
the parametric models; (4) Identify the best, most improved parametric model among the newly revised parametric models using a 
model comparison metric; (5) Repeat these steps until the best-performing parametric model exhibits a comparable level of predictive 
accuracy to that of the machine learning model. Likewise, one may devise other similar schemes to construct an interpretable, 
parametric model of the cognitive process of interest based on a GPAL-inferred account of data. In what follows, we provide a concrete 
example of such a scheme in the domain of delay discounting based on the data from the present experiments. 

4.2. Data-driven models of delay discounting 

The results of Experiments 1 and 2 show that a significant fraction of the participants exhibited discounting behaviors that cannot 
be fitted by the traditional hyperbolic model. Here, we offer possible explanations that would produce the outcomes of the two novel 
discounting patterns discussed in Section 3.3.3, in particular in relation to a variety of discounting anomalies extensively discussed and 
reviewed in Loewenstein and Prelec (1992). We then introduce a parametric extension of the hyperbolic model that can account for 
each pattern. 

4.2.1. Shifted hyperbolic model 
One explanation for the convex pattern exhibited by some participants (e.g., 24 in Fig. 5) is that they may have a built-in bias 

towards the later-larger (LL) reward over the sooner-small (SS) reward. Such an unusual choice pattern might be termed a “later-larger 
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sooner-smaller asymmetry”, akin to the gain-loss asymmetry discussed in Loewenstein and Prelec (1992, pp. 575–577).6 We imple-
mented this idea in a parametric model by adding a bias parameter β(> 0) that shifts the sigmoid choice function Eq. (11) in the 
following form: 

P
(

LL|k, ∊, β
)

=
1

1 + e∊(VSS − VLL − β) (12)  

Otherwise, the model assumes the same value function and discounting factor in Eqs. (9) and (10), respectively. According to this 
model, dubbed the shifted hyperbolic model, one is more likely to choose the LL reward to the SS reward, even if their discounted values 
are equal to each other, i.e., VSS = VLL, thereby exhibiting a bias towards the LL reward. This type of behavior could manifest in a 
variety of ways. For example, participants might opt to use a simple heuristics such as “pick the largest reward” when faced with 
difficult decisions. Such a strategy would produce a bias along the decision boundary and could therefore be difficult to model through 
a discounting mechanism. This type of strategy resembles that captured by attribute-based models, which compare attributes (i.e., 
reward value and time) independently before aggregating them to formulate a choice (Payne, Bettman, & Johnson, 1993; Roelofsma & 
Read, 2000). Under this framework, a bias towards the LL option could simply mean weighting the reward attribute most. 

To assess the new model’s ability to produce the convex pattern, we generated predictions for the probability of choosing the later- 
larger (LL) option by varying the bias parameter β with the other parameters set to k = e− 1 (= 0.368) and ∊ = 0.1. The results are 
shown in the first two columns of the top row of Fig. 9. Note the convex pattern of the discounting function produced for β = 30, but 
not for β = 0. This means that the LL reward is considered to be worth more than its nominally discounted value, thus exhibiting an 
intrinsic preference bias towards the LL option. 

Now, if the shifted model were to be evaluated in a behavioral experiment, one might wonder whether an ADO-driven version of 
the model could recover the signature convex pattern that motivated it. To answer this question, we integrated the shifted hyperbolic 
model into the ADO framework and tested its ability to recover a ground truth function with β = 30. Shown in the last column of Fig. 9 
is the estimated ADO model after 75 trials. The data indicate that ADO can accurately recover the ground truth. This simple simulation 
validates OED in the context of the model of interest, and is a useful exercise when transitioning from explanatory to confirmatory 
modeling. 

4.2.2. Scaled hyperbolic model 
The curves-in pattern displayed by Participant 21 in Fig. 5 indicates the presence of non-monotonic behavior that violates a central 

tenet of many traditional parametric models of discounting. Essentially, this pattern can be described as an additional discounting as 
the value of the sooner-smaller reward decreases. This effect is similar to magnitude effects that have been reported in the literature (e. 
g., Green, Myerson, & Mcfadden, 1997; Kirby, 1997; Grace, Sargisson, & White, 2012; Yeh, Myerson, Strube, & Green, 2020). These 
studies found robust evidence for a higher discounting rate for smaller rewards, which is considered one of the four anomalies in 
discounting discussed in Loewenstein and Prelec (1992, p. 575). To account for the anomalous magnitude effect, Kirby (1997, p. 67) 
proposed a modified hyperbolic model in which the discounting rate k scales with the reward amount A in the following form of the 
discounting factor: 

Dt =
1

1 + kAm t

(

Kirby, 1997
)

(13)  

where m(< 0) is the discounting sensitivity to the reward. Kirby’s model by itself cannot reproduce the non-monotonic effects observed 
in our data, as verified in our simulations. 

However, if we assume that discounting depends on some relative difference between rewards, the resulting model can produce the 
observed non-monotonicity. One possible explanation of this effect can be found in construal-level theory (CLT; Trope & Liberman, 
2003). CLT theorizes that the value of choices depends on the level of abstractness of each choice. Kim, Schnall, and White (2013) 
applied CTL to a delay discounting task and found that discounting of delayed rewards is lessened when rewards are more concrete. 
Thus, it is possible that smaller differences between reward values are perceived to be more concrete as the values are more easily 
comparable; conversely, larger differences would be perceived as more abstract leading to steeper discounting. Further, Kirby (1997) 
discussed a theoretical scenario in which rather than the reward magnitude, the difference between the rewards may drive the 
anomalous discounting effect (p. 67). In short, these theories could predict the occurrence of non-monotonic discounting behavior. We 
formalized this idea by proposing a discounting factor that scales with the ratio of two reward values, specifically, ASS/ALL, as follows: 

Dt =
1

1 + k
(

ASS
ALL

)m

t
(14)  

where m(< 0) is the sensitivity to reward ratio. Otherwise, this new model, dubbed the scaled hyperbolic model, assumes the same forms 
of the value and sigmoid choice functions defined in Eqs. (9) and (11). 

6 The four anomalies in discounting behavior discussed in Loewenstein and Prelec (1992) are the common difference effect, the absolute 
magnitude effect, the gain-loss asymmetry, and the delay-speed asymmetry. 

J. Chang et al.                                                                                                                                                                                                          



Cognitive Psychology 125 (2021) 101360

15

We generated predictions from the scaled hyperbolic model for the probability of choosing the later-larger (LL) option to assess 
whether the model could produce the curves-in pattern. This was performed by changing the reward sensitivity parameter m while 
holding the other parameters to k = e− 4 (= 0.0183) and ∊ = 0.1. The result, shown in the first two columns of the bottom row of Fig. 9, 
do indeed produce the curves-in (thus non-monotonic) pattern of discounting for m = − 1, while not for m = 0. In addition, to 
ascertain whether ADO would work properly under the scaled hyperbolic model, we implemented ADO for the same curves-in pattern 
set up as the ground truth. The estimated ADO model after 75 trials (last column of Fig. 9) shows that ADO performs well in recovering 
the ground truth. 

4.2.3. Model comparison of extended hyperbolic models 
So far, we demonstrated how GPAL can be used for data-driven model development. In doing so, we developed and introduced two 

data-driven parametric models of delay discounting to account for the novel discounting behaviors observed in our experiments. To 
assess the validity of the new models, we performed a model comparison analysis using the data of our two experiments. We fit each 
model to each GPAL session of both experiments using a Hamiltonian Monte Carlo sampler (Hoffman & Gelman, 2011) to estimate the 
posterior distribution of the parameters.7 We also included a fourth model, referred to as the shifted + scaled hyperbolic model, that 
generalizes the two proposed models by incorporating both Eqs. (12) and (14) into the standard hyperbolic model. We then compared 
these models using the Widely-applicable information criterion (WAIC; Watanabe, 2010), a Bayesian criterion that estimates the out- 
of-sample expectation corrected for the effective number of parameters. 

The average WAIC and the proportion of sessions that were fitted best by each model according to their WAIC score (i.e., lowest 
value) are reported in Table 1. Overall, the standard hyperbolic model and the scaled hyperbolic model were the best fitting models 
across both experiments. For Experiment 1, however, their WAIC scores were slightly higher (worse performance) than the other two 
models, suggesting that the difference among WAIC scores across models was quite small, as the mean WAIC scores suggest. This 
inconsistency is not in the data from Experiment 2, where both metrics suggest the same ranking of the models. As for the two proposed 
models, they were the best models for about two-thirds of the sessions. All things considered, all models were considered the best 
fitting model for a non-negligible proportion of the data. 

To conclude, we have proposed the shifted hyperbolic and scaled hyperbolic models to capture meaningful variation in participant 
performance, which is identified by GPAL. Without GPAL’s hypersensitivity to individual differences, it is rather improbable that the 
anomalous patterns would have been uncovered, and this ability to do so is a unique strength of GPAL, unlike model-based parametric 
approaches such as ADO. The data in Table 1 are notable for showing both how competitive the model variants are with one another 
and how necessary each is in accounting for what can be considered real but idiosyncratic deviations from standard hyperbolic-like 

Fig. 9. Example plots for the two proposed extensions to the hyperbolic model. The first two columns of the top row show the probability of 
choosing the later-larger option predicted by the shifted hyperbolic model for two different values of the bias parameter β, with a convex pattern 
produced for β = 30. Shown the last column is an estimated ADO model for the same convex pattern set up as the ground truth. The effect of 
changing the sensitivity parameter m of the scaled hyperbolic model in Eq. (14) is shown in the first two columns of the bottom row, with a curves-in 
pattern produced for m = − 1. The last column shows an estimated ADO model that recovered the curves-in pattern. 

7 For the MCMC sampler, we used 4 chains of 10,000 samples each and a burn-in of 2048 samples. For all models, ∊ was fixed to 0.01 since some 
posterior estimates for this parameter were relatively flat. The ADO sessions were excluded as the data in these sessions was not tuned to find 
deviations from the standard hyperbolic model. 
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behavior. To accommodate all data, a generalized hyperbolic model would need to incorporate aspects of both models, proposed as 
well as other extensions found in the literature, such as Kirby (1997) and Green and Myerson (2004). Combining all these models, 
however, would likely result in a complex model that is hard to fit data to and might still have difficulties capturing all patterns of 
discounting behavior. Instead, we hypothesize that these models could be part of a family of models that describes different dis-
counting behavior depending on the participant, adding to the idea that no single model is able to fully capture the range of possible 
behavior. Based on this idea, future studies could favor approaches that are able to fit and select models in tandem such as Cavagnaro 
et al. (2016) and use AUC as a model-agnostic measure of discounting Myerson et al. (2001). 

4.3. Technical issues 

In regards to GPAL as a data-driven modeling tool, there are some important technical issues to work out to improve GPAL’s 
performance. One issue has to do with combining GP with active learning. We found that GPAL can be overly sensitive when ob-
servations are sparse. While our data suggest that the model is likely to converge within 30 trials, we need to develop the means of 
ensuring model fidelity while not sacrificing efficiency. The source of this problem is likely due to the greedy nature of active learning. 
One way to address it is to extend active learning to include a bias towards regions in the design space that are difficult for participants. 
This is partially addressed by Gonzalez, Dai, Damianou, and Lawrence (2017), who propose a different objective function for sampling 
highly informative designs. 

Another technical issue that must be understood better is hyperparameter tuning. We found in our experiments that, while the vast 
majority of participant’s data can be fitted without a problem, some participants produced data patterns that are hard to fit by GPs. 
This is likely a product of using approximate inference methods for hyperparameter tuning which can get stuck under certain cir-
cumstances. In our experiments, we use the maximum a posterior (MAP) estimate of the parameters to fit the model and expectation 
propagation (EP) to approximate the posterior and predictive distributions. These were chosen over more precise algorithms such as 
Markov Chain Monte Carlo (MCMC) estimates to avoid participant fatigue due to excessively long pauses between trials because 
computation was too slow. Thus, it is important to develop better tools for fitting GPs to data that are fast enough for real-time 
experimentation. Possible solutions for this problem include using preexisting models to initialize the hyperparameter priors (e.g., 
Bourgin, Peterson, Reichman, Griffiths, & Russell, 2019) or performing model selection among GPs (e.g., Malkomes, Schaff, & Garnett, 
2016). 

4.4. Conclusion 

The work in this paper represents a first step towards the development of a new data-driven modeling framework in cognitive 
science. We propose the use of a nonparametric, model-free approach for cognitive modeling based on Gaussian Processes. This 
framework serves as a middle ground between raw data, which is hard to visualize, and parametric models, which rely on strong 
assumptions. The experiments in the delay discounting task showed that GPAL is a practical framework that yields consistent results 
efficiently. GPAL also showed a high degree of sensitivity to individual differences and was, therefore, able to uncover novel patterns of 
behavior in subgroups of participants. Motivated by these results, we introduced two new models of discounting that provide plausible 
explanations for these patterns. Overall, the present results highlight GPAL as a promising tool for developing unbiased and sensitive 
models of cognition. Future work will focus on applying GPAL to a wider array of behavioral tasks besides delay discounting. To that 
end, we have recently applied GPLA to efficiently and accurately infer numerical representations in numerical cognition experiments 
(Lee, Kim, Opfer, Pitt, & Myung, 2020). 
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Table 1 
Model comparison results using data from Experiments 1 and 2.   

Experiment 1 Experiment 2 

Models % Best Mean WAIC % Best Mean WAIC 

Standard Hyperbolic 30 81.14 33 84.63 
Shifted Hyperbolic 15 81.01 10 85.04 
Scaled Hyperbolic 32 81.15 42 84.62 
Shifted + Scaled Hyperbolic 23 81.00 15 85.04  
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Riihimäki, J., & Vehtari, A. (2010). Gaussian processes with monotonicity information. In Y. W. Teh, & M. Titterington (Eds.), Proceedings of the thirteenth international 

conference on artificial intelligence and statistics (Vol. 9, pp. 645–652). PMLR.  
Rodrigues, F., Pereira, F., & Ribeiro, B. (2014). Gaussian process classification and active learning with multiple annotators. In E. P. Xing, & T. Jebara (Eds.), 

Proceedings of the 31st international conference on machine learning (Vol. 32, pp. 433–441). Bejing, China: PMLR. http://proceedings.mlr.press/v32/rodrigues14. 
html. 

Roelofsma, P. H. M. P., & Read, D. (2000). Intransitive intertemporal choice. Journal of Behavioral Decision Making, 13(2), 161–177. 
Schulz, E., Speekenbrink, M., & Krause, A. (2018). A tutorial on Gaussian Process regression: Modelling, exploring, and exploiting functions. Journal of Mathematical 

Psychology, 85, 1–16. 
Seo, S., Wallat, M., Graepel, T., & Obermayer, K. (2000). Gaussian process regression: Active data selection and test point rejection. In G. Sommer, N. Krüger, & 

C. Perwass (Eds.), Mustererkennung 2000 (pp. 27–34). Berlin, Heidelberg: Springer.  
Settles, B. (2012). Active learning. Synthesis Lectures on Artificial Intelligence and Machine Learning, 6(1), 1–114. 
Sharp, C., Barr, G., Ross, D., Bhimani, R., Ha, C., & Vuchinich, R. (2012). Social discounting and externalizing behavior problems in boys. Journal of Behavioral Decision 

Making, 25(3), 239–247. 
Shiffrin, R. M., & Nobel, P. A. (1997). The art of model development and testing. Behavior Research Methods, Instruments, & Computers, 29, 6–14. 

J. Chang et al.                                                                                                                                                                                                          

http://refhub.elsevier.com/S0010-0285(20)30089-X/h0005
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0005
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0010
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0020
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0020
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0025
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0025
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0030
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0030
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0035
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0040
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0045
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0045
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0050
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0055
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0060
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0060
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0065
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0065
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0070
https://doi.org/10.1037/a0026345
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0085
https://doi.org/10.3758/BF03211314
https://doi.org/10.3758/BF03211314
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0095
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0095
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0100
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0100
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0105
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0105
https://doi.org/10.1177/0146167213488214
https://doi.org/10.1037/0096-3445.126.1.54
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0130
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0130
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0145
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0150
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0155
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0155
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0160
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0165
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0165
https://doi.org/10.1901/jeab.2001.76-235
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0185
https://doi.org/10.1017/CBO9781139173933
https://doi.org/10.1017/CBO9781139173933
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0200
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0205
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0210
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0210
http://proceedings.mlr.press/v32/rodrigues14.html
http://proceedings.mlr.press/v32/rodrigues14.html
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0220
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0225
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0225
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0230
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0230
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0235
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0240
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0240
http://refhub.elsevier.com/S0010-0285(20)30089-X/h0245


Cognitive Psychology 125 (2021) 101360

18

Song, X. D., Sukesan, K. A., & Barbour, D. L. (2018). Bayesian active probabilistic classification for psychometric field estimation. Attention, Perception, & 
Psychophysics, 80(3), 798–812. 

Steyvers, M., Tenenbaum, J. B., Wagenmakers, E. J., & Blum, B. (2003). Inferring causal networks from observations and interventions. Cognitive Science, 27(3), 
453–489. 

Sui, Y., Gotovos, A., Burdick, J. W., & Krause, A. (2015). Safe exploration for optimization with gaussian processes. In Proceedings of the 32nd international conference on 
international conference on machine learning (Vol. 37, pp. 997–1005). JMLR.org.  

Trope, Y., & Liberman, N. (2003). Temporal construal. Psychological Review, 110(3), 403–421. https://doi.org/10.1037/0033-295X.110.3.403. 
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