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Preface 

The original Handbook of Evolutionary Computation (Back et a1 1997) was 
designed to fulfil1 the need for a broad-based reference book reflecting the 
important role that evolutionary computation plays in a variety of disciplines- 
ranging from the natural sciences and engineering to evolutionary biology and 
computer sciences. The basic idea of evolutionary computation, which came 
onto the scene in the 195Os, has been to make use of the powerful process of 
natural evolution as a problem-solving paradigm, either by simulating i t  (‘by 
hand’ or automatically) in a laboratory, or by simulating it on a computer. As 
the history of evolutionary computation is the topic of one of the introductory 
sections of the Handbook, we will not go into the details here but simply mention 
that genetic algorithms, evolution strategies, and evolutionary programming are 
the three independently developed mainstream representatives of evolutionary 
computation techniques, and genetic programming and classifier systems are the 
most prominent derivative methods. 

In the 1960s, visionary researchers developed these mainstream methods of 
evolutionary computation, namely J H Holland (1962) at Ann Arbor, Michigan, 
H J Bremermann (1962) at Berkeley, California, and A S Fraser ( 1  957) at 
Canberra, Australia, for genetic algorithms, L J Fogel (1962) at San Diego, 
California, for evolutionary programming, and I Rechenberg ( 1965) and H 
P Schwefel (1965) at Berlin, Germany, for evolution strategies. The first 
generation of books on the topic of evolutionary compuation, written by 
several of the pioneers themselves, still gives an impressive demonstration of 
the capabilities of evolutionary algorithms, especially if one takes account of 
the limited hardware capacity available at that time (see Fogel et a1 (1966), 
Rechenberg ( I973), Holland ( 1973, and Schwefel ( 1977)). 

Similar in some ways to other early efforts towards imitating nature’s 
powerful problem-solving tools, such as artificial neural networks and fuzzy 
systems, evolutionary algorithms also had to go through a long period of 
ignorance and rejection before receiving recognition. The great success that 
these methods have had, in extremely complex optimization problems from 
various disciplines, has fxilitated the undeniable breakthrough of evolutionary 
computation as an accepted problem-solving methodology. This breakthrough 
is reflected by an exponentially growing number of publications in the field, 
and an increasing interest in corresponding conferences and journals. With 
these activities, the field now has its own archivable high-quality publications in 
which the actual research results are published. The publication of a considerable 
amount of application-specific work is, however, widely scattered over different 
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xii Preface 

disciplines and their specific conferences and journals, thus reflecting the general 
applicability and success of evolutionary computation methods. 

The progress in the theory of evolutionary computation methods since 
1990 impressively confirms the strengths of these algorithms as well as their 
limitations. Research in this field has reached maturity, concerning theoretical 
and application aspects, so it becomes important to provide a complete reference 
for practitioners, theorists, and teachers in a variety of disciplines. The 
original Handbook cf Evolutionary Computation was designed to provide such 
a reference work. It included complete, clear, and accessible information, 
thoroughly describing state-of-the-art evolutionary computation research and 
application in a comprehensive style. 

These new volumes, based in the original Handbook, but updated, are 
designed to provide the material in units suitable for coursework as well as 
for individual researchers. The first volume, Evolutionary Computation I :  
Basic Algorithms and Operators, provides the basic information on evolutionary 
algorithms. I n  addition to covering all paradigms of evolutionary computation in 
detail and giving an overview of the rationale of evolutionary computation and 
of its biological background, this volume also offers an in-depth presentation 
of basic elements of evolutionary computation models according to the types 
of representations used for typical problem classes (e.g. binary, real-valued, 
permutations, finite-state machines, parse trees). Choosing this classification 
based on representation, the search operators mutation and recombination 
(and others) are straightforwardly grouped according to the semantics of the 
data they manipulate. The second volume, Evolutionary Computation 2: 
Advanced Algorithms and Operators, provides information on additional topics 
of major importance for the design of an evolutionary algorithm, such as 
the fitness evaluation, constraint-handling issues, and population structures 
(including all aspects of the parallelization of evolutionary algorithms). This 
volume also covers some advanced techniques (e.g. parameter control, meta- 
evolutionary approaches, coevolutionary algorithms, etc) and discusses the 
efficient implementation of evolutionary algorithms. 

Organizational support provided by Institute of Physics Publishing makes it 
possible to prepare this second version of the Handbook. In particular, we would 
like to express our gratitude to our project editor, Robin Rees, who worked with 
us on editorial and organizational issues. 

Thomas Back, David B Fogel and Zbigniew Michalewicz 
August 1999 
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Glossary 

Thomas Back and David B Fogel 

Bold text within definitions indicates terms that are also listed elsewhere 
g 1 ossary . 

Adaptation: This denotes the general advantage in ecological or physio 

n this 

Igical 
efficiency of an individual in contrast to other members of the population, 
and it also denotes the process of attaining this state. 

Adaptive behavior: The underlying mechanisms to allow living organisms, 
and, potentially, robotb, to adapt and survive in uncertain environments 
(cf adaptation). 

Adaptive surface: Possible biological trait combinations in a population of 
individuals define points in a high-dimensional sequence space, where each 
coordinate axis corresponds to one of these traits. An additional dimension 
characterizes the fitness values for each possible trait combination, resulting 
in a highly multimodal fitness landscape, the so-called adaptive surface or 
adaptive topography. 

Allele: An alternative form of a gene that occurs at a specified chromosomal 
position (locus). 

Artificial life: A terminology coined by C G Langton to denote the '. . . study 
of simple computer generated hypothetical life forms, i.e. life-as-it-could- 
be.' Artificial life and evolutionary computation have a close relationship 
because evolutionary algorithms are often used in artificial life research 
to breed the survival strategies of individuals in a population of artificial 
life forms. 

Automatic programming: The task of finding a program which calculates a 
certain input-output function. This task has to be performed in automatic 
programming by another computer program (cf genetic programming). 

Baldwin effect: Baldwin theorized that individual learning allows an organism 
to exploit genetic variations that only partially determine a physiological 
structure. Consequently, the ability to learn can guide evolutionary 
processes by rewarding partial genetic successes. Over evolutionary 
time, learning can guide evolution because individuals with useful genetic 
variations are maintained by learning, such that useful genes are utilized 
more widely in the subsequent generation. Over time, abilities that 
previously required learning are replaced by genetically determinant 

xix TEAM LRN



xx Glossary 

systems. The guiding effect of learning on evolution is referred to as 
the Baldwin effect. 

Behavior: The response of an organism to the present environmental stimulus. 
The collection of behaviors of an organism defines the fitness of the 
organism to its present environment. 

Boltzmann selection: The Boltzmann selection method transfers the proba- 
bilistic acceptance criterion of simulated annealing to evolutionary algo- 
rithms. The method operates by creating an offspring individual from two 
parents and accepting improvements (with respect to the parent’s fitness) 
in any case and deteriorations according to an exponentially decreasing 
function of an exogeneous ‘temperature’ parameter. 

Building block: Certain forms of recombination in evolutionary algorithms 
attempt to bring together building blocks, shorter pieces of an overall 
solution, in the hope that together these blocks will lead to increased 
performance. 

Central dogma: The fact that, by means of translation and transcription 
processes, the genetic information is passed from the genotype to the 
phenotype (i.e. from DNA to RNA and to the proteins). The dogma 
implies that behaviorally acquired characteristics of an individual are not 
inherited to its offspring (cf Lamarckism). 

Chromatids: The two identical parts of a duplicated chromosome. 
Chromosome: Rod-shaped bodies in the nucleus of eukaryotic cells, which 

contain the hereditary units or genes. 
Classifier systems: Dynamic, rule-based systems capable of learning by 

examples and induction. Classifier systems evolve a population of 
production rules (in the so-called Michigan approach, where an individual 
corresponds to a single rule) or a population of production rule bases 
(in the so-called Pittsburgh approach, where an individual represents a 
complete rule base) by means of an evolutionary algorithm. The rules 
are often encoded by a ternary alphabet, which contains a ‘don’t care’ 
symbol Facilitating a generalization capability of condition or action parts 
of a rule, thus allowing for an inductive learning of concepts. In the 
Michigan approach, the rule fitness (its strength) is incrementally updated 
at each generation by the ‘bucket brigade’ credit assignment algorithm 
based on the reward the system obtains from the environment, while in the 
Pittsburgh approach the fitness of a complete rule base can be calculated 
by testing the behavior of the individual within its environment. 

Codon: A group of three nucleotide bases within the DNA that encodes a single 
amino acid or start and stop information for the transcription process. 

Coevolutionary system: In coevolutionary systems, different populations 
interact with each other in a way such that the evaluation function of one 
population may depend on the state of the evolution process in the other 
population( s). 
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Comma strategy: The notation (p ,  A.) strategy describes a selection method 
introduced in evolution strategies and indicates that a parent population 
of p individuals generates h > p offspring and the best out of these h 
offspring are deterministically selected as parents of the next generation. 

Computational intelligence: The field of computational intelligence is 
currently seen to include subsymbolic approaches to artificial intelligence, 
such as neural networks, fuzzy systems, and evolutionary computation, 
which are gleaned from the model of information processing in natural 
systems. Following a commonly accepted characterization, a system is 
computationally intelligent if it deals only with numerical data, does not use 
knowledge in the classical expert system sense, and exhibits computational 
adaptivity, fault tolerance, and speed and error rates approaching human 
performance. 

Convergence reliability: Informally, the convergence reliability of an 
evolutionary algorithm means its capability to yield reasonably good 
solutions in the case of highly multimodal topologies of the objective 
function. Mathematically, this is closely related to the property of global 
convergence with probability one, which states that, given infinite running 
time, the algorithm finds a global optimum point with probability one. 
From a theoretical point of view, this is an important property to justify 
the feasibility of evolutionary algorithms as global optimization methods. 

Convergence velocity: In the theory of evolutionary algorithms, the 
convergence velocity is defined either as the expectation of the change 
of’ the distance towards the optimum between two subsequent generations, 
or as the expectation of the change of the objective function value between 
two subsequent generations. Typically, the best individual of a population 
is used to define the convergence velocity. 

Crossover: A process of information exchange of genetic material that occurs 
between adjacent chromatids during meiosis. 

Cultural algorithm: Cultural algorithms are special variants of evolutionary 
algorithms which support two models of inheritance, one at the 
microevolutionary level in terms of traits, and the other at the 
macroevolutionary level in terms of beliefs. The two models interact via 
a communication channel that enables the behavior of individuals to alter 
the belief structure and allows the belief structure to constrain the ways in 
which individuals can behave. The belief structure represents ‘cultural’ 
knowledge about a certain problem and therefore helps in solving the 
problem on the level of traits. 

Cycle crossover: A crossover operator used in order-based genetic 
algorithms to manipulate permutations in a permutation preserving way. 
Cycle crossover performs recombination under the constraint that each 
element must come from one parent or the other by transferring element 
cycles between the mates. The cycle crossover operator preserves absolute 
positions of the elements of permutations. 
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Darwinism: The theory of evolution, proposed by Darwin, that evolution 
comes about through random variation (mutation) of heritable charac- 
teristics, coupled with natural selection, which Eavors those species for 
further survival and evolution that are best adapted to their environmental 
conditions. 

Deception: Objective functions are called deceptive if the combination of good 
building blocks by means of recombination leads to a reduction of fitness 
rather than an increase. 

Deficiency: A form of mutation that involves a terminal segment loss of 
chromosome regions. 

Defining length: The defining length of a schema is the maximum distance 
between specified positions within the schema. The larger the defining 
length of a schema, the higher becomes its disruption probability by 
crossover. 

Deletion: A form of mutation that involves an internal segment loss of a 
chromosome region. 

Deme: An independent subpopulation in the migration model of parallel 
evolutionary algorithms. 

Diffusion model: The diffusion model denotes a massively parallel 
implementation of evolutionary algorithms, where each individual is 
realized as a single process being connected to neighboring individuals, 
such that a spatial individual structure is assumed. Recombination 
and selection are restricted to the neighborhood of an individual, such 
that information is locally preserved and spreads only slowly over the 
population. (See u1.w Chapter 16. ) 

Diploid: In diploid organisms, each body cell carries two sets of chromosomes; 
that is, each chromosome exists in  two homologous forms, one of which 
is phenotypically realized. 

Discrete recombination: Discrete recombination works on two vectors of 
object variables by performing an exchange of the corresponding object 
variables with probability one half (other settings of the exchange 
probability are in principle possible) (cf uniform crossover). 

DNA: Deoxyribonucleic acid, a double-stranded macromolecule of helical 
structure (comparable to a spiral staircase). Both single strands are linear, 
unbranched nucleic acid molecules built up from alternating deoxyribose 
(sugar) and phosphate molecules. Each deoxyribose part is coupled to 
a nucleotide base, which is responsible for establishing the connection 
to the other strand of the DNA. The four nucleotide bases adenine (A), 
thymine (T), cytosine (C) and guanine (G) are the alphabet of the genetic 
information. The sequences of these bases in the DNA molecule determines 
the building plan of any organism. 

Duplication: A form of mutation that involves the doubling of a certain region 
of a chromosome at the expense of a corresponding deficiency on the other 
of two homologous chromosomes. 
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Elitism: Elitism is a feature of some evolutionary algorithms ensuring that the 
maximum objective function value within a population can never reduce 
from one generation to the next. This can be assured by simply copying 
the best individual of a population to the next generation, if‘ none of the 
selected offspring constitutes an improvement of the best value. 

Eukaryotic cell: A cell with a membrane-enclosed nucleus and organelles 
found in animals, fungi, plants, and protists. 

Evolutionary algorithm: See evolutionary computation. 
Evolutionary computation: This encompasses methods of simulating evolu- 

tion, most often on a computer. The field encompasses methods that com- 
prise a population-based approach that relies on random variation and se- 
lection. Instances of algorithms that rely on evolutionary principles are 
called evolutionary algorithms. Certain historical subsets of evolutionary 
algorithms include evolution strategies, evolutionary programming, and 
genetic algorithms. 

Evolutionary operation (EVOP): An industrial management technique pre- 
sented by G E P Box in the late fifties, which provides a systematic way 
to test alternative production processes that result from small modifications 
of the standard parameter settings. From an abstract point of view, the 
method resembles a ( I  + A) strategy with a typical setting of h = 4 and 
h = 8 (the so-called 2’ and 2’ factorial design), and can be interpreted as 
one of the earliest evolutionary algorithms. 

Evolutionary programming: An evolutionary algorithm developed by 
L J Fogel at San Diego, CA, in the 1960s and further refined by D B Fogel 
and others in the 1990s. Evolutionary programming was originally 
developed as a method to evolve finite-state machines for solving time 
series prediction tasks and was later extended to parameter optimization 
problems. Evolutionary programming typically relies on variation operators 
that are tailored to the problem, and these often are based on a single parent; 
however, the earliest versions of evolutionary programming considered the 
possibility for recombining three or more finite-state machines. Selection 
is a stochastic tournament selection that determines p individuals to 
survive out of the p parents and the p (or other number of) offspring 
generated by mutation. Evolutionary programming also uses the self- 
adaptation principle to evolve strategy parameters on-line during the 
search (cf evolution strategy). 

Evolution strategy: An evolutionary algorithm developed by I Rechenberg 
and H-P Schwefel at the Technical University of Berlin in the 1960s. The 
evolution strategy typically employs real-valued parameters, though it has 
also been used for discrete problems. Its basic features are the distinction 
between a parent population (of size p) and an offspring population (of 
size h 2 p) ,  the explicit emphasis on normally distributed mutations, 
the utilization of different forms of recombination, and the incorporation 
of the self-adaptation principle for strategy parameters; that is, those 
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parameters that determine the mutation probability density function are 
evolved on-line, by the same principles which are used to evolve the object 
variables. 

Exon: A region of codons within a gene that is expressed for the phenotype 
of an organism. 

Finite-state machine: A transducer that can be stimulated by a finite alphabet 
of input symbols, responds in a finite alphabet of output symbols, and 
possesses some finite number of different internal states. The behavior 
of the finite-state machine is specified by the corresponding input-output 
symbol pairs and next-state transitions for each input symbol, taken over 
every state. In evolutionary programming, finite-state machines are 
historically the first structures that were evolved to find optimal predictors 
of the environmental behavior. 

The propensity of an individual to survive and reproduce in a 
particular environment. In  evolutionary algorithms, the fitness value 
of an individual is closely related (and sometimes identical) to the 
objective function value of the solution represented by the individual, 
but especially when using proportional selection a scaling function is 
typically necessary to map objective function values to positive values 
such that the best-performing individual receives maximum fitness. 

Fuzzy system: Fuzzy systems try to model the the fact that real-world 
circumstances are typically not precise but ‘fuzzy’. This is achieved by 
generalizing the idea of a crisp membership function of sets by allowing 
for an arbitrary degree of membership in the unit interval. A fuzzy set 
is then described by such a generalized membership function. Based on 
membership functions, linguistic variables are defined that capture real- 
world concepts such as ‘low temperature’. Fuzzy rule-based systems then 
allow for knowledge processing by means of fuzzification, fuzzy inference, 
and defuzzification operators which often enable a more realistic modeling 
of real-world situations than expert systems do. 

Gamete: A haploid germ cell that fuses with another in fertilization to form 
a zygote. 

Gene: A unit  of codons on the DNA that encodes the synthesis for a protein. 
Generation gap: The generation gap characterizes the percentage of the 

population to be replaced during each generation. The remainder of the 
population is chosen (at random) to survive intact. The generation gap 
allows for gradually shifting from the generation-based working scheme 
towards the extreme of just generating one new individual per ‘generation’, 
the so-called steady-state selection algorithm. 

Genetic algorithm: An evolutionary algorithm developed by J H Holland 
and his students at Ann Arbor, MI, in the 1960s. Fundamentally equivalent 
procedures were also offered earlier by H J Bremermann at UC Berkeley 
and A S Fraser at the University of Canberra, Australia in the 1960s and 
1950s. Originally, the genetic algorithm or adaptive plan was designed 

Fitness: 
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as a formal system for adaptation rather than an optimization system. 
Its basic features are the strong emphasis on recombination (crossover), 
use of a probabilistic selection operator (proportional selection), and the 
interpretation of mutation as a background operator, playing a minor 
role for the algorithm. While the original form of genetic algorithms 
(the canonical genetic algorithm) represents solutions by binary strings, 
a number of variants including real-coded genetic algorithms and order- 
based genetic algorithms have also been developed to make the algorithm 
applicable to other than binary search spaces. 

Genetic code: The translation process performed by the ribosomes essentially 
maps triplets of nucleotide bases to single amino acids. This (redundant) 
mapping between the 43 = 64 possible codons and the 20 amino acids is 
the so-called genetic code. 

Genetic drift: A random decrease or increase of biological trait frequencies 
within the gene pool of a population. 

Genetic programming: Derived from genetic algorithms, the genetic 
programming paradigm characterizes a class of evolutionary algorithms 
aiming at the automatic generation of computer programs. To achieve this, 
each individual of a population represents a complete computer program in 
a suitable programming language. Most commonly, symbolic expressions 
representing parse trees in (a subset of) the LISP language are used to 
represent these programs, but also other representations (including binary 
representation) and other programming languages (including machine code) 
are successfully employed. 

Genome: The total genetic information of an organism. 
Genotype: The sum of inherited characters maintained within the entire 

reproducing population. Often also the genetic constitution underlying a 
single trait or set of traits. 

Global optimization: Given a function f : M -+ R, the problem of 
determining a point x* E A4 such that f(x*) is minimal (i.e. f ( z * )  5 
f (z )  V x  E M )  is called the global optimization problem. 

Global recombination: In evolution strategies, recombination operators 
are sometimes used which potentially might take all individuals of a 
population into account for the creation of an offspring individual. 
Such recombination operators are called global recombination (i.e. global 
discrete recombination or global intermediate recombination). 

Local optimization algorithms for continuous parameter 
optimization problems that orient their choice of search directions according 
to the first partial derivatives of the objective function (its gradient) are 
called gradient strategies (cf hillclimbing strategy). 

A binary code for integer values which ensures that adjacent 
integers are encoded by binary strings with Hamming distance one. 
Gray codes play an important role in the application of canonical genetic 
algorithms to parameter optimization problems, because there are certain 

Gradient method: 

Gray code: 
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situations in which the use of Gray codes may improve the performance of 
an evolutionary algorithm. 

For two binary vectors, the Hamming distance is the 
number of different positions. 

Hamming distance: 

Haploid: Haploid organisms carry one set of genetic information. 
Heterozygous: Diploid organisms having different alleles for a given trait. 
Hillclimbing strategy: Hillclimbing methods owe their name to the analogy 

of their way of searching for a maximum with the intuitive way a sightless 
climber might feel his way from a valley up to the peak of a mountain 
by steadily moving upwards. These strategies follow a nondecreasing path 
to an optimum by a sequence of neighborhood moves. In the case of 
multimodal landscapes, hillclimbing locates the optimum closest to the 
starting point of its search. 

Homologues: Chromosomes of identical structure, but with possibly different 
genetic information contents. 

Homozygous: Diploid organisms having identical alleles for a given trait. 
Hybrid method: Evolutionary algorithms are often combined with classical 

optimization techniques such as gradient methods to facilitate an efficient 
local search in the final stage of the evolutionary optimization. The 
resulting combinations of algorithms are often summarized by the term 
hybrid methods. 

Implicit parallelism: The concept that each individual solution offers partial 
information about sampling from other solutions that contain similar 
subsections. Although i t  was once believed that maximizing implicit 
parallelism would increase the efficiency of an evolutionary algorithm, 
this notion has been proved false in several different mathematical 
developments (See no-free-lunch theorem). 

Individual: A single member of a population. In evolutionary algorithms, 
an individual contains a chromosome or genome, that usually contains at 
least a representation of a possible solution to the problem being tackled 
(a single point in the search space). Other information such as certain 
strategy parameters and the individual’s fitness value are usually also 
stored in each individual. 

Intelligence: The definition of the term intelligence for the purpose of clarifying 
what the essential properties of artificial or computational intelligence 
should be turns out to be rather complicated. Rather than taking the usual 
anthropocentric view on this, we adopt a definition by D Fogel which 
states that intelligence is the capability of a system to adapt its behavior to 
meet its goals in a range of environments. This definition also implies that 
evolutionary algorithms provide one possible way to evolve intelligent 
systems. 

Interactive evolution: The interactive evolution approach involves the human 
user of the evolutionary algorithm on-line into the variation-selection 
loop. By means of this method, subjective judgment relying on human 
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intuition, esthetical values, or taste can be utilized for an evolutionary 
algorithm if a fitness criterion can not be defined explicitly. Furthermore, 
human problem knowledge can be utilized by interactive evolution to 
support the search process by preventing unnecessary, obvious detours from 
the global optimization goal. 

Intermediate recombination: Intermediate recombination performs an aver- 
aging operation on the components of the two parent vectors. 

Intron: A region of codons within a gene that do not bear genetic information 
that is expressed for the phenotype of an organism. 

Inversion: A form of mutation that changes a chromosome by rotating an 
internal segment by 180 and refitting the segment into the chromosome. 

Lamarckism: A theory of evolution which preceded Darwin’s. Lamarck 
believed that acquired characteristics of an individual could be passed to its 
offspring. Although Lamarckian inheritance does not take place in nature, 
the idea has been usefully applied within some evolutionary algorithms. 

Locus: A particular location on a chromosome. 
Markov chain: A Markov process with a finite or countable finite number of 

states. 
Markov process: A stochastic process (a family of random variables) such 

that the probability of the process being in a certain state at time k depends 
on the state at time k - 1 ,  not on any states the process has passed earlier. 
Because the offspring population of an evolutionary algorithm typically 
depends only on the actual population, Markov processes are an appropriate 
mathematical tool for the analysis of evolutionary algorithms. 

Meiosis: The process of cell division in diploid organisms through which germ 
cells (gametes) are created. 

Metaevolution: The problem of finding optimal settings of the exogeneous 
parameters of an evolutionary algorithm can itself be interpreted as an 
optimization problem. Consequently, the attempt has been made to use 
an evolutionary algorithm on the higher level to evolve optimal strategy 
parameter settings for evolutionary algorithms, thus hopefully finding a 
best-performing parameter set that can be used for a variety of objective 
functions. The corresponding technique is often called a metaevolutionary 
algorithm. An alternative approach involves the self-adaptation of strategy 
parameters by evolutionary learning. (See also Chapter 22.) 

Migration: The transfer of an individual from one subpopulation to another. 
Migration model: The migration model (often also referred to as the island 

model) is one of the basic models of parallelism exploited by evolutionary 
algorithm implementations. The population is no longer panmictic, 
but distributed into several independent subpopulations (so-called demes), 
which coexist (typically on different processors, with one subpopulation 
per processor) and may mutually exchange information by interdeme 
migration. Each of the subpopulations corresponds to a conventional 
(i.e. sequential) evolutionary algorithm. Since selection takes place 
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only locally inside a population, every deme is able to concentrate on 
different promising regions of the search space, such that the global 
search capabilities of migration models often exceed those of panmictic 
populations. The fundamental parameters introduced by the migration 
principle are the exchange frequency of information, the number of 
individuals to exchange, the selection strategy for the emigrants, and the 
replacement strategy for the immigrants. (See also Chapter 15.) 

Monte Carlo algorithm: See uniform random search. 
(p ,  A) strategy: See comma strategy. 
( p  + A) strategy: See plus strategy. 
Multiarmed bandit: Classical analysis of schema processing relied on an 

analogy to sampling from a number of slot machines (one-armed bandits) 
in order to minimize expected losses. 

Multimembered evolution strategy: A11 variants of evolution strategies that 
use a parent population size of p > I and therefore facilitate the utilization 
of recombination are summarized under the term multimembered evolution 
strategy. 

Multiobjective optimization: In mu1 tiobjecti ve optimization, the simultaneous 
optimization of several, possibly competing, objective functions is required. 
The family of solutions to a multiobjective optimization problem is 
composed of all those elements of the search space sharing the property that 
the corresponding objective vectors cannot be all simultaneously improved. 
These solutions are called Pareto optimal. (See also Chapter 5.) 

Multipoint crossover: A crossover operator which uses a predefined number 
of uniformly distributed crossover points and exchanges alternating 
segments between pairs of crossover points between the parent individuals 
(cf one-point crossover). 

Mutation: A change of the genetic material, either occurring in the germ path 
or in the gametes (generative) or in body cells (somatic). Only generative 
mutations affect the offspring. A typical classification of mutations 
distinguishes gene mutations (a particular gene is changed), chromosome 
mutations (the gene order is changed by translocation or inversion, 
or the chromosome number is changed by deficiencies, deletions, or 
duplications), and genome mutations (the number of chromosomes or 
genomes is changed). In evolutionary algorithms, mutations are either 
modeled on the phenotypic level (e.g. by using normally distributed 
variations with expectation zero for continuous traits) or on the genotypic 
level (e.g. by using bit inversions with small probability as an equivalent 
for nucleotide base changes). 

Mutation rate: The probability of the occurrence of a mutation during DNA 
rep1 i c a t i on. 

Natural selection: The result of competitive exclusion as organisms fil l  the 
available finite resource space. 
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Neural network: Artificial neural networks try to implement the data 
processing capabilities of brains on a computer. To achieve this (at least in 
a very simplified form regarding the number of processing units and their 
interconnectivity), simple units (corresponding to neurons) are arranged in 
a number of layers and allowed to communicate via weighted connections 
(corresponding to axons and dendrites). Working (at least principally) in 
parallel, each unit of the network typically calculates a weighted sum of 
its inputs, performs some internal mapping of the result, and eventually 
propagates a nonzero value to its output connection. Though the artificial 
models are strong simplifications of the natural model, impressive results 
have been achieved in a variety of application fields. 

Niche: Adaptation of a species occurs with respect to any major kind of 
environment, the adaptive zone of this species. The set of possible 
environments that permit survival of a species is called its (ecological) 
niche. 

Niching methods: In evolutionary algorithms, niching methods aim at the 
formation and maintenance of stable subpopulations (niches) within a single 
population. One typical way to achieve this proceeds by means of fitness 
sharing techniques. (See crlso Chupter 1.3.) 

No-free-lunch theorem: This theorem proves that when applied across all 
possible problems, all algorithms that do not resample points from the 
search space perform exactly the same on average. This result implies that 
it is necessary to tune the operators of an evolutionary algorithm to the 
problem at hand in order to perform optimally, or even better than random 
search. The no-free-lunch theorem has been extended to apply to certain 
subsets of all possible problems. Related theorems have been developed 
indicating that 

Object variables: The parameters that are directly involved in the calculation 
of the objective function value of an individual. 

Off-line performance: A performance measure for genetic algorithms, giving 
the average of the best fitness values found in a population over the course 
of the search. 

1/5 success rule: A theoretically derived rule for the deterministic adjustment 
of the standard deviation of the mutation operator in a ( 1  + 1 )  evolution 
strategy. The 1/5 success rule reflects the theoretical result that, in order to 
maximize the convergence velocity, on average one out of five mutations 
should cause an improvement with respect to the objective function value. 

One-point crossover: A crossover operator using exactly one crossover point 
on the genome. 

On-line performance: A performance measure giving the average fitness over 
all tested search points over the course of the search. 

Ontogenesis: The development of an organism from the fertilized zygote until 
its death. 
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Order: The order of a schema is given by the number of specified positions 
within the schema. The larger the order of a schema, the higher becomes 
its probability of disruption by mutation. 

Order-based problems: A class of optimization problems that can be 
characterized by the search for an optimal permutation of specific items. 
Representative examples of this class are the traveling salesman problem 
or scheduling problems. In principle, any of the existing evolutionary 
algorithms can be reformulated for order-based problems, but the first 
permutation applications were handled by so-called order-based genetic 
algorithms, which typically use mutation and recombination operators 
that ensure that the result of the application of an operator to a permutation 
is again a permutation. 

Order crossover: A crossover operator used in order-based genetic 
algorithms to manipulate permutations in a permutation preserving way. 
The order crossover (OX) starts in a way similar to partially matched 
crossover by picking two crossing sites uniformly at random along the 
permutations and mapping each string to constituents of the matching 
section of its mate. Then, however, order crossover uses a sliding motion 
to fill the holes left by transferring the mapped positions. This way, 
order crossover preserves the relative positions of elements within the 
permutation. 

Order statistics: Given h independent random variables with a common 
probability density function, their arrangement in nondecreasing order 
is called the order statistics of these random variables. The theory of 
order statistics provides many useful results regarding the moments (and 
other properties) of the members of the order statistics. I n  the theory 
of evolutionary algorithms, the order statistics are widely utilized to 
describe deterministic selection schemes such as the comma strategy and 
tournament selection. 

Panmictic population: A mixed population, in which any individual may 
be mated with any other individual with a probability that depends only 
on fitness. Most conventional evolutionary algorithms have panmictic 
populations. 

Parse tree: The syntactic structure of any program in computer programming 
languages can be represented by a so-called parse tree, where the internal 
nodes of the tree correspond to operators and leaves of the tree correspond 
to constants. Parse trees (or, equivalently, S-expressions) are the 
fundamental data structure in genetic programming, where recombination 
is usually implemented as a subtree exchange between two different parse 
trees. 

Partially matched crossover: A crossover operator used to manipulate 
permutations in a permutation preserving way. The partially matched 
crossover (PMX) picks two crossing sites uniformly at random along the 
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permutations, thus defining a matching section used to effect a cross through 
position-by-position exchange operations. 

Penalty function: For constraint optimization problems, the penalty function 
method provides one possible way to try to achieve feasible solutions: the 
unconstrained objective function is extended by a penalty function that 
penalizes infeasible solutions and vanishes for feasible solutions. The 
penalty function is also typically graded in the sense that the closer a 
solution is to feasibility, the smaller is the value of the penalty term for 
that solution. By means of this property, an evolutionary algorithm is 
often able to approach the feasible region although initially all members of 
the population might be infeasible. (See ulso Chapter 7.) 

Phenotype: The behavioral expression of the genotype in a specific 
environrnen t. 

Phylogeny: The evolutionary relationships among any group of organisms. 
Pleiotropy: The influence of a single gene on several phenotypic features of 

an organism. 
Plus strategy: The notation ( p  + A) strategy describes a selection method 

introduced in evolution strategies and indicates that a parent population 
of p individuals generates h 2 p offspring and all p + h individuals 
compete directly, such that the p best out of parents and offspring are 
deterministically selected as parents of the next generation. 

Polygeny: The combined influence of several genes on a single phenotypical 
characteristic. 

Population: A group of individuals that may interact with each other, for 
example, by mating and offspring production. The typical population 
sizes in evolutionary algorithms range from one (for ( I  + 1) evolution 
strategies) to several thousands (for genetic programming). 

Prokaryotic cell: A cell lacking a membrane-enclosed nucleus and organelles. 
Proportional selection: A selection mechanism that assigns selection 

probabilities in proportion to the relative fitness of an individual. 
Protein: A multiply folded biological macromolecule consisting of a long chain 

of amino acids. The metabolic effects of proteins are basically caused by 
their three-dimensional folded structure (the tertiary structure) as well as 
their symmetrical structure components (secondary structure), which result 
from the amino acid order in the chain (primary structure). 

Punctuated crossover: A crossover operator to explore the potential for self- 
adaptation of the number of crossover points and their positions. To 
achieve this, the vector of object variables is extended by a crossover 
mask, where a one bit indicates the position of a crossover point in 
the object variable part of the individual. The crossover mask itself is 
subject to recombination and mutation to allow for a self-adaptation of the 
crossover operator. 

TEAM LRN



xxxii Glossary 

Rank-based selection: In rank-based selection methods, the selection 
probability of an individual does not depend on its absolute fitness as in 
case of proportional selection, but only on its relative fitness in comparison 
with the other population members: its rank when all individuals are 
ordered in increasing (or decreasing) order of fitness values. 

Recombination: See crossover. 
RNA: Ribonucleic acid. The transcription process in the cell nucleus 

generates a copy of the nucleotide sequence on the coding strand of the 
DNA. The resulting copy is an RNA molecule, a single-stranded molecule 
which carries information by means of the necleotide bases adenine, 
cytosine, guanine, and uracil (U)  (replacing the thymine in the DNA). 
The RNA molecule acts as a messenger that transfers information from the 
cell nucleus to the ribosomes, where the protein synthesis takes place. 

Scaling function: A scaling function is often used when applying proportional 
selection, particularly when needing to treat individuals with non-positive 
evaluations. Scaling functions typically employ a linear, logarithmic, or 
exponential mapping. 

Schema: A schema describes a subset of all binary vectors of fixed length 
that have similarities at certain positions. A schema is typically specified 
by a vector over the alphabet {0, 1 ,  #}, where the # denotes a ‘wildcard’ 
matching both zero and one. 

Schema theorem: A theorem offered to describe the expected number of 
instances of a schema that are represented in the next generation of an 
evolutionary algorithm when proportional selection is used. Although 
once considered to be a ‘fundamental’ theorem, mathematical results show 
that the theorem does not hold in general when iterated over more than one 
generation and that it may not hold when individual solutions have noisy 
fitness evaluations. Furthermore, the theorem cannot be used to determine 
which schemata should be recombined in future generations and has little 
or no predictive power. 

Segmented crossover: A crossover operator which works similarly to 
multipoint crossover, except that the number of crossover points is not 
fixed but may vary around an expectation value. This is achieved by a 
segment switch rate that specifies the probability that a segment will end 
at any point in the string. 

Selection: The operator of evolutionary algorithms, modeled after the 
principle of natural selection, which is used to direct the search process 
towards better regions of the search space by giving preference to 
individuals of higher fitness for mating and reproduction. The most widely 
used selection methods include the comma and plus strategies, ranking 
selection, proportional selection, and tournament selection. 

Self-adaptation: The principle of self-adaptation facilitates evolutionary 
algorithms learning their own strategy parameters on-line during the 
search, without any deterministic exogeneous control, by means of 
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evolutionary processes in the same way as the object variables are 
modified. More precisely, the strategy parameters (such as mutation rates, 
variances, or covariances of normally distributed variations) are part of 
the individual and undergo mutation (recombination) and selection as the 
object variables do. The biological analogy consists in the fact that some 
portions o f  the DNA code for mutator genes or repair enzymes; that is, 
some partial control over the DNA’s mutation rate is encoded in the DNA. 
(See also Chapter 21.) 

Sharing: Sharing (short for fitness sharing) is a niching method that derates the 
fitnesses of population elements according to the number of individuals in 
a niche, so that the population ends up distributed across multiple niches. 

Simulated annealing: An optimization strategy gleaned from the model of 
thermodynamic evolution, modeling an annealing process in order to reach 
a state of minimal energy (where energy is the analogue of fitness in 
evolutionary algorithms). The strategy works with one trial solution and 
generates a new solution by means of a variation (or mutation) operator. 
The new solution is always accepted if it represents a decrease of energy, 
and it is also accepted with a certain parameter-controlled probability if 
it represents an increase of energy. The control parameter (or strategy 
parameter) is commonly called temperature and makes the thermodynamic 
origin of the strategy obvious. 

The most 
common cause of speciation is that of geographical isolation. If a 
subpopulation of a single species is separated geographically from the 
main population for a sufficiently long time, its genes will diverge (either 
due to differences in selection pressures in different locations, or simply 
due to genetic drift). Eventually, genetic differences will be so great 
that members of the subpopulation must be considered as belonging to a 
different (and new) species. 

Species: A population of similarly constructed organisms, capable of 
producing fertile offspring. Members of one species occupy the same 
ecological niche. 

Steady-state selection: A selection scheme which does not use a generation- 
wise replacement of the population, but rather replaces one individual 
per iteration of the main recombine-mutate-select loop of the algorithm. 
Usually, the worst population member is replaced by the result of 
recombination and mutation, if the resulting individual represents a fitness 
improvement compared to the worst population member. The mechanism 
corresponds to a ( p  + 1 )  selection method in evolution strategies (cf plus 
strategy ). 

Strategy parameter: The control parameters of an evolutionary algorithm 
are often referred to as strategy parameters. The particular setting of 
strategy parameters is often critical to gain good performance of an 
evolutionary algorithm, and the usual technique of empirically searching for 

Speciation: The process whereby a new species comes about. 
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an appropriate set of parameters is not generally satisfying. Alternatively, 
some researchers try techniques of metaevolution to optimize the strategy 
parameters, while in evolution strategies and evolutionary programming 
the technique of self-adaptation is successfully used to evolve strategy 
parameters in the same sense as object variables are evolved. 

A characteristic value to measure the selective pressure of 
selection methods utilized in evolutionary algorithms. It gives the 
expected number of generations until, under repeated application of 
selection as the only operator acting on a population, the population is 
completely filled with copies of the initially best individual. The smaller 
the takeover time of a selection mechanism, the higher is its emphasis on 
reproduction of the best individual, i.e. its selective pressure. 

Tournament selection: Tournament selection methods share the principle of 
holding tournaments between a number of individuals and selecting the 
best member of a tournament group for survival to the next generation. 
The tournament members are typically chosen uniformly at random, and 
the tournament sizes (number of individuals involved per tournament) are 
typically small, ranging from two to ten individuals. The tournament 
process is repeated p times in order to select a population of p members. 

Transcription: The process of synthesis of a messenger RNA (mRNA) 
reflecting the structure of a part of the DNA. The synthesis is performed 
in the cell nucleus. 

Translation: The process of synthesis of a protein as a sequence of amino 
acids according to the information contained in the messenger RNA and 
the genetic code between triplets of nucleotide bases and amino acids. The 
synthesis is performed by the ribosomes under utilization of transfer RNA 
molecules. 

Two-membered evolution strategy: The two-membered or ( 1  + 1 )  evolution 
strategy is an evolutionary algorithm working with just one ancestor 
individual. A descendant is created by means of mutation, and selection 
selects the better of ancestor and descendant to survive to the next 
generation (cf plus strategy). 

Uniform crossover: A crossover operator which was originally defined to 
work on binary strings. The uniform crossover operator exchanges each 
bit with a certain probability between the two parent individuals. The 
exchange probability typically has a value of one half, but other settings 
are possible (cf discrete recombination). 

A random search algorithm which samples the 
search space by drawing points from a uniform distribution over the search 
space. In contrast to evolutionary algorithms, uniform random search does 
not update its sampling distribution according to the information gained 
from past samples, i.e. it is not a Markov process. 

Takeover time: 

Uniform random search: 

Zygote: A fertilized egg that is always diploid. 
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Introduction to fitness evaluation 

Hitoshi Iba 

1.1 Fitness evaluation 

First, we describe how to encode and decode for fitness evaluations. Most 
genetic algorithms require encoding; that is, the mapping from the chromosome 
representation to the domain suuctures (e.g. parameters). The recombination 
operators (i.e. crossover or mutation) work directly on this coded representation, 
not on the domain structures. More formally, suppose that an optimization 
problem is given as follows: 

where M is the search space of the objective function J’. Then the fitness 
evaluation function F is described as follows: 

( 1.2) tl f F : R --+ M --+ !li 4 9i+ 

F = s o  f o d  (1.3) 

where R is the space of the chromosome representation, d is a decoding 
function, and .s is a scaling function. The scaling function s is typically used 
in combination with proportional selection in order to guarantee positive fitness 
values and fitness maximization. For instance, when encoding an n-dimensional 
real-valued objective function fit by binary coding, the above fitness function 
F is given as follows: 

where 1 is the length of a chromosome and db is the binary coding; that is, 
db maps segments of the chromosome into real numbers of corresponding 
dimensions. The evaluations of the chromosomes are converted into fitness 
values in various ways. For instance, there are many coding schemes using a 
binary character set that can code a parameter with the same meaning, such as 
a binary code and a Gray code. However, experimental results have shown that 
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2 Introduction to fitness evaluation 

Gray coding is superior to binary coding for a particular function optimization 
for genetic algorithms (GAS) (see e.g. Caruana and Schaffer 1988). Analysis 
suggested that Gray coding eliminates the ‘Hamming cliff‘ problem that makes 
some transitions difficult for a binary representation (see Bethke 198 I ,  Caruana 
and Schaffer 1988, and Back 1993 for details). Therefore, the encoding scheme 
is very important to improve the search efficiency of GAS. The details are 
discussed in Chapter 2. In contrast to GAS, evolution strategies (ESs) and 
evolutionary progmmmiuzg work directly on the second space M ,  such that they 
do not require the decoding function d.  Furthermore, they typically do not need 
a scaling function s ,  such that the fitness evaluation function is fully specified 
by equation ( 1 . 1  ). 

1.2 Related problems 

Second, it is often difficult to compute a solution with global accuracy for 
complex problems. The difficulty stems from the objectivity of the fitness 
function, which often comes only at the cost of significant knowledge about the 
search space (Angeline 1993). In order to eliminate the reliance on objective 
fitness functions, a competition is introduced. The competitive fitness function 
is a method for calculating fitness that is dependent on the current population, 
whereas the standard fitness functions return the same fitness for an individual 
regardless of other members in the population. The advantage of the competition 
is that evolutionary algorithms do not need an exact fitness value (i.e. the above 
.f value), because most selection schemes work by just comparing fitness; that 
is the ‘better or worse’ criterion suffices. In other words, the absolute measure 
of fitness value is not required, but the relative measure when the individual 
is tested against other individuals should be derived. Thus, this method is 
computationally more efficient and more amenable to parallel implementation. 
The details are described in Chapter 3. 

The third problem arises from the difficulty of evaluating the tradeoff 
between the fitness of a genotype and its complexity. For instance, the fitness 
definitions used in traditional genetic programming do not include evaluations 
of the tree descriptions. Therefore without the necessary control mechanisms, 
trees may grow exponentially large or become so small that they degrade search 
efficiency. Usually the maximum depth of trees is set as a user-defined parameter 
in order to control tree sizes, but an appropriate depth is not always known 
beforehand. For this purpose, we describe in Chapter 4 the complexity-based 
fitness evaluation by employing statistical measures, such as AIC and MDL. 

Many real-world problems require a simultaneous optimization of multiple 
objectives. It is not necessarily easy to search for the different goals especially 
when they conflict with each other. Thus, there is a need for techniques different 
from the standard optimization in order to solve the multiobjective problem. 
Chapter 5 introduces several CA techniques studied recently. 
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2 
Encoding and decoding functions 

Kalyanmoy Deb 

2.1 Introduction 

Among the EC algorithms, genetic algorithms (GAS) work with a coding of 
the object variables, instead of the variables directly. Thus, the encoding and 
decoding schemes are more relevant in the studies of GAS. Evolution strategy 
(ES) and evolutionary programming (EP) methods directly use the object 
variables. Thus, no coding is used in these methods. Genetic programming 
(GP) uses LISP codes to represent a task and no special coding scheme is 
usually used. 

GAS begin their search by creating a population of solutions which are 
represented by a coding of the object variables. Before the fitness of each 
solution can be calculated, each solution must be decoded to obtain the object 
variables with a decoding function, y : IB -+ M, where M represents a 
problem-specific space. Thus, the decoding functions are more useful from 
the GA implementation point of view, whereas the encoding functions ( y  -') 
are important for understanding the coding aspects. The objective function 
( f  : M -+ Et) in a problem can be calculated from the object variables defined 
in the problem-specific space M. Thus the fitness function is a transformation 
defined as follows: CD = .f o y .  It is important to mention here that both the 
above functions play an important role in the working of GAS. In addition, in 
the calculation of the fitness function, a scaling function is sometimes used after 
the calculation of f and y functions. In the following subsections, we discuss 
different encoding and decoding schemes used in CA studies. 

2.2 Binary strings 

In most applications of GAS, binary strings are used to encode object variables. 
A binary string is defined using a binary alphabet (0, I } .  An I-bit string occupies 
a space I5' = (0, l}'. Each object variable is encoded in a binary string of a 
particular length li defined by the user. Thereafter, a complete I-bit string is 
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formed by concatenating all substrings together. Thus, the complete GA string 
has a length I :  

n 

1 = Cl; 
i= 1 

where n is the number of object variables. A binary string of length 1; has a 
total of 2'1 search points. The string length used to encode a particular variable 
depends on the desired precision in that variable. A variable requiring a larger 
precision needs to be coded with a larger string and vice versa. A typical 
encoding of n object variables z = ( X I ,  x2, . . . , x,~) into a binary string is 
illustrated in the following: 

The variable XI  has a string length 11 and so on. This encoding of the object 
variables to a binary string allows GAS to be applied to a wide variety of 
problems. This is because GAS work with the string and not with the object 
variables directly. The actual number of variables and the range of search 
domain of the variables used in the problem are masked by the coding. This 
allows the same GA code to be used in different problems without much change. 

The decoding scheme used to extract the object variables from a complete 
string works in two steps. First, the substring (ail ,  . . . , a,ll), where ajj E B'1, 
corresponding to each object variable is extracted from the complete string. 
Knowing the length of the substring and lower ( u i )  and upper bounds ( U ; )  

of the object variables, the following linear decoding function is mostly used 
(yi : B[l -+ [ U ; ,  U ; ] ) :  

The above decoding function linearly maps the decoded integer value of the 
binary substring in the desired interval [Ui, Ui]. The above operation is carried 
out for all object variables. Thus, the operation y = y~ x . . . x yn yields a 
vector of real values by interpreting the bit string as a concatenation of binary 
encoded integers mapped to the desired real space. As seen from the above 
decoding function, the maximum attainable precision in the ith object variable 
is (v i  -ui)/(2" - 1). Knowing the desired precision and lower and upper bounds 
of each variable, a lower bound of the string size required to code the variable 
can be obtained. 

Although the binary strings have been mostly used to encode object 
variables, higher-ary alphabets have also been used in some studies. In those 
cases, instead of a binary alphabet a higher-ary alphabet is used in a string. 
For a X-ary alphabet string of length 1, there are a total of x' strings possible. 
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6 Encoding and decoding functions 

Although the search space is larger with a higher-ary alphabet coding than with 
a binary coding of the same length, Goldberg ( 1  990) has shown that the schema 
processing is maximum with binary alphabets. Nevertheless, in X-ary alphabet 
coding the decoding function in equation (2.2) can be used by replacing 2 with 
x -  

In the above binary string decoding, the object variables are assumed to have 
a uniform search interval. For nonuniform but defined search intervals (such 
as exponentially distributed intervals and others), the above decoding function 
can be suitably modified. However, in some real-world search and optimization 
problems, the allowable values of the object variables do not usually follow any 
pattern. In such cases, the binary coding can be used, but the corresponding 
decoding function becomes cumbersome. In such cases, a look-up table relating 
a string and the corresponding value of the object variable is usually used (Deb 
and Goyal 1996). 

Often in search and optimization problems, some object variables are allowed 
to take both negative and positive values. If the search interval in those variables 
is the same in negative and positive real space (xi E { - - u ~ ,  U;}), a special 
encoding scheme is sometimes used. The first bit can be used to encode the 
sign of the variables and the other (li - 1 )  bits can be used to encode the 
magnitude of the variable (searching in the range (0, U ; } ) .  It turns out that this 
encoding scheme is not very different from the simple binary encoding scheme 
applied over the entire search space. 

2.3 Gray coded strings 

Often, a Gray coding with binary alphabets is used to encode object variables 
(Caruna and Schaffer 1988, Schaffer et a1 1989). Like the binary string, a Gray- 
coded string is also collection of binary alphabets of 1s and OS. But the encoding 
and decoding schemes to obtain object variables from Gray-coded strings and 
vice versa are different. The encoding of the object variables to a Gray-coded 
string works in two steps. From the object variables, a corresponding binary 
string needs to be created. Thereafter, the binary string can be converted into a 
corresponding Gray code. A binary string (bl, b2, . . . , b'), where bi E (0, l}, is 
converted to a Gray code (al ,  a2, . . . , a,) by using a mapping y-' : I5' --+ B' 
(Back 1993): 

i f i = I  
otherwise (2.3) 

where @ denotes addition modulo 2. As many researchers have indicated, the 
main advantage of a Gray code is its representation of adjacent integers by 
binary strings of Hamming distance one. 

The decoding of a Gray-coded string into the corresponding object variables 
also works in two steps. First, the Gray-coded string (a l ,  . . . , al) is converted 
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into a simple binary string (h l ,  . . . , h,) as follows: 

1 

bi = @a,, for i = 11,. . . , l } .  
j =  1 

(2.4) 

Thereafter, a decoding function similar to the one described in section C4.2.2 
can be used to decode the binary string into a real number in the desired range 
[ui, vi l .  

2.4 Messy coding 

In the above coding schemes, the position of each gene is fixed along the string 
and only the corresponding bit value is specified. For example, in the binary 
string ( l O l ) ,  the first and third genes take a value 1 and the second gene takes the 
value 0. If in a problem, a particular bit combination for some widely separated 
genes constitute a building block, it will be difficult to maintain the building 
block in the population under the action of the recombination operator. This 
problem is largely known as the linkage problem in GAS (Although a natural 
choice to bring the right gene combinations together is to use an inversion 
operator, Goldberg and Lingle (1985) have argued that inversion does not have 
an adequate search power to do the task in a reasonable time.) In order to solve 
the linkage problem, a different encoding scheme is suggested by Goldberg et 
al (1989). Both the gene position and the corresponding bit values are coded 
in a string. A typical four-bit string is coded as follows: 

The first entry inside a parenthesis is the gene location and the second entry is 
the bit value for that position. In the above string, the second, first and third 
genes have a value 1 and the fourth gene has a value 0. Thus, the above string is 
a representation of the binary string 11 10. Since the gene location is also coded, 
good and important gene combinations can be expressed tightl-y (that is, adjacent 
to each other). This will reduce the chance of disruption of important building 
blocks due to the recombination operator. For example, if the bit-combination 
of 1 at the first gene and 0 at the fourth gene constitute a building block to the 
underlying problem, the above string codes the building block adjacent to each 
other. Thus, it will have a lesser chance of disruption due to the action of the 
recombination operator. This encoding scheme has been used to solve deceptive 
problems of various complexity (Goldberg et a1 1989, Goldberg et a1 1990). 

2.5 Floating-point coding 

Inspired by the success of the above flexible encoding scheme, Deb (1991), 
with assistance from Goldberg, has developed a floating-point encoding scheme 
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for continuous variables. In that scheme, both mantissa and exponent of a 
floating-point parameter are represented by separate genes designated by M and 
E, respectively. For a multiparameter optimization problem, a typical gene has 
three elements, as opposed to two in the above encoding. The three elements 
are the parameter identi tication number, mantissa or exponent declaration, and 
its value. A typical two-parameter string is shown in the following: 

((1 E +) (1 M I) (I E -) ( 2  M 1) (1 M 0) ( I  M +) ( 2  E -) ( 2  E -) (I M 0)) 

The decoding is achieved by first extracting mantissa and exponent values of 
each variable and then the parameter value is calculated using the following 
decoding function: 

(2.5) xi  = mantissa; x baseexponent! 

where base is a fixed number (a value of 10 is suggested). A + and a - in the 
exponent gene indicate + I  and - I ,  respectively. In decoding the exponent of a 
parameter, first the number of + and - genes are counted. The exponent is then 
calculated by algebraically summing the number of + and - in the exponent 
genes. In the above string, the exponent in the first variable has one + and 
one -. Thus, the net exponent value is zero. For the second variable, there 
are no + and two -. Thus, the exponent value is -2. In order to decode the 
mantissa part of each variable, sets of 1 and 0 separated by either a + or a - 
are first identified in a left-to-right scan. Each set is then decoded by adaptively 
reducing interval depending on the length of each set. In the above string, the 
first variable has mantissa elements ( in  a left-to-right scan) 10+0. There are two 
sets of Is and OS that are separated by a +. In the first set, there are two bits with 
one 1 and one 0. With two bits, there are a total of three unary combinations 
possible: no 1, one 1, and two 1s. Dividing the mantissa search interval (0,l) 
into three intervals and denoting the first interval (0, 0.333) by no 1, the second 
interval (0.333, 0.667) by one 1, and the third interval (0.667, 1) by two Is, we 
observe that the specified interval is the second interval. A + indicates that the 
decoded value of the next set has to be added to the lower limit of the current 
interval. Since in the next set there is only one bit, the current interval (0.333, 
0.667) is now divided into two equal subintervals. Since the bit is a 0, we are 
in the first subinterval (0.333, 0.500). The decoded value of the mantissa of 
the first variable can then be taken as the average of the two final limits. As 
more mantissa bits are added to the right of the above string, the corresponding 
interval is continuously reduced and the accuracy of the solution is improved. 
Thus, the decoded value of the first parameter is 0.416( 10") or 0.41 6, and that 
of the second parameter is 0.75(10-2) or 0.0075. This flexibility in coding 
allows important mantissa-exponent combinations to be coded tightly, thereby 
reducing the chance of disruption of good building blocks. Deb (1991) has used 
this encoding-decoding scheme to solve a difficult optimization problem and an 
engineering design problem. 
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2.6 Coding for binary variables 

In some search problems, some of the object variables are binary denoting the 
presence or absence of a member. In network design problems, the presence 
of absence of a l ink  in the network is often a object variable. In truss-structure 
design problems such as bridges and roofs, the presence or absence of a member 
is a design variable. In a neural network design problem, the presence or 
absence of a connection between two neurons is a decision variable. In these 
problems, the use of binary alphabets (I  for presence and 0 for absence) is most 
appropriate. 

2.7 Coding for permutation problems 

In permutation problems, such as the traveling salesperson problem and 
scheduling and planning problems, usually a series of node numbers is used 
to encode a permutation (Starkweather et u1 1991). Usually in such problems a 
valid permutation requires each node number to appear once and only once. In 
these problems, the relative positioning of the node numbers are more important 
than the absolute positioning of the node numbers (Goldberg 1989). Although 
the sequence of node numbers to represent a permutation makes the encoding 
and decoding simpler, a few other problem-specific coding schemes have also 
been used in permutation problems (Whitley 1989). 

2.8 Coding for control problems 

In an optimal control problem, the decision variable is a time- or frequency- 
dependent function of some control variables. In applications of EC methods 
to optimal control problems, the practice has been to discretize the total time 
or frequency domain into several intervals and use the value of the control 
parameter at the beginning of each interval as a vector of object variables. In 
the case of a time-dependent control function c ( t )  (from t = tl to t = in),  the 
object variable vector (z = ( X I ,  . . . A,,}) is defined as follows ( y - '  : R -+ R): 

x; = c( t  = t ; ) .  (2.6) 

In order to decode a vector of object variables into a time- or frequency- 
dependent control function, piece-wise spline approximation functions with 
adjacent object variables can be used (Goldberg 1989). In many optimal control 
problems, the control variable either monotonically increases or monotonically 
decreases with respect to the state variable (time of frequency). In such cases, an 
efficient coding scheme would be to use the difference in the control parameter 
values in two adjacent states, instead of the absolute value, as the object variable. 
For example, in the case of a monotonically increasing control variable, the 
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following object variables can be used ( y - '  : R + R): 

i = l  
otherwise. (2.7) 

The decoding function in this representation is little different than before. The 
control function can be formed by spline-fitting the adjacent control parameter 
values, which are calculated as follows ( y  : R -+ R): 

i = l  
otherwise. 

2.9 Conclusions 

Genetic algorithms, among other evolutionary computation methods, work 
mostly with a coding of object variables. The mapping of the object variables 
to a string code is achieved through an encoding function and the mapping of a 
string code to its corresponding object variable is achieved through a decoding 
function. In a binary coding, each object variable is discretized to take a finite 
number of values in a specified range. Although the binary coding has been 
popular, other coding schemes are also described, such as Gray coding to achieve 
a better variational property between encodings and corresponding decoded 
values, messy coding to achieve tight linkage of important gene combinations, 
and floating-point coding to have a unary coding scheme of real numbers. To 
take care of problems having binary object variables, permutation problems 
and optimal control problems using evolutionary computation algorithms, three 
different coding schemes are also discussed. 
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3 
Competitive fitness evaluation 

Peter J Angeline 

3.1 Objective fitness 

Typically in evolutionary computations, the value returned by the fitness function 
is considered to be an exact, objective measure of the absolute worth of the 
evaluated solution. More formally, the fitness function represents a complete 
ordering of all possible solutions and returns a value for a given solution that is 
related to its rank in the complete ordering. While in some environments such 
‘absolute objective’ knowledge is easily obtained, it is often the case in real- 
world environments that such information is inaccessible or unrepresentable. 
Such fitness functions are sometimes called ohjt.I.tive.fitness.fuiurzc.tions (Angeline 
and Pollack 1993). 

Consider the following situation: given solutions A, B, and C, assume that A 
is preferred to B, B is preferred to C, and C is preferred to A. Such a situation 
occurs often in games where the C strategy can beat the A strategy, but is 
beaten by the B strategy, which is in turn beaten by the A strategy. Note that 
an objective fitness function cannot accurately represent such an arrangement. 
If  the objective fitness function gives A, B, and C the same fitness, then if 
only A and B are in the population, the fact that A should be preferred to B is 
unrepresented. The same holds for the other potential pairings. Similarly, if the 
fitness function assigns distinct values for the worth of A, B, and C, there will 
always be a pair of strategies that will have fitness values that do not reflect 
their actual worth. The actual worth of any of the strategies A, B, or C, in this 
case, is relative to the contents of the population. If all three are present then 
none is to be preferred over the others; however, if only two are present then 
there is a clear winner. In such problems, which are more prevalent than not, 
no objective fitness function can adequately represent the space of solutions and 
subsequently evolutionary computations will be misled. 

3.2 Relative and competitive fitness 

Relative fitness measures are an alternative to objective measures. Relative 
fitness measures access a solution’s worth through direct comparison to some 
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other solution either evolved or provided as a component of the environment. 
Competitive fitness is one type of relative fitness measure that is sensitive to 
the contents of the population. Sensitivity to the population is achieved through 
direct competition between population members. For such fitness measures, an 
objective fitness function that provides a partial ordering of the possible solutions 
is not required. All that is required is a relative measure of ‘better’ to determine 
which of two competing solutions is preferred. 

The chief advantage of a competitive fitness functions are that they are self- 
scaling. Early in the run, when the evolving solutions perform poorly on the task, 
a solution need not be proficient in order to survive and reproduce. As the run 
continues and the average ability of the population increases, the average level 
of proficiency of a surviving solution will be suitably higher. As the population 
becomes increasingly better at solving the task, the difficulty of the fitness 
function is continually scaled commensurate with the ability of the average 
population members. Angeline and Pollack ( 1993) argue that competitive fitness 
measures set up an environment where complex ecologies of problem solving 
form that naturally encourage the emergence of generalized solutions. 

Three types of competitive fitness function have been used in previous 
studies: full competition; bipartite competition; and a tournament competition. 
All of these are successful competitive fitness measures but they differ on the 
number of competitions required and necessity for additional objective measures. 

Axelrod ( 1987) used a full competition where each player played every other 
player in the population, as is standard practice in game theory. The number of 
competitions required in such a scheme for a population of size N is 

N ( N  - 1) 
2 

This is a considerable number of fitness evaluations, but it does provide a 
significant amount of information, and the number of competitions won by 
a player provides a sufficient amount of information for ranking the population 
members. 

Hillis ( 199 1 )  describes a genetic algorithm for evolving sorting networks 
using a bipartite competition scheme. In a bipartite competition, there are 
two teams (populations) and individuals from one team are played against 
individuals from the other. The total number of competitions played between 
population members is N / 2  where N is the combined population size. While 
this method does provide significant feedback, it does not automatically produce 
a hierarchical ordering for the population. Consequently, an objective measure 
must be used to rank order the individuals at the completion of the competition 
for each of the two populations to determine which population members will 
reproduce. 

Angeline and Pollack ( 1993) describe a single elimination tournament 
competitive fitness measure. In this method, each player is paired randomly 
with another player in the population with winners advancing to the next level 
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of competition. Then all of the winners are again randomly paired and compete, 
with these winners again advancing to the next round. Play continues until a 
single individual is left, having beaten every competitor met in the tournament. 
This individual is designated as the best-of-run individual. The rank of the 
other population members is determined by the number of competitions they 
won before being eliminated. The number of competitions between N players 
in a single elimination tournament is in  total N - 1 ,  which is one fewer than the 
number of competitions held if each player played a user-designated teacher. 
Angeline and Pollack (1993) illustrate the presence of noise inherent in this 
method of fitness computation but claim that it may actually promote a more 
diverse population and ultimately help the evolutionary process. 

The drawback of this fitness method is that it is often not clear how to create 
competitive fitness functions for problems that are not inherently competitive. 
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4 
Complexity = based fitness evaluation 

Hitoshi Iba 

4.1 Introduction 

Complexity-based fitness is grounded on a simplicity criterion, which is defined 
as a limitation on the complexity of the model class that may be instantiated 
when estimating a particular function. For example, when one is performing a 
polynomial fit, it seems fairly apparent that the degree of the polynomial must 
be less than the number of data points. Simplicity criteria have been studied by 
statisticians for many years. 

This chapter outlines and compares the leading competing model selection 
criteria, namely, an MDL (minimum-description-length) principle, the AIC 
(Akaike information criterion), an MML (minimum-message-length) principle, 
the PLS (predictive least-squares) measure, cross-validation, and the maximum- 
entropy principle. 

4.2 Model selection criteria 

The complexity of an algorithm can be measured by the length of its minimal 
description in some language. The old but vague intuition of Occam’s razor can 
be formulated as the minimum-description-length criterion; that is, given some 
data, the most probable model is the model that minimizes the sum (Weigend 
et a1 1994): 

MDL(mode1) = description-length(data given model) 
+ description-length(mode1) 

--+ min (4. I ) 

where description-length(data given model) is the code length of the data when 
encoded using the model as a predictor for the data. The sum MDL(mode1) 
represents the tradeoff between residual error (i.e. the first term) and model 
complexity (i.e. the second term) including a structure estimation term for the 
final model. The final model (with the minimal MDL) is optimum in the sense 
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16 Complexity-based fitness evaluation 

of being a consistent estimate of the nurnber of parameters while achieving the 
minimum error (Tenorio and Lee 1990). 

More formally, suppose that z i  is a sequence of observations from the 
random variable Z ,  which is characterized by probability function p z ( B ) .  The 
dominant form of the MDL is 

where 6 is the maximum-likelihood estimate of 0,  p ( z  I i) is the likelihood 
of the estimated density function of pz (H) ,  k is the number of parameters 
in the model, and N is the number of observations. The first term is the 
self-information of the model, which can be interpreted as the number of bits 
necessary to encode the observations. The second term can be also interpreted 
as the number of bits needed to encode the parameters of the model. Hence, 
the model which achieves the minimum of MDL is the most efficient model to 
encode the observations (Tenorio and Lee 1990, p 103). 

Another criterion is the Akl-rike injbrmation criterion (AIC) (Akaike 1977). 
The essential idea here is to establish how many parameters, k ,  to include 
in a model. Minimizing AIC means minimizing k minus the log-likelihood 
function for the model, based on some assumed variance, C 2 .  In particular, 
if k is allowed to become too large, it does not matter that the likelihood 
of the data given a k-parameter model is very great; one will not achieve a 
minimal AIC. Unfortunately, the log-likelihood function cannot be calculated 
without an assumed family of distributions and a reasonable estimate of T i 2 .  
Nevertheless, the AIC has an important structural feature and that is the existence 
of a penalty term for the model complexity (Seshu 1994, p 220). The AIC is an 
approximation of the idealized Kullback-Leibler distance between the 'true' data 
generating distribution and the model, which involves the expectation operation. 

Assuming the above condition of { z , ,  . . . , z ~ } ,  the AIC estimator is given 
as 

A I C ( ~ )  = -2 In p ( ~  1 ci, + 2k. (4.3) 

By comparison with the MDL(k) criterion, we see that the difference is the 
crucial second term, k (AIC) versus ( k / 2 )  log? N (MDL). Therefore, if N is 
sufficiently large, the second term in equation 4.2 tends to penalize k much 
more severely for MDL than for AIC. The MDL(/O criterion penalizes the 
number of parameters asymptotically much more severely (Rissanen 1989, p 
94). Moreover, under some conditions, i t  is assumed that learning generally 
converges much faster for MDL than for AIC (see the article by Yamanishi 
( 1992) for details). 

Wallace proposed a similar measure called MML (minimum message length). 
The coded form has two parts. The first states the inferred estimates of 
the unknown parameters in the model, and the second states the data using 
an optimal code based on the data probability distribution implied by these 
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An example: minimum-description-length-based fitness evaluation 17 

parameter estimates (Wallace and Freedman 1987). The total length might 
be interpreted as minus the log joint probability of estimate and data, and 
minimizing the length is therefore closely similar to maximizing the posterior 
probability of the estimate. MML is almost identical to MDL. However, they 
differ in the implementations and philosophical views as to prior probabilities. 
The details of these differences can be found in the article by Wallace and 
Freedman ( 1987) and its discussions. 

The other criteria proposed are the cross-vulidution measure and the 
maximum-entropy principle. I t  is shown that qualitatively and asymptotically 
the cross-validation criterion is equivalent to AIC. We may consider that the 
maximum-entropy principle is a special case of the MDL principle, namely one 
where the model class is restricted to be of a special form. Within the statistical 
community, there is a considerable debate about both the proper viewpoint and 
the nature of the penalty term (Seshu 1994). 

The goal shared by these complexity-based principles is to obtain accurate 
and parsimonious estimates of the probability distribution. The idea is to 
estimate the simplest density that has high likelihood by minimizing the 
total length of the description of the data. Barron introduced the index of 
resolvability, which may be interpreted as the MDL principle applied on the 
average. It is has been shown that the rate of convergence of minimum 
complexity estimators is bounded by the index of resolvability (Barron 199 1 ). 

Another useful criterion proposed is PLS (i.e. predictive least squares) or PSE 
(i.e. predicted square error) (Rissanen 1989, p 122). This is mostly aimed at 
solving the ‘selection-of-variables’ problem for linear regressions. The problem 
is solved by using the stochastic complexity and the sum of the prediction errors 
as a criterion, the latter either considered as an approximation of the former or 
as providing an independent extension of the LS principle. Rissanen described 
how to achieve the PLS solution to the posed regression problem, and revealed 
that the PLS criterion is a special case of the MDL principle. The detailed 
discussions are given by Rissanen ( 1989, chapter 5). 

4.3 An example: minimum-description-length-based fitness evaluation 
for genetic programming 

As an illustrative example, we present results of the experiments to evolve 
decision trees for Boolean concept learning using genetic programming (GP). 
We use the six-multiplexer problem as a means to treat the validity of MDL- 
based fitness functions. Decision trees were proposed by Quinlan for concept 
formation in machine learning (Quinlan 1983, 1986). Generating efficient 
decision trees from preclassitied (supervised) training examples has generated 
a large literature. Decision trees can be used to represent Boolean concepts. 
Figure 4.1 shows a desirable decision tree which parsimoniously solves the 
six-multiplexer problem. In the six-multiplexer problem, a() ,  and a1 are the 
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18 Complexity-based fitness evaluation 

multiplexer addresses and do, d l ,  d z ,  and d3 are the data. The target concept is 

A decision tree is a representation of classification rules: for example, the 
subtree on the left in figure 4.1 shows that the output becomes false (i.e. zero) 
when the variable (10 = 0, ci1 = 0, and do = 0. 

1 

dO ;/̂ ’.: 
0 1 0 

Figure 4.1. A more desirable and parsimonious decision tree. 

Koza discussed the evolution of decision trees within a GP framework and 
conducted a small experiment called a Saturday morning problem (Koza 1990). 
However, Koza-style simple GP fails to evolve effective decision trees because 
an ordinary fitness function fails to consider parsimony. To overcome this 
shortcoming, we introduce fitness functions based on an MDL principle. This 
MDL-based fitness definition involves a tradeoff between the details of the tree, 
and the errors. In general, the MDL fitness definition for a GP tree (whose 
numerical value is represented by MDL) is defined as 

MDL = (exception-coding-length) + (tree-coding-length) (4.5) 

where exception-coding-length is the description length of residual error (i.e. 
the first term in equation (4.1)) and tree-coding-length is the description length 
of the model. 

The MDL value of a decision tree is calculated using the following method 
(Quinlan 1989). Consider the decision tree in figure 4.2 for the six-multiplexer 
problem ( X ,  Y ,  and 2 notations are explained later). 

Using a breadth-first traversal, this tree is represented by the following string: 

1 d() I U ]  0 0 0 0 0  1 .  (4.6) 

Since in our decision trees left (right) branches always represent zero (one) 
values for attribute-based tests, we can omit these attribute values. To encode 
this string in binary format, 

2 + 3 + 2 x  l o g 2 6 + 3 x  log22= 13.17bits (4.7) 
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Breadth-first coding: 
I d o 1 a 1 0 0 0 0 0 1  

/ \ \,\ 
0 \ 

;il ,,/’ 
/’ 

\ /  
V/ 

Indication Z 
1 : Non-Leaf Nodes 
0 :  Leaf Nodes 

0 1 
X Y 

Figure 4.2. A decision tree for the six-multiplexer problem. 

are required since the codes for each nonleaf (do, U I )  and for each leaf (0 or 
1 )  require log2 6 and log2 2 bits respectively, and 2 + 3 bits are used for their 
indications. In order to code exceptions (i.e. errors or incorrect classifications), 
their positions should be indicated. For this purpose, we divide the set of objects 
into classified subsets. For the tree of figure 4.2, we have three subsets (which 
we call X ,  Y ,  and Z from left to right) as shown in table 4.1. For instance, X is 
a subset whose members are classified into the leftmost leaf (do = 0 A ul = 0). 
The number of elements belonging to X is 16. 12 members of X are correctly 
classified (i.e. 0). Misclassified elements (i.e. four elements of X ,  eight elements 
of Y ,  and 20 elements of Z )  can be coded with the following cost: 

L (  16,4, 16) + L( 16,8, 8) + L(32,20, 32) = 65.45 bits (4.8) 

where 

L ( n ,  k ,  h )  is the total cost for transmitting a bitstring of length n ,  in which k of 
the symbols are ones and h is an upper bound on k .  Thus the total cost for the 
decision tree in figure 4.2 is 78.62 (=65.45 + 13.17) bits. 

In general, the coding length for a decision tree with n f  attribute nodes and 
n, terminal nodes is given as follows: 

tree-coding-length = (nf + n,) + nt log2 T, + ni log2 Fs (4.10) 

exception-coding-length = L ( n x ,  w . ~ ,  11,) (4.1 I ) 
r €Terminals 

where T, and F> are the total numbers of terminals and functions respectively. 
In equation (4. l ) ,  summation is taken over all terminal nodes. n is the number 
of elements belonging to the subset represented by x. is the number of 
misclassified elements of n, members. 
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20 Complexity-based fitness evaluation 

Table 4.1. Classified subsets for encoding exceptions. 

Name Attributes No of No of correct No of incorrect 
elements classifications classifications 

X d o = O  A U ]  = o  16 12 4 
Y do = 0 A (11 = I 16 # 8 
Z d(, = I 32 12 20 

m 

aJ c t 
U 
c 

VI m 
a, c 

U 

+ . -  

Table 4.2. GP parameters. 

Population size 100 

Terminal set I 0 3  1) 
Non-terminal set {ao,al,dO,dl,LE2,d31 

Probability of graph crossover 0.6 
Probability of graph mutation 0.0333 

O . * I  
1 

0 10 20 30 40 
Generation 

Max 

A” 9 

Min 

Max 

A”g 

1 
0 10 20 30 40 

Generation 

Figure 4.3. Experimental result: fitness versus generations, using ( a )  traditional (non- 
MDL) fitness function, and ( h )  MDL-based fitness function where the traditional (non- 
MDL) fitness is defined as the rate of correct classification. 
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70 8o t / 
Max 

* v g  

Mi  n 
0 10 20 30 40 

Generation 

Figure 4.4. Experimental result: MDL versus generations. 

With these preparations, we present results of the experiments to evolve 
decision trees for the six-multiplexer problem using GP. Table 4.2 shows the 
parameters used. A I (0) value in the terminal set represents a positive (negative) 
example, that is, a true (false) value. Symbols in the nonterminal set are 
attribute-based test functions. For the sake of explanation, we use S-expressions 
to represent decision trees from now on. The S-expression ( X  Y Z )  means that 
if X is 0 (false) then test the second argument Y and if X is 1 (true) then test the 
third argument 2. For instance, (U( )  (dl (0) ( I ) )  ( I ) )  is a decision tree which 
expresses that if U() is 0 (false) then if dl is 0 (false) then 0 (false) else 1 (true), 
and that if a() is I (true) then 1 (true). 

Figure 4.3 shows results of experiments in terms of correct classification rate 
versus generations, using a traditional (non-MDL) fitness function ( a ) ,  and using 
an MDL-based fitness function (b), where the traditional (non-MDL) fitness 
is defined as the rate of correct classification. The desired decision tree was 
acquired at the 40th generation when using an MDL-based fitness function. 
However, the largest fitness value (i.e. the rate of correct classification) at the 
40th generation when using a non-MDL fitness function was only 78.12%. 
Figure 4.4 shows the evolution of the MDL values in the same experiment 
as figure 4.3(b). Figure 4.3(a) indicates clearly that the fitness test used in the 
non-MDL case is not appropriate for the problem. This certainly explains the 
lack of success in the non-MDL example. The acquired structure at the 40th 
generation using an MDL-based fitness function was as follows: 
('40 

(A  I 
(DO 

(A 1 (DO (0) (0)) (D2 (0) (A0 ( 1 ) ( 1)) ) )  
(1 ) )  

(D2 (0) ( 1  
(A1 (D1 (0) (1 ) )  (D3 (0) ( 1 ) ) ) )  

whereas the typical genotype at the same generation (40th) using a non-MDL 
TEAM LRN



22 Complexity-based fitness evaluation 

4.4 Recent studies on complexity-based fitness 

The complexity-based fitness evaluation can be introduced in order to control 
genetic algorithm (GA) search strategies. For instance, when applying GAS to 
the classification of genetic sequences, Konagaya and Konoto ( 1993) employed 
the MDL principle for GA fitness in order to avoid overlearning caused by the 
statistical fluctuations. They presented a CA-based methodology for learning 
stochastic motifs from given genetic sequences. A stochastic motif is a 
probabilistic mapping from a genetic sequence (which has been drawn from 
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a finite alphabet) to a number of categories (such as cytochrome, globin, and 
trypsin). They employed Rissanen’s MDL principle in selecting an optimal 
hypothesis (Yamanishi and Konagaya 1991). 

When applying the MDL principle to GP, redundant structures should be 
pruned as much as possible, but at the same time premature convergence (i.e. 
premature loss of genotypic diversity) should be avoided (Zhang and Miihlenbein 
1995). Zhang and Miihlenbein proposed a dynamic control to fix the error factor 
at each generation and change the complexity factor adaptively with respect to 
the error. Let E i ( g )  and C i ( g )  denote the error and complexity of the ith 
individual at generation g. Assuming that 0 5 Ei(g) 5 1 and Ci(g) 2 0, they 
defined the fitness of an individual i at generation g as 

where a ( g )  is called the adaptive Occam factor and is expressed as 

where N is the size of the training set, Ebest is the error value of the program 
which has the smallest (best) fitness value at generation g - 1 ,  and ?best@) 

is the size of the best program at generation g estimated at generation g - 1 ,  
which is used for the normalization of the complexity factor. The user-defined 
constant E specifies the maximum training error allowed for the final solution. 
Zhang and Miihlenbein have shown experimental results in the GP of sigma-pi 
neural networks. Their results were satisfactory. 

In the articles by Tba and coworkers (1993, 1994), MDL-based fitness 
functions were applied successfully to system identification problems by using 
the implemented system STROGANOFF. The results showed that MDL-based 
fitness evaluation works well for tree structures in STROGANOFF, which 
controls GP-based tree search (see G1.7 for more details). 

4.5 Conclusion 

To conclude this section, we have shown that complexity-based fitness 
evaluations work by introducing a penalty term for the model complexity. 
We described several model selection criteria proposed so far. However 
the advantages and disadvantages of these approaches are not clear and are 
still being debated (see the article by Rissanen (1987) for details). Their 
different theoretical backgrounds and philosophies make it difficult to conduct 
comparative studies. The applicability and robustness of these methods remain 
to be seen as an interesting future topic. 
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5 
Multiobjective optimization 

C M Fonseca and P J Fleming 

5.1 Introduction 

Real-world problems often involve multiple measures of performance, or 
objectives, which should be optimized simultaneously. In practice, however, this 
is not always possible, as some of the objectives may be conflicting. Objectives 
are often also noncommensurate; that is, they measure fundamentally different 
aspects of the quality of a candidate solution. Thus, the quality of an individual 
is better described, not by a scalar, but by a vector quantity. 

Performance, reliability, and cost are typical examples of conflicting, 
noncommensurate objectives. Improvement in any combination of these 
objectives will unequivocally improve the overall solution, but only as long as 
no degradation occurs in the remaining objectives. If this is not possible, then 
the current solution is said to be optimal in the Pareto sense, Pareto optimal, 
or nondominated. Otherwise, the new solution is said to dominate the old one. 
The set of all Pareto-optimal solutions is known as the Pareto-optimal set. 

In most practical cases, a single compromise solution is sought. Thus, 
multiobjective optimization is generally more than purely searching for Pareto- 
optimal solutions. To be able to produce acceptable solutions, multiobjective 
optimization methods also need to take into account human preferences. In  
fact, although a Pareto-optimal solution should always be a better compromise 
solution than any solution it dominates, not all Pareto-optimal solutions may 
constitute acceptable compromise solutions. 

5.2 Fitness evaluation 

Multiobjective optimization with evolutionary algorithms, as with other 
optimizers, must ultimately be based on a scalarization of the objectives. Fitness, 
as a measure of the expected number of offspring of an individual, must remain a 
scalar. This scalarization should be a coordinatewjse monotonic transformation, 
but not net*essarily a function, of the objectives, so that individuals are always 
guaranteed to be at least as fit as those they dominate in the Pareto sense. 
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26 Multiobjective optimization 

Such a transformation, being clearly nonunique, provides the necessary scope 
for incorporating preference information in the rating of the solutions. Once a 
scalar measure of quality (or cost) has been derived, the evolutionary algorithm 
may proceed with fitness assignment and selection as usual. 

The cost assignment problem with multiple objectives is, essentially, 
a decision-making problem involving a finite number of objects, i.e. the 
individuals in the population, given what knowledge of the problem is available 
at the time of the decision. In this context, if a good decision strategy has been 
developed for a particular multiobjective problem, i t  should be possible to base 
the corresponding evaluation of fitness on that same strategy. 

5.3 Current evolutionary approaches to multiobjective optimization 

Current approaches to mu1 tiobjec t i ve optimization with evolutionary algorithms 
may be divided into three groups (Fonseca and Fleming 1995). 
0 Plain aggregating approaches. Objectives are numerically combined into 

a single objective %function to be optimized. 
Population-based non-Pareto approaches. Different objectives affect the 
selection or deselection of different parts of the population in turn. 
Approaches based on separate rankings of the population according to each 
objective also fit in this category. 

0 Pareto-based approaches. The population is ranked making direct use of 
the definition of Pareto dominance. 

Given the diversity of the approaches proposed in the literature to date, this 
classification is necessarily a rough one. However, it does reflect three of the 
main ideas behind the current handling of multiple objectives in evolutionary 
optimization, as the following review documents. Minimization of the objectives 
is assumed throughout except where noted otherwise. 

5.3. I The weighted-sum approach 

Working mechanism. The rz objectives f ' l  , . . . , j n  are weighted by user-defined, 
positive coefficients w1, . . . , w, and added together to obtain a scalar measure 
of cost for each individual. This measure can then be used as the basis for 
selection, e.g. proportional, tournament, or based on ranking. This approach is 
widely known, intuitive and simple to implement, and can be used with virtually 
all optimizers. Consequently, it is also the most popular. 

Formal description. 

where Q, denotes the cost assignment strategy. 
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Parameter settings. The setting of the weighting coefficients wk is generally 
dependent on the problem instance, and not just on the problem class. Thus, the 
initial combination of weights usually needs to be fine tuned in order to lead to 
satisfactory compromise solutions. This usually implies rerunning the optimizer, 
although it may also be possible to modify the weights as the evolutionary 
algorithm runs. Hajela and Lin (1992) encoded the weights at the chromosome 
level, and promoted their diversity through sharing. 

Theory. For any set of positive weights, the (global) optimum of @ is always 
a nondominated solution of the original multiobjective problem (Goicoechea 
et a1 1982). However, the opposite is not true. For example, nondominated 
solutions located in concave regions of the tradeoff surface cannot be obtained 
by this method, because their corresponding value of @ is suboptimal (see, for 
example, the article by Fleming and Pashkevich (1985)). This is also illustrated 
in figure 5.1. 

Figure 5.1. Lines of equal cost 
1995). 

induced by the weighted-sum approach (Fonseca 

5.3.2 The minimax approach 

Working mechanism. This approach consists of minimizing the maximum 
of the n objectives f-1, . . . , 5,. In practice, it is often implemented as the 
minimization of the maximum (weighted) difference between the objectives and 
goals gl, . . . , g,, specified by the user for each objective. Wilson and McLeod 
(1993) see this approach as a form of goal attainment (Gembicki 1974). 
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Formal description. 

Q> : R" + R 

Parameter settings. The goal values gk indicate levels of performance in each 
objective dimension k to be approximated and, if possible, improved upon by 
the final solution. In practice, the goals are often set to the desired levels 
of performance or, alternatively, to Utopian values known a priori to be 
unattainable. 

The weights wk indicate the desired direction of search in objective space, 
and are often set to the absolute value of the goals. The smaller a weight, 
the harder the corresponding objective becomes with respect to the remaining 
objectives. Hard objectives are essentially constraints, in that the corresponding 
goals must be attained, but only by a minimal amount. 

Theon,. The minimax approach usually results in a cost function with regions 
of nonsmoothness, typically including the optimum, even if the objective 
functions themselves are smooth. For this reason, alternative formulations such 
as the goal attainment method (Gembicki 1974) are usually preferred to this 
approach when gradient-based optimizers are used. However, since evolutionary 
algorithms do not usually use gradient information, this should raise no concern. 

Figure 5.2. Lines of equal cost @ induced by the minimax approach (Fonseca 1995). 

Although this approach is able to produce solutions in concave regions of 
the tradeoff surface (see figure 5.2) the minimization of Q> is not guaranteed to 
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produce strictly nondominated solutions. In fact, it is easy to show that one 
solution may dominate another, and yet have the same cost Q,. 

5.3.3 The target vector approach 

Working mechanism. This approach consists of minimizing the distance of the 
objective vector f = ( f l ,  . . . , f ; ! )  from a predefined goal, or target, vector 
g = (gl, . . . , g n ) ,  according to a suitable distance measure (Wienke et a1 1992). 

Formul description. 

Parameter settings. The goal values gl, . . . , g, indicate the desired levels of 
performance in each objective dimension, which are to be approximated by the 
final solution as closely as possible, typically in a weighted Euclidean sense 
(a  = 2). The weighting matrix W is often chosen to be diagonal, but in specific 
applications more elaborate weighting schemes may be appropriate (Wienke et 
a1 1992). 

5.3.4 The lexicographic approuch 

Working mechanism. Objectives are assigned distinct priorities according to 
how important they are, prior to optimization. The objective with the 
highest priority is used first when comparing individuals, either to decide a 
tournament (Fourman 1985) or to rank the population in a single-objective 
fashion. Any ties are resolved by comparing the relevant individuals again 
with respect to the second-highest-priority objective, and so forth, until the 
lowest-priority objective is reached. 

Formal desc-ription. 

where f ( a ; )  t<  f(aj) if and only if 

and where U(condition) evaluates to unity if the condition is verified, and to 
zero otherwise. 

The objectives f ; ,  . . . , Jn are assumed to be sorted in order of increasing 
priority . 
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Parameter settings. All objectives must be assigned distinct priorities. This 
requirement will be acceptable in those practical situations where decisions 
regarding the quality of a solution are made sequentially (Ben-Tal 1980), and 
where the relative importance of the various objectives is well understood. 

In the case of heavily competing objectives, the final solution may vary 
wildly depending on how priorities are assigned. For example, if all objectives 
admit single, but different, optima, the lexicographic optimum will be no more 
than the optimum of the highest-priority objective. 

Theory. 
optimal solutions. 

Lexicographically optimal solutions are also, by definition, Pareto- 

5.3.5 The VEGA approach 

Working mechanism. The vector-evaluated genetic algorithm (VEGA, Schaffer 
1985) was probably the first evolutionary approach explicitly aimed at promoting 
the generation of multiple nondominated solutions. Subpopulations of offspring 
are selected according to each objective in turn, using jitness-proportionate 
selection. Offspring are then mixed in order to undergo recombination and 
mutation, regardless of which objective dictated their selection. 0 

Formal description. The merging of the offspring subpopulations in VEGA 
is equivalent to averaging the fitness components S k  corresponding to each 
objective fk (here maximization is assumed). 

k=  I 

where, since proportional selection is used, 

Note that, whereas @ has been used earlier to denote a cost assignment strategy 
on which selection can be based, A is used here to denote a multiobjective$tness 
assignment strategy, in analogy with the use of 6 to denote a single-objective 
scaling function. 

Parameter settings. The size of each subpopulation, hk, controls the 
involvement of the associated objective in the selection process. In Schaffer's 
original work (Schaffer 1983, all subpopulations were the same size. 
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Theory. On concave tradeoff surfaces, the population may split into species 
particularly strong in each objective (speciation, Schaffer 1985). This 
undesirable effect has been noted to arise from VEGA ultimately performing 
a weighted sum of the objectives (Richardson et a1 1989), even though the 
weights associated with this linear combination depend on the distribution of 
the population at each generation. 

However, by effectively weighting each objective proportionally to the 
inverse of the total population fitness in that objective dimension, VEGA 
adaptively attempts to balance improvement in the various objective dimensions. 
If improvement is observed only in some objectives, selection will then favor 
improvement in the remaining objectives. As a result, VEGA can, at least in 
some cases, maintain different species much longer than a GA optimizing a pure 
weighted-sum would do, due to genetic drift (Fonseca and Fleming 1995). 

5.3.6 The median-rank approach 

Working mechanism. The population is first ranked according to each single 
objective, separately. Then, the median of the ranks assigned to each individual 
is computed and used for fitness assignment (Breeden 1995). 

Variations of this approach include implementations where the average is 
used to replace the median, and where fitness values are computed based on 
each ranking first, and only subsequently averaged. Implementations where 
objectives are used in turn to decide tournaments (Fourman 1985), or to dictate 
the deletion of fractions of the population (Kursawe 199 I ) ,  can also be seen as 
fitting in this category. 

Formal description. 

Parameter settings. The plain median-rank approach implicitly assumes that 
all objectives are equally important. The median analogue of a weighted sum 
can nevertheless be achieved by entering the rank value associated with each 
objective a number of times proportional to its importance, and computing the 
median of the resulting sample (Breeden 1995). 

Computing the average instead of the median may offer a simpler way of 
controlling the relative importance of each objective, but the resulting algorithm 
will also be more sensitive to any uncertainty in the evaluation of the objective 
functions. 

Theory. Ranking the population according to each objective separately 
avoids the normalization difficulties associated with all aggregating function 
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approaches. As a consequence, and despite the similarity to the weighted- 
sum approach, algorithms based on these methods are not affected by whether 
tradeoff surfaces are convex or concave. 

5.3.7 Pareto ranking 

Working mechanism. The concept of Pareto dominance is used to rank the 
population in such a way that all nondominated individuals in the population are 
assigned the same cost. Two approaches to Pareto ranking have been proposed 
in the literature. 
(i) In the approach originally proposed by Goldberg ( I  989), all nondominated 

individuals in the population are assigned a cost of one, and removed from 
contention. Then, a new set of nondominated individuals is identified and 
assigned a cost of two. The process continues until the whole population 
has been ranked. 

(ii) An alternative approach has been proposed by Fonseca and Fleming (1993), 
where individuals are simply assigned a cost value according to how many 
individuals in the population they are dominated by. 

Once computed, these cost values are used to perform selection, e.g. using rank- 
based fitness assignment (Fonseca and Fleming 1993, Srinivas and Deb 1994), or 
tournament selection (Cieniawski 1993, Ritzel et a1 1994). Rather than ranking 
the population first, Horn et a1 ( I  994) based their tournament selection directly 
on whether or not one of the competitors dominated the other one. 

Goldberg (1989) has also noted the need for niching (Chapter 13) and 
speciation (Chapter 14) techniques in order to stabilize the population along the 
Pareto front. Most of the implementations of Pareto-based fitness assignment 
cited above also include techniques such as fitness sharing (Section 13.2)and 
mating restriction (Section 14.4). 

Formal description. 

(i) The first ranking strategy will be defined through recursion: 

and where the symbol - denotes logical negation. 
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(ii) The second ranking strategy follows is simpler to define: 

Q > : W  + {OJ, . . . , p - -  1 )  

,i= 1 

where ll(condition) evaluates to unity if the condition is verified and to 
zero otherwise. 

Parameter settings. There are no parameters to set. This is especially attractive 
if the relative importance of the different objectives is not known a priori, or 
cannot be formally expressed easily. Unfortunately, this also means that, even 
if preference information is indeed available, it cannot be used. 

Other than implementation issues, there is currently no reason to prefer 
one ranking strategy to the other. The second approach seems to be easier 
to interpret in the (theoretical) infinite-population case (Fonseca and Fleming 
1995), and thus may be easier to analyze. 

Theory. Both ranking procedures are such that f(u;) p< f ( q )  implies 
Q>[f(u;)] < <P[f<u;)], and that all nondominated individuals are assigned the 
same cost. As a consequence, it is possible for the population to stagnate if 
it enters a state where most individuals are nondominated. This is especially 
likely to happen as the number of competing objectives increases. 

The ranks assigned by method (ii) to a large uniformly distributed population, 
once normalized by the population size, may be seen as estimates of what 
fraction of the search space outperforms each particular point considered. For 
problems involving two decision variables only, this interpretation of ranking 
allows the visualization of the cost landscapes induced by Pareto ranking, as 
well as by ranking based on other concepts, such as lexicographic optimality 
(discussed earlier), and preferability given a goal vector, which will be discussed 
next. 

5.3.8 Pareto-like ranking with goal and priority information 

Working mechanism. In this approach, a concept which combines Pareto 
dominance with goal and priority information is used instead of pure Pareto 
dominance to rank the population by the second method described above, making 
it possible to bias the search away from regions of the tradeoff surface known 
a priori to be unacceptable. 

As in the lexicographic approach, higher-priority objectives come into play 
before those with a lower priority, but different objectives may now be assigned 
equal priorities. In addition to this, the comparison of solutions is affected by 
whether or not they attain the goals set for the various objectives. 
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Since the setting of goals and priorities ultimately depends on the personal 
preference of the operator, this concept has been called preferability (Fonseca 
1995). 

Formal description. 

where the symbol + indicates preferability given the preference vector g .  

To define preferability, consider the n-dimensional preference vector g ,  
where n is the number of objectives, as a concatenation of p vectors gm, 
m = I ,  . . . , p .  Each subvector gm contains those n, components of g which 
have been assigned priority m ,  such that 

9 

I’ 

x n , n  = n. 
ni= 1 

Also, let the smile index the components of f and g where f ( u j )  5 g ,  and 
let the frown index the remaining components of these vectors, for each given 
individual a,j, and similarly for f, and gm,  m = I ,  . . . , p. Then, f ( a j )  4 f ( a i )  

if and only if 
9 

and 

where f l ,  ..., p - ~  denotes the concatenation of f l ,  . . . , f p - l ,  and similarly for 
91 , . . . , / P I .  

Parameter settings. By setting goals and assigning priorities to the objectives, 
a number of other, simpler cost assignment strategies can be implemented 
(Fonseca 1995). 
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0 Pureto. All objectives are assigned priority I and fully unattainable goals; 
that is, 

g = g1 = [(--00, . . . , -00)l. 
0 Lexicographic. Objectives are all assigned different priorities and fully 

unattainable goals; that is, 

0 Constrained optimization. Inequality constraints are handled as priority 
2 objectives to be minimized until the corresponding goals are reached. 
Assuming Pareto optimization for the soft objectives, one has 

where nc is the number of constraints. If there are no soft objectives, the 
problem becomes a constraint satisfaction problem: 

0 Goal programming. Goals are set as for the minimax approach, and all 
objectives are assigned priority 1 : 

These parameters would promote the sampling of the portion of the tradeoff 
surface which dominates the goals, if they are attainable, or, if they are 
unattainable, the region dominated by the goals. 

Goals and priorities may also be set interactively during an optimization session 
(Fonseca and Fleming 1993, Fonseca 1995). 

Theory. It can be shown that all nondominated solutions will also be preferred 
solutions for some setting of the preference vector 9. However, some preferred 
solutions may not be nondominated. The preferability relation can also be shown 
to be transitive. Detailed proofs can be found in the thesis of Fonseca (1995, 
pp 154-9). 

5.4 Concluding remarks 

The number and diversity of the multiobjective approaches to evolutionary 
optimization proposed to date is a clear sign of the growing interest and 
recognition this area is receiving. In contrast, quantitatively characterizing 
their expected performance, even on specific examples, has remained difficult, 
mainly due to the lack of a unique solution to such problems and to the number 
of performance dimensions involved. Needless to say, this has considerably 
impaired the realization of extensive comparative studies. 
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In the light of recent results concerning the performance assessment and 
comparison of multiobjective optimizers such as, but not limited to, evolutionary 
algorithms (Fonseca and Fleming 1996), this situation may soon change. Until 
then, the choice of a multiobjective fitness evaluation approach should take into 
account how much preference information is available for a particular problem, 
and in what form, as well the ease of implementation and whether or not it is 
possible or desirable to interact with the algorithm as it runs. 
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Introduction to constraint-handling 
techniques 

Zbignie w Michale w icz 

In general, constraints are an integral part of the formulation of any problem. 
Dhar and Ranganathan ( 1  990) wrote: 

. . . Virtually all decision making situations involve constraints. What 
distinguishes various types of problems is the form of these constraints. 
Depending on how the problem is visualized, they can arise as rules, 
data dependencies, algebraic expressions, or other forms. 

Constraint satisfaction problems (CSPs) have been studied 
extensively in the operations research (OR) and artificial intelligence 
(AI) literature. In OR formulations constraints are quantitative, and 
the solver (such as the Simplex algorithm) optimizes (maximizes 
or minimizes) the value of a specified objective function subject to 
the constraints. In contrast, AI research has focused on inference- 
based approaches with mostly symbolic constraints. The inference 
mechanisms employed include theorem provers, production rule 
interpreters, and various labeling procedures such as those used in 
truth maintenance systems. 

For example, in continuous domains, the general nonlinear programming 
problem is to find x so as to 

where 2 E F C S .  The set S C Iw" defines the search space and the set 
F E S defines a feasible search space. The search space S is defined as an 
n-dimensional rectangle in R" (domains of variables defined by their lower and 
upper bounds): 

l(i) 5 xi 5 u ( i )  l 5 i 5 n  

whereas the feasible set .F is defined by an intersection of S and a set of 
additional rn 3 0 constraints: 

g;(z) 5 0 for j = I , .  . . , q h ; ( z )  = 0 for j = y + 1 , .  . . , rn. 
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In discrete domains, most problems are constrained: for example, the 
knapsack problem, set covering problem, vehicle routing problem, and all types 
of scheduling and timetabling problem are constrained. 

In general, a search space S consists of two disjoint subsets of feasible and 
infeasible subspaces, F and 24, respectively (see figure 6.1 ). These subspaces 
need not be convex and they need not be connected (as, for example, in figure 6.1 
where the feasible part F of the search space consists of four disjoined subsets). 
In solving optimization problems we search for a feasible optimum. During the 
search process we have to deal with various feasible and infeasible individuals; 
for example (see figure 6.2), at some stage of the evolution process, a population 
may contain some feasible (b, c, d, e, i, j, k, p) and infeasible individuals (a, f, 
g, h, 1, m, n, o),  while the optimum solution is marked by X. 
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The problem of how to deal with infeasible individuals is far from trivial. 
In general, we have to design two evaluation functions, evalf and eval ,, for 
feasible and infeasible domains, respectively: 

evalf : F-+ R and eval, : U + R. 

There are many important questions to be addressed; these include: 
Should we choose to penalize infeasible individuals? In other words, 
should we extend the domain of function evalc and assume that 
eval Ll(n) = evalf(n) + penalty(n)? (In the following discussion we 
continue referring to individuals just by plain letters of the alphabet, as 
displayed in figure 6.2; the reader should keep in mind that an individual, 
say, n, may represent a vector x in high-dimensional space). If so, how 
should such a penalty function penalty(n) be designed? In particular, should 
we consider infeasible individuals harmful and eliminate them from the 
population (Chapter 7)? 
Should we change the topology of the search space by using decoders, 
which interpret (transform) an individual into a feasible one (Chapter S)? 
Should we ‘repair’ infeasible solutions by moving them into the closest 
point of the feasible space (e.g. the repaired version of m might be optimum 
X, figure 6.2)‘? In other words, should we assume that eval u(m) = evalf(s), 
where s is a repaired version of m? If so, should we replace m by 
its repaired version s in the population or rather should we use a repair 
procedure for evaluation purposes only (Chapter 9)? 
Should we start with an initial population of feasible individuals and 
maintain the feasibility of offspring by using specialized operators (Chapter 
1 O)? 
Should we use process solutions and constraints separately, or use cultural 
algorithms, or use co-evolutionary methods, that is, should we use some 
other, nonstandard constraint-handling technique (Chapter 1 1 )? 
How should we locate feasible solutions (Chapter I2)? 

The above questions are addressed in the following Chapters, thus providing a 
detailed discussion on various aspects of constraint-handling techniques. 
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7 
Penalty functions 

Alice E Smith and David W Coit 

7.1 Introduction to penalty functions 

Penalty functions have been a part of the literature on constrained optimization 
for decades. Two basic types of penalty function exist: exterior penalty 
functions, which penalize infeasible solutions, and interior penalty functions, 
which penalize feasible solutions. It is the former type of penalty function 
which is discussed throughout this section; however the area of interior penalty 
functions is of potential research interest in evolutionary computation. The 
main idea of interior penalty functions is that an optimal solution requires that a 
constraint be active (i.e. tight) so that this optimal solution lies on the boundary 
between feasibility and infeasibility. Knowing this, a penalty is applied to 
feasible solutions when the constraint is not active (such solutions are called 
interior solutions). For a single constraint, this approach is straightforward 
(although it has not been seen in the evolutionary computation literature); 
however, for the more common case of multiple constraints, the implementation 
of interior penalty functions is considerably more complex. 

Three degrees of exterior penalty functions exist: (i) barrier methods in 
which no infeasible solution is considered, ( i i )  partial penalty functions in 
which a penalty is applied near the feasibility boundary, and (iii) global penalty 
functions that are applied throughout the infeasible region (Schwefel 1995, 
p 16). In the area of combinatorial optimization, the popular Lagrangian 
relaxation method (Avriel 1976, Fisher I98 I ,  Reeves 1993) is a variation on the 
same theme: temporarily relax the problem’s most difficult constraints, using a 
modified objective function to avoid straying too far from the feasible region. 
In general, a penalty function approach is as follows. Given an optimization 
problem, the following is the most general formulation of constraints: 

min f(x) such that x E A ,  x E B (7.1 ) 

where 2 is a vector of decision variables, the constraints ‘x E A’ are relatively 
easy to satisfy, and the constraints ‘x E B’ are relatively difficult to satisfy; the 
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problem can be reformulated as 

min f ( z  + p ( d ( z ,  B ) )  such that 31: E A (7.2) 

where d ( z ,  B )  is a metric function describing the distance of the solution vector 
z from the region B ,  and p ( + )  is a monotonically nondecreasing penalty function 
such that p ( 0 )  = 0. If the exterior penalty function, p( . ) ,  grows quickly 
enough outside of B ,  the optimal solution of (7.1) will also be optimal for 
(7.2). Furthermore, any optimal solution of (7.2) will (again, if p ( . )  grows 
quickly enough) provide an upper bound on the optimum for (7.1), and this 
bound will in general be tighter than that obtained by simply optimizing f(z) 
over A .  

In practice, the constraints ‘z E B’ are expressed as inequality and equality 
constraints in the form of 

g i ( z )  5 0 
h i ( z )  = 0 

for i = I , .  . . , y 

for i = q + 1 , .  . . , rn 

where 

y = number of inequality constraints 
rn - q = number of equality constraints. 

Various families of functions p( .) and d (  a )  have been studied for evolutionary 
optimization to dualize constraints. Different possible distance metrics, d ( . ) ,  
include a count of the number of violated constraints, the Euclidean distance 
between z and B as suggested by Richardson et a1 (1989), a linear sum of the 
individual constraint violations or a sum of the individual constraint violations 
raised to an exponent, K .  Variations of these approaches have been attempted 
with different degrees of success. Some of the more notable examples are 
described in the following sections. 

It can be difficult to find a penalty function that is an effective and efficient 
surrogate for the missing constraints. The effort required to tune the penalty 
function to a given problem instance or repeatedly calculate it during search 
may negate any gains in eventual solution quality. As noted by Siedlecki and 
Sklansky (1989), much of the difficulty arises because the optimal solution will 
frequently lie on the boundary of the feasible region. Many of the solutions most 
similar to the genotype of the optimum solution will be infeasible. Therefore, 
restricting the search to only feasible solutions or imposing very severe penalties 
makes it difficult to find the schemata that will drive the population toward the 
optimum as shown in the research of Smith and Tate (1993), Anderson and 
Ferris (1994), Coit et a1 (1996), and Michalewicz (1995). Conversely, if the 
penalty is not severe enough, then too large a region is searched and much of the 
search time will be used to explore regions far from the feasible region. Then, 
the search will tend to stall outside the feasible region. A good comparison of 
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six penalty function strategies applied to continuous optimization problems is 
given by Michalewicz (1995). These strategies include both static and dynamic 
approaches, as discussed below, as well as some less generic approaches such 
as sequential constraint handling (Schoenauer and Xanthakis 1993) and forcing 
all infeasible solutions to be dominated by all feasible solutions in a given 
generation (Powell and Skolnick 1993). 

7.2 Static penalty functions 

A simple method to penalize infeasible solutions is to apply a constant penalty 
to those solutions that violate feasibility in any way. The penalized objective 
function would then be the unpenalized objective function plus a penalty (for a 
minimization problem). A variation is to construct this simple penalty function 
as a function of the number of constraints violated, where there are multiple 
constraints. The penalty function for a problem with rn constraints would then 
be as below (for a minimization problem): 

nr = 1 [ fi”: = 0 
if constraint i is violated 
if constraint i is satisfied. f p ( z )  = f ( z )  + CiS; where 

i= I 

f p ( x )  is the penalized objective function, f ( x )  is the unpenalized objective 
function, and Ci is a constant imposed for violation of constraint i. This penalty 
function is based only on the number of constraints violated, and is generally 
inferior to the second approach, based on some distance metric from the feasible 
region (Goldberg 1989, Richardson et a1 1989). 

More common and more effective is to penalize according to distance to 
feasibility, or the ‘cost to completion’, as termed by Richardson et a1 (1989). 
This was done crudely in the constant penalty functions of the preceding 
paragraph by assuming distance can be stated solely by number of constraints 
violated. A more sophisticated and more effective penalty includes a distance 
metric for each constraint, and adds a penalty that becomes more severe with 
distance from feasibility. Complicating this approach is the assumption that 
the distance metric chosen appropriately provides information concerning the 
nearness of the solution to feasibility, and the further implicit assumption that 
this nearness to feasibility is relevant in the same magnitude to the fitness of the 
solution. Distance metrics can be continuous (see, for example, Juliff 1993) or 
discrete (see, for example, Patton et a1 1995), and could be linear or nonlinear 
(see, for example, Le Riche et a1 1995). 

A general formulation is as follows for a minimization problem: 

(7.4) 
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di is the distance metric of constraint i applied to solution tr: and K is a user- 
defined exponent, with values of K of one or two often used. Constraints 1- 
y are inequality constraints, so the penalty will only be activated when the 
constraint is violated (as shown by the 6 function above), while constraints 
( 9  + I)-rn are equality constraints which will activate the penalty if there is any 
distance between the solution value and the constraint value (as shown in the 
absolute distance above). In equation (7.4) above, defining Ci is more difficult. 
The advice from Richardson et a1 (1989) is to base Ci on the expected or 
maximum cost to repair the solution (i.e. alter the solution so it is feasible). 
For most problems, however, it is not possible to determine Ci using this 
rationale. Instead, it must be estimated based on the relative scaling of the 
distance metrics of multiple constraints, the difficulty of satisfying a constraint, 
and the seriousness of a constraint violation, or be determined experimentally. 

Many researchers in evolutionary computation have explored variations of 
distance-based static penalty functions (e.g. Baeck and Khuri 1994, Goldberg 
1989, Huang et nl 1994, Olsen 1994, Richardson et a1 1989). One example 
(Thangiah 1995) uses a linear combination of three constant distance-based 
penalties for the three constraints of the vehicle routing with time windows 
problem. Another novel example is from Le Riche et a1 (1995) where two 
separate distance-based penalty functions are used for each constraint in two 
genetic algorithm segregated subpopulations. This ‘double penalty’ somewhat 
improved robustness to penalty function parameters since the feasible optimum 
is approached with both a severe and a lenient penalty. Homaifar et aI 
( 1994) developed a unique static penalty function with multiple violation levels 
established for each constraint. Each interval is defined by the relative degree 
of constraint violation. For each interval I ,  a unique constant, Cir, is then 
used as a penalty function coefficient. This approach has the considerable 
disadvantage of requiring iterative tuning through experimentation of a large 
number of parameters. 

7.3 Dynamic penalty functions 

The primary deficiency with static penalty functions is the inability of the user to 
determine criteria for the C; coefficients. Also, there are conflicting objectives 
involved with allowing exploration of the infeasible region, yet still requiring 
that the final solution be feasible. A variation of distance-based penalty functions 
that alleviates many of these difficulties is to incorporate a dynamic aspect that 
(generally) increases the severity of the penalty for a given distance as the search 
progresses. This has the property of allowing highly infeasible solutions early in 
the search, while continually increasing the penalty imposed to eventually move 
the final solution to the feasible region. A general form of a distance-based 
penalty method incorporating a dynamic aspect based on length of search, t ,  is 
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as follows for a minimization problem: 

(7.5) 
i=I 

where s i ( t )  is a function monotonically nondecreasing in value with t .  Metrics 
for t include number of generations or the number of solutions searched. 
Recent uses of this approach include the work of Joines and Houck (1994) 
for continuous function optimization and Olsen ( I  994) and Michalewicz and 
Attia (1994), which compare several penalty functions, all of which consider 
distance, but some also consider evolution time. A common objective of these 
dynamic penalty formulations is that they result in feasible solutions at the end 
of evolution. If s j ( t )  is too lenient, final infeasible solutions may result, and if 
s j ( t )  is too severe, the search may converge to nonoptimal feasible solutions. 
Therefore, these penalty functions typically require problem-specific tuning to 
perform well. One explicit example of s ; ( t )  is as follows, from Joines and 
Houck ( 1994): 

& ( t )  = (city 

where a is constant equal to one or two, as defined by Joines and Houck. 

7.4 Adaptive penalty functions 

While incorporating distance together with the length of the search into the 
penalty function has been generally effective, these penalties ignore any other 
aspects of the search. In this respect, they are not adaptive to the ongoing 
success (or lack thereof) of the search and cannot guide the search to particularly 
attractive regions or away from unattractive regions based on what has already 
been observed. A few authors have proposed making use of such search-specific 
information. Siedlecki and Sklansky ( 1  989) discuss the possibility of adaptive 
penalty functions, but their method is restricted to binary-string encodings with 
a single constraint, and involves considerable computational overhead. 

Bean and Hadj-Alouane ( 1992) and Hadj-Alouane and Bean ( 1992) propose 
penalty functions that are revised based on the feasibility or infeasibility of 
the best, penalized solution during recent generations. Their penalty function 
allows either an increase or a decrease of the imposed penalty during evolution 
as shown below, and was demonstrated on multiple-choice integer programming 
problems with one constraint. This involves the selection of two constants, 
and 82 (P I  > P 2  > l ) ,  to adaptively update the penalty function multiplier, and 
the evaluation of the feasibility of the best solution over successive intervals 
of N f  generations. As the search progresses, the penalty function multiplier is 
updated every N ,  generations based on whether or not the best solution was 
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feasible during that interval. Specifically, the penalty function is as follows; 

i=l 

AkBl  if previous N f  generations have 

hk+l = hk/p2 if previous N f  generations have 
only infeasible best solution (7.6) 

only feasible best solution I hk otherwise . 
Smith and Tate (1993) and Tate and Smith ( 1995) used both search length and 
constraint severity feedback in their penalty function, which was enhanced by 
the work of Coit et a1 (1996). This penalty function involves the estimation of 
a near-feasible threshold (NFT) for each constraint. Conceptually, the NFT is 
the threshold distance from the feasible region at which the user would consider 
the search as ‘getting warm’. The penalty function encourages the evolutionary 
algorithm to explore within the feasible region and the NFT neighborhood of the 
feasible region, and discourage search beyond that threshold. This formulation 
is given below: 

where Fall(t) denotes the unpenalized value of the best solution yet found, and 
F f e a s ( t )  denotes the value of the best feasible solution yet found. The Fall(t) 
and Ffeas ( t )  terms serve several purposes. First, they provide adaptive scaling 
of the penalty based on the results of the search. Second, they combine with 
the NFT; term to provide a search-specific and constraint-specific penalty. 

The general form of NFT; is 

where NFToi is an upper bound for NFT;. Aj is a dynamic search parameter 
used to adjust NFTi based on the search history. In the simplest case, A j  
can be set to zero and a static NFTj results. A j  can also be defined as a 
function of the search, for example, a function of the generation number ( t ) ,  i.e. 
A; = f ( t )  = hit. A positive value of A; results in a monotonically decreasing 
NFTj (and, thus, a larger penalty) and a larger hi more quickly decreases NFT; 
as the search progresses, incorporating both adaptive and dynamic elements. 

If NFTj is intuitively ill defined, it can be set at a large value initially 
with a positive constant hi used to iteratively guide the search to the feasible 
region. This dynamic NFT; circumvents the need to perform experimentation to 
determine appropriate penalty function parameter values. However, if problem- 
specific information is at hand, a more efficient search can take place by apriori 
defining a tighter region or even static values of NFT;. 
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7.5 Future directions in penalty functions 

Two areas requiring further research are the development of completely adaptive 
penalty functions that require no user-specified constants and the development 
of improved adaptive operators to exploit characteristics of the search as they 
are found. The notion of adaptiveness is to leverage the information gained 
during evolution to improve both the effectiveness and the efficiency of the 
penalty function used. Another area of interest is to explore the assumption that 
multiple constraints can be linearly combined to yield an appropriate penalty 
function. This implicit assumption of all penalty functions used in the literature 
assumes that constraint violations incur independent penalties and therefore there 
is no interaction between constraints. Intuitively, this seems to be a possibly 
erroneous assumption, and one could make a case for a penalty that increases 
more than linearly with the number of constraints violated. 
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Decoders 

Zbigniew Michalewicz 

8.1 Introduction 

Decoders offer an interesting option for all practitioners of evolutionary 
techniques. In these techniques a chromosome ‘gives instructions’ to a decoder 
or ‘is interpreted’ by a decoder on how to build a feasible solution. For example, 
a sequence of items for the knapsack problem can be interpreted as ‘take an item 
if possible’-such interpretation would lead always to feasible solutions. Let 
us consider the following scenario: we try to solve the 0-1 knapsack problem 
(see Chapter 9 for a brief description of this problem) with n items; the profit 
and weight of the ith item are p; and Wi, respectively. We can sort all items in 
decreasing order of p i /w i  values and interpret the binary string 

(1100110001001110101001010111010101 . . .  0010) 
in the following way. Take the first item from the list (i.e. the item with the 
largest ratio of profit per weight) if the item fits in the knapsack. Continue with 
the second, fifth, sixth, tenth, and so on, items from the sorted list (i.e. continue 
with items with corresponding 1’s in the binary string), until the knapsack is 
full or there are no more items available (note that the binary string of all 1’s 
corresponds to a greedy solution). Any sequence of bits would translate into a 
feasible solution; any feasible solution may have many possible codes (which 
may differ in the rightmost string part). We can apply classical binary operators 
(crossover and mutation): any offspring is clearly feasible. 

8.2 The traveling salesman problem 

A similar approach has been tried for solving the traveling salesman problem 
(Grefenstette et ai 1985). For example, a chromosome may represent a tour as 
a list of n cities; the ith element of the list is a number in the range from 1 to 
n - i  + 1 .  The idea behind such decoders is as follows. There is some ordered list 
of cities C ,  which serves as a reference point for lists in ordinal representations 
(like a sorted sequence of items for the knapsack problem discussed earlier). 
Assume, for example, that such an ordered list (a reference point) is simply 
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C = ( l  2 3 4 5 6 7 8 9 ) .  
A tour 

1-2-4-3-8-5-9-6-7 
is then represented as a list 1 of references, 

1 = ( 1 1 2 1 4 1 3 1 1 )  
and should be interpreted as follows: the first number on the list 1 is I ,  so take 
the first city from the list C as the first city of the tour (city number I ) ,  and 
remove it from C .  At this stage the partial tour is ( 1 ) .  The next number on the 
list 1 is also I ,  so take the first city from the current list C as the next city of 
the tour (city number 2), and remove it from C. At this stage the partial tour is 
( 1 ,  2), and so on. The main advantage of the ordinal representation is that the 
classical crossover works: any two tours in the ordinal representation, cut after 
some position and crossed together, would produce two offspring, each of them 
being a legal tour. For example, the two parents 

and 

which correspond to the tours 

and 

with the crossover point marked by 1, would produce the following offspring: 

and 

These offspring correspond to 

and 

p ] = ( 1 1 2 1 1 4 1 3 1 1 )  

= ( 5  I 5 5 1 5 3 3 2 1 )  

I -2-4-3-8-5-9-6-7 

5-1-7-8-9-4-6-3-2 

0 1  = ( I  I 2  I 5 3 3 2  I )  

0 2 = ( 5  I 5 5 4  I 3  I I ) .  

1-2-4-3-9-7-8-6-5 

5-1-7-8-6-2-9-3-4. 
There are many other examples of how decoders have been used for a 

particular application. These include work on scheduling problems (see, for 
example, Bagchi et a1 1991 and Syswerda 1991), pallet loading (Juliff 1993) 
and partitioning (Jones and Beltramo 1991). 

8.3 Formal description 

More formally, a decoder is a mapping T from a representation space (e.g. 
a space of binary strings, vectors of integer numbers and the like) into a 
feasible part of the solution space .F-viewing decoders from this perspective, 
evolutionary computation technique with a decoder is identical to so-called 
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Figure 8.1. Transformation T between solutions in ( U )  original and ( h )  decoder’s space. 

morphogenic evolutionary techniques (Angeline 1995), which include mappings 
(i.e. development functions) between representations that evolve (i.e. evolved 
representations) and representations that constitute the input for the evaluation 
function (i.e. evaluated representation). A graphical example of such a mapping 
is given in figure 8.1, where the mapping T transforms a point d in the 
representation space (part (b ) )  into a feasible solution s (part (a ) ) .  

However, it is important that several conditions are satisfied (Palmer and 
Kershenbaum 1994): 
0 for each solution s E F there is a solution d from the representation space 
0 each solution d from the representation space corresponds to a feasible 

solution s E F 
0 all solutions in F should be represented by the same number of solutions 

(codings) d. 

Additionally, it is reasonable to request that: 
0 

0 

the transformation T is computationally fast 
it has a locality feature in the sense that small changes in a solution from 
the representation space result in small changes in the (feasible) solution 
itself. 

Also, as stated by Davis (1987), 
If one builds a ‘decoder’ into the evaluation procedure that intelligently 
avoids building an illegal individual from the chromosome, the result 
is frequently computation-intensive to run. Further, not all constraints 
can be easily implemented in this way. 

For many years decoders have been used for discrete optimization problems 
only. Only recently an approach for solving constrained numerical optimization 
problems based on a mapping between rz-dimensional cube and a feasible search 
space was described (Kozieland Michalewicz 1998, 1999). A mapping cp was 
developed, which transforms the n-dimensional cube [- 1 ,  11’’ into the feasible 
region F of the problem. Note that F need not be convex; it might be concave 
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or even can consist of disjoint (non-convex) regions. The feasible region is 
defined by an arbitrary set of inequalities: 

g ; ( x )  5 0 for i = 1 , .  . . , rn. 

The mapping proposed by Kozieland Michalewicz (1999) was based on the 
following concepts. First, an additional one-to-one mapping g between the cube 
[-1, 11'' and the search space S was defined (note that the search space S is 
defined as a Cartesian product of domains of all problem variables; the domain of 
variable xi is [ [ ( i ) ,  u ( i ) ]  for i = I ,  . . . , n) .  Then the mapping g : [-1,  I ] "  -+ S 
can be defined as 

~ i ( i )  - I(i) u ( i )  + I(i) 
g(y) = x where xi  = y i  2 + 2  for i = I , .  . . , rz. 

Indeed, for y;  = - I  the corresponding x i  = I ( i ) ,  and for yi = I ,  x i  = u ( i ) .  

at the boundary of the search space S is defined as 
Now, a line segment L between any reference point TO E F and a point s 

Clearly, if the feasible search space F is convex, then the above line segment 
intersects the boundary of F at precisely one point, for some to E [0, 11. 
Consequently, for convex feasible search spaces F, it  is possible to establish a 
one-to-one mapping cp : [- 1 ,  I ] "  -+ F as follows: 

if y f O  
if y = O  

where t-0 E F is a reference point, and ylnax = max:!=l Iyi 1. Figure 8.2 illustrates 
the transformation cp. 

The mapping is more complex for nonconvex feasible search spaces F. Let 
us consider an arbitrary point y E [ - 1 ,  I ]"  and a reference point ro E F. A 
line segment L between the reference point TO and the point s = g(y/yrnax) at 
the boundary of the search space S is defined as before: 

however, it may intersect the boundary of F at many points. In other words, 
instead of a single interval of feasibility 10, to] for convex search spaces, we 
may have several intervals of feasibility: 

Assume there are altogether k subintervals of feasibility for a such line segment 
and the ti mark their limits. Clearly, tl = 0, t; < t;+l for i = 1 , .  . . , 2k - 1 ,  
and t2k 5 1 (see figure 8.3). 
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Figure 8.2. 
dimensional case), with particular steps of the transformation. 

A mapping cp from the cube [ - I .  11" into the convex space 3 (two- 

Figure 8.3. A line segment in a nonconvex space 3 and corresponding subintervals 
(two-dimensional case). 

Thus, it is necessary to introduce an additional mapping y ,  which transforms 
interval [0, 11 into the sum of intervals [ h i - , ,  I?;]. However, we define such a 
mapping y rather between (0, I ]  and the sum of intervals ( r ? ; - I ,  h i ] :  
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Note that, due to this change, the left boundary point (from each interval 
1 5 i 5 k)  is lost. This is not a serious problem, since we can approach 
the lost points with arbitrary precision. On the other hand, the benefits are 
clear: it is possible to 'glue together' intervals which are open at one end and 
closed at another; additionally, such a mapping is one-to-one. There are many 
possibilities for defining such a mapping; we have used the following. First, let 
us  define a reverse mapping 6: 

as follows: 

k where d; = t 2 j  - t 2 j - 1 ,  d = Ejzl  d,, and t 2 i - l  < t 5 t2i.  Clearly, the mapping 
y is the reverse of 6: 

where j is the smallest index such that a 5 S ( t 2 j ) .  

Now, the general mapping p, a transformation of the constrained 
optimization problem to the unconstrained one for every feasible set F, can 
be defined; it is given by the following formula: 

if y # O  
if y = O  

where ro E F is a reference point, y,, = maxy==, I y j J ,  and to = y(Iym,J). 
Finally, it is necessary to consider a method of finding such points of 

intersections ti (see figure 8.3). This is relatively easy for convex sets, since 
there was only one point of intersection. In the implementation of this system 
(Kozieland Michalewicz 1999) the authors used the following approach. They 
considered any boundary point s of S and the line segment L determined by 
this point and a reference point TO E 3. There are rn constraints gi(z) 5 0 and 
each of them can be represented as a function pi of one independent variable t 
(for fixed reference point r o  E F and the boundary point s of S): 

As the feasible region need not be convex, it may have more than one point of 
intersection of the segment L with the boundaries of the set F. Therefore, the 
interval [0, I )  is partitioned into U subintervals [ V j - l ,  ~ j ] ,  where v; -u,-I = l / v  
( 1  5 j 5 v ) ,  so that equations Bi(t) = 0 have at most one solution in every 
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subinterval. In that case the points of intersection can be determined by a binary 
search. Once the intersection points between a line segment L and all constraints 
g;(z) 5 0 are known, it is quite easy to determine intersection points between 
this line segment L and the boundary of the feasible set F. For the experimental 
results the reader is referred to the article by Kozieland Michalewicz (1999). 

In (Kozieland Michalewicz, 1998) the authors investigated the role of the 
reference point TO,  which can ‘follow’ the best solution found so far (the method 
of iterative solution improvement). In that way, the reference point can adapt 
itself to the current state of the search. This approach can be combined also 
with some other improvements (e.g. a non-uniform distribution of values of t 
can concentrate the search around the reference point which follows the best 
solution). 
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Repair algorithms 

Zbignie w Michalew icz 

9.1 Introduction 

Repair algorithms enjoy a particular popularity in the evolutionary computation 
community: for many combinatorial optimization problems (e.g. the traveling 
salesman problem, the knapsack problem, and the set covering problem) it is 
relatively easy to repair an infeasible individual. Such a repaired version can 
be used either for evaluation only; that is, 

eval (y) = eval f(x) 

where x is a repaired (i.e. feasible) version of y, or it can also replace (with 
some probability) the original individual in the population. Note that the repaired 
version of solution m (figure 6.2) might be the optimum X. 

The process of repairing infeasible individuals is related to combination 
of learning and evolution (the so-called Baldwin efect, Whitley et a1 1994). 
Learning (as local search in general, and local search for the closest feasible 
solution, in particular) and evolution interact with each other: the evaluation of 
the improvement (again, improvement in the sense of finding a repaired, feasible 
solution) is transferred to the individual. In this way a local search is analogous 
to learning that occurs during one generation of a particular string. Note that the 
repair process is used only for evaluation of an individual; the repaired version 
of the individual does not replace the original one. 

The weakness of these methods is in their problem dependence. For each 
particular problem a specific repair algorithm should be designed. Moreover, 
there are no standard heuristics on design of such algorithms; usually it is 
possible to use a greedy repair or random repair or incorporate any other 
heuristic which would guide the repair process. Also, for some problems the 
process of repairing infeasible individuals may be as complex as solving the 
original problem. This is the case for the nonlinear transportation problem (see 
Michalewicz 1993), most scheduling and timetable problems, and many others. 

The question of replacing repaired individuals is related to so-called 
Lamarckian evolution (Whitley et al 1994), which assumes that an individual 
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improves during its lifetime and that the resulting improvements are coded back 
into the chromosome. As stated by Whitley et al (1994), 

Our analytical and empirical results indicate that Lamarckian strategies 
are often an extremely fast form of search. However, functions 
exist where both the simple genetic algorithm without learning and 
the Lamarckian strategy used . . . converge to local optima while the 
simple genetic algorithm exploiting the Baldwin effect converges to a 
global optimum. 

This is why it is necessary to use the replacement strategy very carefully. 
Recently Orvosh and Davis (1993) reported a so-called 5% rule: this 

heuristic rule states that in many combinatorial optimization problems an 
evolutionary computation technique with a repair algorithm provides the best 
results when 5% of repaired individuals replace their infeasible originals. 
However, many recent experiments (see e.g. Michalewicz 1996) have indicated 
that for many combinatorial optimization problems this rule does not apply. 
Either a different percentage gives better results, or there is no significant 
difference in the performance of the algorithm for various probabilities of 
replacement. 

It seems that the ‘optimal’ probability of replacement is problem dependent 
and it may change over the evolution process as well. Further research is 
required to compare different heuristics for setting this parameter, which is of 
great importance for all repair-based methods. 

We shall illustrate the above points on two examples (taken from discrete and 
continuous domains): the 0- 1 knapsack problem and the nonlinear programming 
problem. 

The 0-1 knapsack problem can be formulated as follows: for a given set of 
weights wi ,  profits p i ,  and capacity C, find a binary vector 2 = (XI,  . . . , x,), 
such that 

n 

c x i w i  5 c 
i = l  

and for which 

is maximum. 
A binary string of the length n represents a solution x to the problem: the 

ith item is selected for the knapsack iff x [ i ]  = 1.  The evaluation of each string 
is determined on the basis of its feasibility; the evaluation measure evalf for a 
feasible string IZ: is 

i = l  
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whereas the evaluation measure eval, for a infeasible string x is 

i = l  

where vector x’ is a repaired version of the original vector x. 
The procedure for converting infeasible x into feasible x’ is straightforward: 

Input: x 

Output: x’, the repaired version of x 

knapsack-overfilled t false; 
X ‘ t - x  

then 

fi 
while (knapsack-overfilled) do 

knapsack-overfilled t true 

i t select an item from the knapsack 
remove the selected item from the knapsack: 

Xf! t 0; 
if E:=, xjwi 5 C 
then 

fi 
knapsack-overfilled t false 

od 

9.2 First example 

There are still several possible repair methods which follow the outline of this 
repair procedure; they may differ in selection procedure select, which chooses 
an item for removal from the knapsack. For example, the procedure select 
(i) may select a random element from the knapsack, (ii) may select the first 
available element from the left (right) of the list, (iii) may sort all items in the 
knapsack in decreasing order of their profit to weight ratios and always choose 
the last item (from the list of available items) for deletion (i.e. greedy repair), 
or (iv) may sort all items in the knapsack in decreasing order of their profit to 
weight ratios and choose an item (from the list of available items) for deletion 
with respect to some probability distribution (items with a larger ratio would 
have smaller probability of selection). Other repair methods are also possible. 

In general, there are two categories of repair methods. Some of them (such 
as (i) and (iv) in the previous paragraph) contain an element of randomness; 
consequently, it is possible that two identical solutions have different evaluation 
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measures. On the other hand, other repair methods (such as (ii) or (iii) in the 
previous paragraph) are deterministic. 

From experiments reported by Michalewicz (1996) it seems that 
deterministic (greedy) repair gives much better results than random repairs. 
Additionally, the experiments did not confirm the 5% replacement rule: either 
a different percentage gave better results, or there was no significant difference 
in the performance of the algorithm for various probabilities of replacement. In 
most cases, the higher the replacement ratio, the better the result (as a rule of a 
thumb, experiments with the 0-1 knapsack problem suggest a replacement ratio 
of l.O!). 

9.3 Second example 

The second example of a repair process in evolutionary techniques is taken from 
a continuous domain: it is the nonlinear programming problem. The problem 
is formulated as follows: find 2 so as to 

subject to 

g j ( z )  5 0 for j = 1 , .  . . , q and h j ( z )  = 0 for j = q + I , .  . . , rn. 

Michalewicz and Nazhiyath (1995) reported on implementation of a new 
system, Genocop 111. This maintains two separate populations, where a 
development in one population influences evaluations of individuals in the other 
population. The first population P, consists of so-called search points. Search 
points need not be feasible; the variables just stay within specified limits, that is, 
they satisfy domain constraints. (In Genocop I11 it is also possible to define linear 
constraints as a separate set of constraints, which are handled by specialized 
operators.) The second population P, consists of so-called reference points; 
these points are fully feasible, that is, they satisfy all constraints (if the system 
cannot find any reference point, the user is prompted for it). 

Reference points r from P,, being feasible, are evaluated directly by the 
objective function (i.e. evalf(r) = f(r)). On the other hand, search points from 
P, are repaired for evaluation and the repair process for s E P, works as follows. 
If s is feasible, then evalf(s) = f ( s ) .  Otherwise (i.e. s # F), the system selects 
one of the reference points, for example, T from P,, and creates a sequence of 
points z j  from a segment between s and r:  zi = a j s  + ( 1  - q)r. This can 
be done either (i) in a random way by generating random numbers a j  from the 
range (0, l ) ,  or (ii) in a deterministic way by setting ai = 1/2, 1/4, 1/8, . . . 
until a feasible point is found. Figure 9.1 illustrates the point. 

The system has a few additional parameters. As explained in the previous 
paragraph, two repair methods are available: random or deterministic. Also, it is 
possible to specify the way a reference point is selected for a repair process. This 
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Figure 9.1. The repair process. A solution (search point) s1 is repaired (point z )  with 
respect to the reference solution rl .  The feasible areas of the search space are shaded. 

selection is random either with a uniform probability distribution (all reference 
points have equal chances for selection) or with a probability distribution of 
reference points that depends on their evaluations (a ranking method is used). 
Clearly, in different generations the same search point S can evaluate to different 
values due to the random nature of the repair process. 

Additionally, if f ( x )  is better than f ( r ) ,  then the point z replaces r as a 
new reference point in the population of reference points Pr. Also, z replaces s 
in the population of search points P, with some probability of replacement Pr. 

It was interesting to check whether some p %  rule (like the 5% rule of Orvosh 
and Davis 1993, reported for discrete domains) would emerge from experiments 
for numerical optimization problems. For this purpose one of the test problems 
for Genocop I11 was selected. 

The problem (Keane 1994) is to maximize a function: 

where 

Genocop I11 was run for the case of n = 20 for 10000 generations with 
different values of replacement ratio. It was interesting to note the increase of 
the performance (in terms of the best solution found) of the system when the 
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replacement ratio was increased gradually from 0.00 to 0.15%. For the ratio of 
0.15% the best solution found was 

X =  (3.16311359,3.13150430,3.09515858,3.06016588,3.03103566, 
2.99 1 585 49,2.958 025 93,2.922 858 95,0.486 843 88,0.477 322 79, 
0.480 444 73,0.487 909 1 I ,  0.484 504 37,0.448 070 32,0.468 777 60, 
0.456 485 06,0.447 626 08, 0.449 139 86,0.443 908 63,0.45 1 493 32) 

where f (2) = 0.803 5 10 67. However, further increases deteriorated the 
performance of the system; often the system converged to points y E F, where 
0.75 5 f(y) 5 0.78. 

It is too early to claim a 15% replacement rule for continuous domains; 
however, pr = 0.15 gave also the best results for other test cases. 

9.4 Conclusion 

Clearly, further research is necessary to investigate the relationship between 
optimization problems and repair techniques (these include repair methods as 
well as replacement rates). 
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10 
Constraint-preserving operators 

Zbignie w Michale w icz 

10.1 Introduction 

Many researchers have successfully experimented with specialized operators 
which preserve feasibility of individuals. These specialized operators 
incorporate problem-specific knowledge; the purpose of incorporating domain- 
based heuristics into operators (Surry et a1 1995) is 

. . . to build and use genetic operators that ‘understand’ the constraints, 
in the sense that they never produce infeasible solutions (ones that 
violate the constraints). . . .The search is thus reformulated as an 
unconstrained optimization problem over the reduced space. 

The main disadvantages connected with this approach are that (i) the problem- 
specific operators must be tailored for a particular application, and that (ii) it 
is very difficult to provide any formal analysis of such a system (however, 
important work towards understanding the way in which operators manipulate 
chromosomes is reported by Radcliffe ( I  991, 1994)). Nevertheless, there is 
overwhelming experimental evidence for the usefulness of this approach. 

In this section we illustrate the case of problem-specific operators on 
three examples: the transportation problem, nonlinear optimization with linear 
constraints, and the traveling salesman problem. These three examples illustrate 
very well the mechanisms for incorporating problem-specific knowledge into 
specialized operators; in all examples operators transform feasible solutions into 
feasible offspring. 

This is a very popular approach; most applications developed to date include 
some specialized operators which ‘understand’ the problem domain and preserve 
feasibility of solutions. 

10.2 The transportation problem 

We concentrate on operators which have been developed in connection with 
Genetic-2n, an evolutionary system for the transportation problem. 
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Three ‘genetic’ operators were defined: two mutations and one crossover. 
All these operators transform a matrix (representing a feasible transportation 
plan) into a new matrix (another feasible transportation plan). Note that a 
feasible matrix (i.e. a feasible transportation plan) should satisfy all marginal 
sums (i.e. totals for all rows and columns should be equal to given numbers, 
which represent supplies and demands at various sites). For example, let us 
assume that 
destinations, 
as follows: 

sour 

a transportation problem is defined with four sources and five 
where the supplies (vector sour) and demands (vector dest) are 

11 = 8.0 sour[2] = 4.0 sour[3] = 12.0 sour[4] = 6.0 

and 

dest[ 1 )  = 3.0 dest[2 

Then, the following 
transportation problem 

= 5.0 dest[3] = 10.0 dest[4] = 7.0 dest[5] = 5.0. 

matrix represents a feasible solution to the above 

Note that the sum of all entries in the ith row is equal to sour[i] (i = 
1,2,  3,4) and the total of all entries in the j th column is equal to dest[j] 

The first mutation selects some (random) number of rows and columns from 
a parent matrix; assume that the first and the third rows were selected together 
with the first, third, and fifth columns. The entries which are placed on the 
intersection of selected rows and columns (typed in boldface in the original 
matrix) form the following submatrix: 

( j  = 1,2,  3,4,5).  

In this submatrix all marginal sums are calculated, and all values are 
reinitialized. The initialization procedure introduces as many zero entries into 
the matrix as possible, thus searching the surface of the feasible convex search 
space. All marginal totals are left unchanged. For example, the following 
submatrix may result after the reinitialization process is completed: 

Consequently, the offspring matrix (a new feasible transportation plan) is: 
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0.0 0.0 
0.0 4.0 
0.0 0.0 
3.0 1.0 

8.0 0.0 0.0 
0.0 0.0 0.0 
2.0 7.0 3.0 
0.0 0.0 2.0 

The only difference between the two mutation operators is that the second 
one avoids introducing zero while reinitializing submatrices, thus moving a 
feasible solution towards the center of the feasible search space. 

The third operator, arithmetical crossover, for any two feasible parents 
(matrices U and V )  produces two children X and Y ,  where X = cl U + c2 V 
and Y = c1 V + c2U (where C I ,  c2 L 0 and C I  + c2 = 1). As the constraint set 
is convex this operation ensures that both children are feasible if both parents 
are. 

It is clear that all operators of Genetic-2n maintain feasibility of potential 
solutions: arithmetical crossover produces a point between two feasible points 
of the convex search space and both mutations were restricted to submatrices 
only to ensure no change in marginal sums. 

10.3 Nonlinear optimization with linear constraints 

Let us consider the following optimization problem: 
, f ( x l ,  x2, . . , , x,) subject to the following sets of linear constraints: 

optimize a function 

(i) Domain constraints. li 5 xi 5 U ,  for i = I ,  2, . . . , n. We write 1 5 x 5 U, 

where 1 = ( 1 1 ,  . . . , I , , ) ,  U = (u1,  . . . , U,,), x = (XI, . . . , x,). 
(ii) Equalities. Ax = b, where x = (XI, .  . . , x,,), A = (aij) ,  b = (hl ,  . . . , bp) ,  

1 5 i 5 p ,  and 1 5 j 5 n ( p  is the number of equations). 
(iii) Inequalities. Cx 5 d, where x = ( X I , .  . . , x,,), C = (c j j ) ,  d = 

(d l ,  . . . , d m ) ,  I 5 i 5 rn, and I 5 j 5 n (rn is the number of inequalities). 

Due to the linearity of the constraints, the solution space is always a convex 
space D. Convexity of D implies that: 

0 for any two points SI and s 2  in the solution space D, the linear combination 
as1 + ( I  - a)s2, where a E [0, I ] ,  is a point in S .  
for every point so E S and any line p such that so E p ,  p intersects the 
boundaries of S at precisely two points, say lj?," and U : ' .  

0 

Consequently, the value of the ith component of a feasible solution x = 
(XI,  . . . , x,) is always in some (dynamic) range (left(i), right(i)); the bounds 
left(i) and right(i) depend on the other vector values X I ,  . . . , xi-], x;+l, . . . , x,,, 
and the set of constraints. 

Several specialized operators were developed on the basis of the above 
properties; we discuss some of them in turn. 
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Uniform mutation. This operator requires a single parent x and produces a 
single offspring 2’. The operator selects a random component k E { 1 ,  . . . , n }  
of the vector x = ( X I , .  . . , X k ,  . . . , x,) and produces x’ = (XI, . . . , x;, . . . , xn), 
where X; is a random value (uniform probability distribution) from the range 
(left(k) , right(k) ) . 

Boundary mutation. This operator requires also a single parent x and produces 
a single offspring 2’. The operator is a variation of the uniform mutation with 
xi being either left(k) or right(k), each with equal probability. 

Nonunifiirm mutation. This is the (unary) operator responsible for the fine- 
tuning capabilities of the system. It is defined as follows. For a parent x ,  if the 
element xk is selected for this mutation, the result is x’ = (XI, . . . , x;, . . . , x,), 
where 

xk + A(t,  right(k) - XA) 

Xk - A ( t ,  x k  - left(k)) 
if a random binary digit is 0 
if a random binary digit is 1 

x; = { 
The function A ( t ,  Y )  returns a value in the range [0, y ]  such that the probability 
of A ( t ,  y)  being close to zero increases as t increases ( t  is the generation 
number). This property causes this operator to search the space uniformly 
initially (when t is small), and very locally at later stages. We have used the 
following function: 

where r is a random number in the range [0..1], T is the maximal generation 
number, and h is a system parameter determining the degree of nonuniformity. 

ArithmeticaZ crossover. This binary operator is defined as a linear combination 
of two vectors: if X I  and 11=2 are to be crossed, the resulting offspring are 
x’, = ax1 + ( 1  - a)x2 and xi = a22 + ( I  - a ) x l .  This operator uses a random 
value a E [O..l], as it always guarantees closedness (xi, xk E 27). 

All of the above operators preserve feasibility, transforming (a) feasible parent(s) 
into feasible offspring. 

10.4 Traveling salesman problem 

Whitley et a1 (1989) developed the edge recombination crossover (ER) for the 
traveling salesman problem. The ER operator explores the information on edges 
in a tour, for example for the tour 

( 3 1 2 8 7 4 6 9 5 )  
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the edges are (3 I ) ,  (1 2), (2 S), (8 7), (7 4), (4 6), (6 9), (9 5), and ( 5  3). 
After all, edges-not cities-carry values (distances) in the TSP. The objective 
function to be minimized is the total of edges which constitute a legal tour. 
The position of a city in a tour is not important: tours are circular. Also, the 
direction of an edge is not important: both edges (3 1 )  and ( 1  3) signal only 
that cities 1 and 3 are directly connected. 

The general idea behind the ER crossover is that an offspring should be built 
exclusively from the edges present in both parents. This is done with help of the 
edge list created from both parent tours. The edge list provides, for each city 
c, all other cities connected to city L' in at least one of the parents. Obviously, 
for each city c there are at least two and at most four cities on the list. For 
example, for the two parents 

and 

the edge list is 

city 1 : edges to other cities: 9 2 4 
city 2 : edges to other cities: 1 3 8 
city 3 : edges to other cities: 2 4 9 5 
city 4 : edges to other cities: 3 5 1 
city 5 : edges to other cities: 4 6 3 
city 6 : edges to other cities: 5 7 9 
city 7 : edges to other cities: 6 8 
city 8 : edges to other cities: 7 9 2 
city 9 : edges to other cities: 8 I 6 3. 

The construction of the offspring starts with a selection of an initial city from 
one of the parents. Whitley et a2 ( I  989) selected one of the initial cities (e.g. 1 
or 4 in the example above). The city with the smallest number of edges in the 
edge list is selected. If these numbers are equal, a random choice is made. Such 
selection increases the chance that we complete a tour with all edges selected 
from the parents. With a random selection, the chance of having edge failure, 
that is, being left with a city without a continuing edge, would be much higher. 
Assume we have selected city 1 .  This city is directly connected with three other 
cities: 9, 2, and 4. The next city is selected from these three. In our example, 
cities 4 and 2 have three edges, and city 9 has four. A random choice is made 
between cities 4 and 2; assume city 4 was selected. Again, the candidates for the 
next city in the constructed tour are 3 and 5 ,  since they are directly connected 
to the last city, 4. Again, city 5 is selected, since it has only three edges as 
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opposed to the four edges of city 3. So far, the offspring has the following 
shape: 

(1 4 5 x x x x x x ) .  

Continuing this procedure we finish with the offspring 

( 1 4 5 6 7 8 2 3 9 )  

which is composed entirely of edges taken from the two parents. 
The ER crossover was further enhanced (Starkweather et a1 1991). The idea 

was that the ‘common subsequences’ were not preserved in the ER crossover. 
For example, if the edge list contains the row with three edges 

city 4 : edges to other cities: 3 5 1 

then one of these edges repeats itself. Referring to the previous example, it is 
the edge (4 5). This edge is present in both parents. However, it is listed as 
other edges, for example (4 3) and (4 I), which are present in one parent only. 
The proposed solution modifies the edge list by storing ‘flagged’ cities: 

city 4 : edges to other cities: 3 -5 1.  

The notation ‘-’ means simply that the flagged city 5 should be listed twice. In 
the previous example of two parents 

and 
p 2 = ( 4 1 2 8 7 6 9 3 5 )  

the (enhanced) edge list is: 

city 4 : edges to other cities: 9 -2 4 
city 4 : edges to other cities: -1 3 8 
city 4 : edges to other cities: 2 4 9 5 
city 4 : edges to other cities: 3 -5 I 
city 4 : edges to other cities: -4 6 3 
city 4 : edges to other cities: 5 -7 9 
city 4 : edges to other cities: -6 -8 
city 4 : edges to other cities: -7 9 2 
city 4 : edges to other cities: 8 1 6 3. 

The algorithm for constructing a new offspring gives priority to flagged entries: 
this is important only in the cases where three edges are listed-in the two 
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other cases either there are no flagged cities, or both cities are flagged. This 
enhancement (plus a modification for making better choices when random edge 
selection is necessary) further improved the performance of the system. 

We illustrate this enhancement using the previous example. Assume we have 
selected city 1 as an initial city for an offspring. As before, this city is directly 
connected with three other cities: 9, 2, and 4. In this case, however, city 2 is 
flagged, so i t  is selected as the next city of the tour. Again, the candidates for the 
next city in the constructed tour are 3 and 8, since they are directly connected to 
the last city, 2; the flagged city 1 is already present in the partial tour and is not 
considered. Again, city 8 is selected, since it has only three edges as opposed 
to the four edges of city 3. So far, the offspring has the following shape: 

( 1  2 8 x x x x x x ) .  

Continuing this procedure we finish with the offspring 

( 1 2 8 7 6 5 4 3 9 )  

which is composed entirely of edges taken from the two parents. 
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11 
Other constraint-handling methods 

Zbigniew Michalewicz 

11.1 Introduction 

Several additional constraint-handling heuristics have emerged during the last 
few years. Often these methods are difficult to classify: either they are based 
on some new ideas or they combine a few elements present in other methods. 
In this section several such techniques are discussed. 

11.2 Multiobjective optimization methods 

One of the techniques includes utilization of multiobjective optimization 
methods, where the objective function f and, for rn constraints 

and 
h j ( z )  = 0 for j = q + I , .  . . , m 

their constraint violation measures & 

constitute an (m + I)-dimensional vector: 

Using some multiobjective optimization method, we can attempt to minimize 
its components: an ideal solution x would have &(x) = 0 for I 5 i 5 m and 
f ( x )  5 f ( y )  for all feasible y (minimization problems). 

A successful implementation of a similar approach was presented recently by 
Surry et al ( 1995). All individuals in the population are measured with respect 
to constraint satisfaction-each individual z is assigned a rank r ( z )  according 
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to its Pareto ranking; the rank can be assigned either by peeling off successive 
nondominating layers or by calculating the number of solutions which dominate 
it (see Chapter 5 for more details on multiobjective optimization). Then, the 
evaluation measure of each individual is given as a two-dimensional vector: 

At this stage, a modified Schaffer ( 1  984) VEGA system (for vector evaluated 
genetic algorithm) was used. The main idea behind the VEGA system 
was a division of the population into (equal-sized) subpopulations; each 
subpopulation was ‘responsible’ for a single objective. The selection procedure 
was performed independently for each objective, but crossover was performed 
across subpopulation boundaries. Additional heuristics were developed (e.g. 
wealth redistribution scheme, crossbreeding plan) and studied to decrease a 
tendency of the system to converge towards individuals which were not the 
best with respect to any objective. However, instead of proportional selection, 
a binary tournament selection was used, where the tournament criterion cost 
value f is selected with probability p and constraint ranking r with probability 
1 - p .  The value of the parameter p is adapted during the run of the algorithm; 
it  is increased or decreased on the basis of the ratio of feasible individuals in 
the recent generations (i.e. if the ratio is too low, the parameter p is decreased. 
Clearly, if p approaches zero, the system favors constraint rank). The outline 
of the system implemented for a particular problem of the optimization of gas 
supply networks (Surry et al 1995) is as follows: 
0 calculate constraint violation for all solutions 
0 rank individuals based on constraint violation (Pareto ranking) 
0 evaluate the cost of solutions (in terms of function f) 
0 select proportion p of parents based on cost, and the other based on ranking 
0 perform genetic operators 
0 adjust p on the basis of the ratio of feasible individuals in the recent 

generations. 

11.3 Coevolutionary model approach 

Another approach was reported by Paredis ( 1  994). The method (described in 
the context of constraint satisfaction problems) is based on a coevolutionary 
model, where a population of potential solutions coevolves with a population 
of constraints: fitter solutions satisfy more constraints, whereas fitter constraints 
are violated by more solutions (i.e. the harder it is to satisfy a constraint, the 
fitter the constraint is, thus participating more actively in evaluating individuals 
from the solution space). This means that individuals from the population of 
solutions are considered from the whole search space S ,  and that there is no 
distinction between feasible and infeasible individuals (i.e. there is only one 
evaluation function eval without any split into evalf for feasible or eval, for 
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infeasible individuals). The value of eval is determined on the basis of constraint 
violation measures fJ ; however, fitter constraints (e.g. active constraints) would 
contribute more frequently to the value of eval. 

Yet another heuristic is based on the idea of handling constraints in 
a particular order; Schoenauer and Xanthakis (1993) called this method a 
‘behavioral memory’ approach. The initial steps of the method are devoted 
to sampling the feasible region; only in the final step is the objective function 
f optimized. 

The 

Start with a random population of individuals (i.e. these individuals are 
feasible or infeasible). 
Set j = I ( j  is the constraint counter). 
Evolve this population to minimize the violation of the j th  constraint, until 
a given percentage of the population (the so-called flip threshold #) is 
feasible for this constraint. In this case 

eval(z) = gl(z)  

Set j = j + 1. 
The current population is the starting point for the next phase of the 
evolution, minimizing the violation of the j th constraint: 

eval(z) = gj(z). 

(To simplify notation, we do not distinguish between inequality constraints 
gj and equations hj ; all m constraints are denoted by gj  .) During this phase, 
points that do not satisfy at least one of the first, second,. . . , ( j  - 1)th 
constraints are eliminated from the population. The halting criterion is 
again the satisfaction of the j th constraint by the flip threshold percentage 
# of the population. 
If j < m, repeat the last two steps, otherwise ( j  = m )  optimize the 
objective function f rejecting infeasible individuals. 
method has a few merits. One of them is that in the final step of the 

algorithm the objective function f is optimized (as opposed to its modified 
form). However, for larger feasible spaces the method just provides additional 
computational overhead, and for very small feasible search spaces it is essential 
to maintain diversity in the population. 

11.4 Cultural algorithms 

It is also possible to incorporate the knowledge of the constraints of the problem 
into the belief space of cultural algorithms (Reynolds 1994); such algorithms 
provide a possibility of conducting an efficient search of the feasible search 
space (Reynolds et al 1995). The research on cultural algorithms (Reynolds 
1994) was triggered by observations that culture might be another kind of 
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inheritance system. However it is not clear what the appropriate structures 
and units to represent the adaptation and transmission of cultural information 
are. Neither is it clear how to describe the interaction between natural evolution 
and culture. Reynolds developed a few models to investigate the properties 
of cultural algorithms; in these models, the belief space is used to constrain 
the combination of traits that individuals can assume. Changes in the belief 
space represent macroevolutionary change and changes in the population of 
individuals represent microevolutionary change. Both changes are moderated 
by the communication link. 

The general intuition behind belief spaces is to preserve those beliefs 
associated with ‘acceptable’ behavior at the trait level (and, consequently, to 
prune away unacceptable beliefs). The acceptable beliefs serve as constraints 
that direct the population of traits. It seems that the cultural algorithms may 
serve as a very interesting tool for numerical optimization problems, where 
constraints influence the search in a direct way (consequently, the search may 
be more efficient in constrained spaces than in unconstrained ones!). 

11.5 Segregated genetic algorithm 

Le Riche et a1 ( 1995) proposed a method which combines the ideas of penalizing 
infeasible solutions with coevolutionary concepts. The ‘classical’ methods 
based on penalty functions either (i) maintain static penalty coefficients (see 
e.g. Homaifar et a1 1994), ( i i )  use dynamic penalties (Smith and Tate 1993), 
(iii) use penalties which are functions of the evolution time (Michalewicz and 
Attia 1994, Joines and Houck 1994), or (iv) adapt penalty coefficients on the 
basis of the number of feasible and infeasible individuals in recent generations 
(Bean and Hadj-Alouane 1992). The method of Le Riche proposes a so- 
called segregated genetic algorithm which uses a double-penalty strategy. The 
population is split into two coevolving subpopulations, where the fitness of each 
subpopulation is evaluated using either one of the two penalty parameters. The 
two subpopulations converge along two complementary trajectories, which may 
help to locate the optimal region faster. Also, such a system may make the 
algorithm less sensitive to the choice of penalty parameters. 

The outline of the method is as follows: 

0 create two sets of penalty coefficients, p j  and r; (i = 1, . . . , m ) ,  where 

start with two random populations of individuals (i.e. these individuals are 
feasible or infeasible); the size of each population is the same pop-size 
evaluate these populations; the first population is evaluated as 

pi << ri 
0 

0 
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0 

0 

0 

0 

0 

0 

The 

and the other population as 
in 

,j= I 

create two separate ranked lists 
merge the two lists into one ranked population of the size pop-size 
apply selection and operators to the new population; create the new 
population of pop-size offspring 
evaluate the new population twice (with respect to p; and r j  values, 
re spec ti vel y ) 
from the old and new populations create two populations of the size 
pop-size each; each population is ranked accordingly to its evaluation with 
respect to pj  and r j  values, respectively 
repeat the last four steps. 
major merit of this method is that it permits the balancing of the influence 

of two sets of penalty parameters. Note that if pj = Y j  (for 1 5 j 5 m) ,  the 
algorithm is similar to the (pop-size, pop-size) evolution strategy. The reported 
results of applying the above segregated genetic algorithm to the laminate design 
problem were very good (Le Riche et a1 1995). 

11.6 Genocop 111 

Michalewicz and Nazhiyath ( 1995) mixed the idea of repair algorithms with 
concepts of coevolution. The Genocop 111 system maintains two separate 
populations: the first population consists of (not necessarily feasible) search 
points and the second population consists of fully feasible reference points. 
Reference points, being feasible, are evaluated directly by the objective function. 
Search points are ‘repaired’ for evaluation. The repair process samples the 
segment between the search and reference points; the first feasible point is 
accepted as a repaired version of the search point. Genocop I11 avoids some 
disadvantages of other systems. It uses the objective function for evaluation 
of fully feasible individuals only, so the evaluation function is not distorted 
as in methods based on penalty functions. It introduces only few additional 
parameters and it always returns a feasible solution. However, it requires 
an efficient repair process, which might be too costly for many engineering 
problems. 
A comparison of some of the above methods is presented by Michalewicz 
( 1  995). 
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12 
Constraint-satisfaction problems 

A E Eiben and Zs Ruttkay 

12.1 Introduction 

Applying evolutionary algorithms (EAs) for solving constraint-satisfaction 
problems (CSP) is interesting from two points of view. On the one hand, since a 
general CSP is known to be NP complete (Mackworth 1977), one cannot expect 
that an effective classical deterministic search algorithm can be forged to solve 
CSPs. There has been a continuous effort to construct effective algorithms 
for specific CSPs, and to characterize the difficulty of problem classes. The 
proposed algorithms apply different search strategies, often guided by heuristics 
based on some evaluation of the uninstantiated variables and of the possible 
values. The search can be preceded by preprocessing of the domains or the 
constraints. For an overview of specific search strategies and heuristics see 
the work of Meseguer (1989), Nudel ( I  983), and Tsang (1993). What makes 
deterministic heuristic search methods strong in certain cases is just what makes 
them weak in others: they restrict the scope of the search, based on (explicit 
or implicit) heuristics. If the heuristics turn out to be misleading, it is often 
very tiresome to enlarge or shift the scope of the search using a series of 
backtrackings. This problem could be treated by diversifying the search by 
maintaining several different candidate solutions in parallel and counterbalancing 
the greediness of the heuristics by incorporating random elements into the 
construction mechanism of new candidates. These two principles are essential 
for EAs. Hence, the idea of applying EAs to solve CSPs is a natural response 
for the limitations of the classical CSP solving methods. 

On the other hand, traditional EAs are mainly used for unconstrained 
optimization. Problems where constraints play an essential role have the 
common reputation of being EA hard. This is due to the fact that standard 
genetic operators (mutation and crossover) are ‘blind’ to constraints. In other 
words, there is no guarantee that children of feasible parents are also feasible, 
nor that children of infeasible parents are ‘less infeasible’ than the parents. 
Thus, handling constrained problems with EAs is a big challenge for the field 
(cf Michalewicz and Michalewicz 1995). 
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The main goals of this section are to present definitions that yield a clear 
conceptual framework and terminology for constrained problems and to discuss 
different ways to apply EAs for solving CSPs within the above framework. 

12.2 Free optimization, constrained optimization, and constraint 
satisfaction 

Let us first set up a general conceptual framework for constrained problems. 
Without such a framework terminology and views can be ambiguous. For 
instance, the traveling salesperson problem (TSP) is a constrained problem if 
we consider that each variable can have each city label as a value but a solution 
can contain each label only once. This latter restriction is a constraint on the 
search space S = D I  x . . . x D I I ,  where each Di ( i  E (1 , .  . . , n } )  is the set of 
all city labels. Nevertheless, the TSP is an unconstrained problem if we define 
the search space as the set of all permutations of the city labels. 

Dejnition 12.2.1. We will call a Cartesian product of sets S = D1 x . . . x D, 
a free search space. 

Note that this definition puts no requirements on the domains; they can be 
discrete or continuous, connected or not. The rationale behind this definition is 
that testing the membership relation of a free search space can be performed 
independently on each coordinate and taking the conjunction of the results. This 
implies an interesting property from an EA point of view: if two chromosomes 
from a free search space are crossed over, their offspring will be in the same 
space as well. Thus, (genetic) search in a space of the form S = D I  x . . . x D, 
is free in this sense; this motivates the name. 

Dejinition 12.2.2. A free optimization problem (FOP) is a pair (S, f ) ,  where S 
is a free search space and f is a (real-valued) objective function on S, which has 
to be optimized (minimized or maximized). A solution of a free optimization 
problem is an s E S with an optimal f-value. 

Definition 12.2.3. A constraint-satisfaction problem (CSP) is a pair (S, @), 
where S is a free search space and 4 is a formula (a Boolean function on S). 
A solution of a constraint-sati,~faction problem is an s E S with @(s) = true. 

Usually a CSP is stated as a problem of finding an instantiation of variables 
211, . . . , 21, within the finite domains D I  , . . . , D, such that constraints (relations) 
CI , . . . , c,, prescribed for (some 00 the variables hold. The formula @ is then 
the conjunction of the given constraints. One may be interested in one, some, 
or all solutions, or only in the existence of a solution. We restrict our discussion 
to finding one solution. It is also worth noting that our definitions allow CSPs 
with continuous domains. Such a case is almost never considered in the CSP 
literature: by the finiteness assumption on the domains D1, . . . , D,, the usual 
CSPs are discrete. 
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Definition 12.2.4. A constrained optimization problem (COP) is a triple 
(S, f ,  @), where S is a free search space, .f is a (real-valued) objective function 
on S and Cp is a formula (a Boolean function on S). A solution of a constrained 
optimization problem is an s E S with @ ( s )  = true and an optimal f-value. 

The above three problem types can be represented in the same scheme as 
(S, f ,  o),  (S, 0 ,  @), and (S, f ,  Cp) respectively, where 0 means the absence of the 
given component. 

Definition /2.2.5. For CSPs, as well as for COPs, we call the @ the feasibility 
(vndition, and the set {s E S(@(s) = t rue}  will be called the .feasible search 
space. 

With this terminology, solving a CSP means finding one single feasible 
element; solving a COP means finding a feasible and optimal element. These 
definitions eliminate the arbitrariness of viewing a problem as a constrained 
problem. For example, in the most natural formalization of the TSP candidate 
solutions are permutations of the cities { X I ,  . . . , x n } .  The TSP is then a COP 
(S, f: @), where S = ( X I ,  . . . , x,,}”, @(s)  = true ($ V i ,  j E { 1, . . . , n }  s; # .s,, 
and f ( s )  = C:.Ll dist(s;, s;+l), where .s,,+I := SI. 

12.3 Transforming constraint-satisfaction problems to 
evolutionary-algorithm-suited problems 

Note that the presence of an objective function (fitness function) to be optimized 
is essential for EAs. A CSP (S, 0 ,  Cp) is lacking this component; in this sense it 
is not EA suited. Therefore it needs to be transformed to an EA-suited problem, 
an FOP (S, J; 0 )  or a COP (S, ,f, +), before an EA can be applied to it. 

DeJinition 12.3.1. Let problems A and B be either of (S, f ,  o),  ( S ,  0 ,  @), 
( S ,  ,f, 4). A and B are equivalent if 

Vs E S : s is a solution of A ++ s is a solution of B .  

We say that A subsumes B if 

Vs E S : s is a solution of A ==$ s is a solution of B .  

Thus, solving a CSP by an EA means that we transform it to an FOPKOP 
that subsumes it and solve this FOP/COP. In the following we discuss how to 
transform CSPs to FOPs and COPs. Solving the resulting problems is another 
issue. FOPs allow free search; in this sense they are simple for an EA; COPs, 
however, are difficult to solve by EAs. Notice that the term ‘constraint handling’ 
has two meanings in this context. Its first meaning is ‘how to transform the 
constraints of a given CSP’: whether, and how, to incorporate them in an FOP 
or a COP. The second meaning emerges when a CSP -+ COP transformation 
is chosen: ‘how to maintain the constraints when solving a COP by an EA’. It 
is this second meaning that is mostly intended in the EA literature. 
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12.3. I Transforming a constraint-satisfaction problem to a free optimization 
pro b 1 em 

Let (S, 0 , @ )  be a CSP and let us assume that @ is given by a conjunction of 
some constraints (relations) c1, . . . , c, that have to hold for the variables. An 
equivalent FOP can be created by defining an objective function f which has 
an optimal value if and only if all constraints c ~ ,  . . . c, are satisfied. Applying 
an EA for this FOP means that all constraints are handled indirectly, that is 
the EA operates freely on S (see the remark after definition 12.1) and reaching 
the optimum means satisfying all constraints. Using such a CSP -+ FOP 
transformation implies that ‘constraint handling’ is restricted to its first meaning. 

Incorporating all constraints in f can be done by applying penalties on 
constraint violation. The most straightforward possibility for a penalty function 
f based on the constraints is to consider the number of violated constraints. This 
measure, however, does not distinguish between difficult and easy constraints. 
These aspects can be reflected by assigning weights to the constraints and 
defining f as 

m 

i= I 

where wi is the penalty (or weight) assigned to constraint ci and 

i f s  violates ci 
otherwise. x ( s ,  Ci) = 

Satisfying a constraint with a high penalty gives a relatively high reward to the 
EA, hence it will be ‘more interested’ in satisfying such constraints. Thus, the 
definition of an appropriate penalty function (Chapter 7) is of crucial importance. 
For determining the constraint weights one can use the measures common in 
classical CSP solving methods (e.g. constraint tightness) to evaluate the difficulty 
of constraints. A more sophisticated notion of penalties can be based on the 
degree of violation for each constraint. In this approach x ( s ,  ci) is not simply 
1 or 0, but a measure of how severe the violation of ci is. 

Another type of penalty function is obtained if we concentrate on the 
variables, instead of the constraints. The function f is then based on the 
evaluation of the incorrect values, that is variables where the value violates 
at least one constraint. Let C‘ ( i  E { 1, . . . , n } )  be the set of constraints that 
involves variable i. Then 

where wi is the penalty (or weight) assigned to variable i and 

i f s  violates at least one c E C’ 
otherwise. x ( s ,  C’) = 
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Obviously, this approach can also be. refined by measuring how serious the 
violation of constraints is. A particular implementation of this idea is to define 

Example 12.3.1. Consider the graph three-coloring problem, where the nodes of 
a given graph G = ( N ,  E ) ,  E E N x N ,  have to be colored by three colors 
in such a way that no neighboring nodes, i.e. nodes connected by an edge, 
have the same color. Formally we can represent this problem as a CSP with 
n = IN1 variables, each with the same domain D = { 1,2,3}, Furthermore, 
we need rn = / E ]  constraints, each belonging to one edge, with c,(s) = true 
iff e = ( k ,  I )  and sk # SI, i.e. the two nodes on the corresponding edge have 
a different color. Then the corresponding CSP is ( S ,  $), where S = D" and 
$(s) = c,. Using a constraint-oriented penalty function (equation (1 2.1)) 
with w,  1 we would count the incorrect edges that connect two nodes with 
the same color. The variable-oriented penalty function (equation (1 2.2)) with 
wi = 1 amounts to counting the incorrect nodes that have a neighbor with the 
same color. 

x(s,ci) as C c , t C r  x ( s , c , j ) .  

A great many penalty functions used in practice are (a variant of') one of 
the above two options. There are, however, other possibilities. For instance, 
instead of viewing the objective function f as a penalty for constraint violation, 
it can be perceived as the distance to a solution, or more generally, the cost 
of reaching a solution. In order to define such an f a distance measure d 
on the search space has to be given. Since the solutions are not known in 
advance, the real distance from s E S to the set of solutions can only be 
estimated. One such an estimation is based on the projection of a constraint 
c.  If c operates on the variables vi,  , . . . , V j k ,  then this projection is defined as 
the set S,. = {(s;,, . . . , sik) E Di, x . . . x Di, I c(si , ,  . . . , S j k )  = t rue} ,  and the 
distance of s E S from Sc is d(s, S,) := min{d((si,, . . . , sik) ,  z )  I z E S c ) .  (We 
assume that d is also defined on hyperplanes of S.) Now it is a natural idea to 
estimate the distance of an s E S from a solution as 

(1 2.3) 

It is clear that s E S is a solution of the CSP iff f(s) = 0. Function (12.3) 
is just an example satisfying this equivalence property. In general an objective 
function of the third kind does not necessarily have to be based on a distance 
measure d. It can be any cost measure as long as f ( s )  = 0 implies membership 
of the set of solutions. 

Example 12.3.2. Consider the graph three-coloring problem again. The 
projection of a constraint c ( ~ , J )  belonging to an edge ( k ,  I )  is Sc,k,I) = 
{(1,2) ,  (1,3), (2, I ) ,  ( 2 , 3 ) ,  (3, I ) ,  ( 3 , 2 ) }  and we can define the cost of reaching 
S,,,,,, from an s E S as the number of value modifications in s needed to have 
(s;, s;) E Sc. (k , I ) .  In this simple example this will be one for every s E S and c(k,l), 
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thus the formulas ( I  2.1) and ( 1  2.3) will coincide, both counting the incorrect 
edges. 

As we have already mentioned, solving an FOP is ‘easy’ for an EA; at 
least it is ‘only’ a matter of optimization. Whether or not the FOP approach 
is successful depends on the EA’s ability to find an optimum. Penalizing 
infeasible individuals is studied extensively by Michalewicz ( 1  995), primarily in 
the context of treating COPs with continuous domains. Experiments reported for 
example by Richardson et a1 (1989) and Michalewicz (1996, p 86-7) indicate 
that GAS with penalty functions are likely to fail on sparse problems, i.e. on 
problems where the ratio between the size of the feasible and the whole search 
space is small. 

12.3.2 Transforming a c.onstraint-sati.~~a~.tion problem to u constrained 
optimization problem 

The limitations of using penalty functions as the only means of handling 
constraints force one to look for other options. The basic idea is to incorporate 
only some of the constraints in ,f’ (these are handled indirectly) and maintain the 
other ones directly. This means that the CSP (S, o r + )  is transformed to a COP 
(S, f ,  +), where the constraints not in ,f’ form +. In this case we presume that 
the EA works with individuals satisfying +, that is, it will operate on the space 
{x E SI+(x )  = t rue}  and finding an ,s E {x E SJ+(x) = t rue}  (a solution for 
the CSP) means finding an s E (x E SI+(x) = t rue}  with an optimal f-value. 

Definition 12.3.2. If the context requires a clear distinction between qh 
(expressing the constraints given in the original CSP) and + (expressing an 
appropriate subset of the constraints in the COP) we will call + the allowabilit?, 
condition and {s E Sl+(s )  = t rue}  the ullowable search space. 

For a given CSP several equivalent COPs can be defined by choosing 
the subset of the constraints incorporated in the allowability condition and/or 
defining the objective function measuring the satisfaction of the remaining 
constraints differently. Such decisions can be based on distiguishing constraints 
for which finding and maintaining solutions is easy (in +) or difficult (in f )  
(cf Smith and Tate 1993). For the constraints in the allowability condition it 
is essential that they can be satisfied by the initialization procedure and can be 
maintained by the EA. The latter requires that the EA guarantees that the new 
candidate solutions are always allowable. This implies that the COP approach 
is more complex than the FOP approach. When deciding which constraints to 
incorporate in the allowability condition, one should already consider how it 
can be maintained by the EA in  mind. 
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12.3.3 Changing the search space 

Up to now we have assumed that the candidate solutions of the original CSP 
and the individuals of the EA are of the same type, namely members of S .  This 
is not necessary: the EA may operate on a different search space, S’, assuming 
that a decoder (Chapter8) is given which transforms a given genotype s ’  E S’ 
into a phenotype s E S. Usually, this technique is used in such a way that the 
elements of S generated by decoding elements of S’ automatically fulfil1 some 
of the original constraints. However, it is not guaranteed automatically that the 
decoder can create the whole S from S’, hence, it can occur that not all solutions 
of the original CSP can be produced. 

Here again, choosing an appropriate representation, i.e. S’, for the EA 
and making the decoder are highly correlated. Designing a good decoder is 
clearly a problem specific task. However, order-based representation, where 
S’ consists of permutations, is a generally advisable option. Many decoders 
create a search object (an s E S) by a sequential procedure, following a 
certain order of processing. In these terms the goal of the search is to find a 
sequence that encodes a solution; that is, we have a sequencing problem. In the 
meanwhile, sequencing problems can be naturally represented by permutations 
as chromosomes and there are many off-the-shelf order-based operators at our 
disposal (Olivier et a1 1987, Fox and McMahon I99 I ,  Starkweather et a1 1991). 
This makes order-based representation a promising option. 

Example 12.3.3. For the graph three-coloring problem each permutation of 
nodes can be assigned a coloring by a simple greedy decoding algorithm. The 
decoder processes the nodes in the order they appear in the permutation n and 
colors node ri with the smallest color from { 1,2 ,  3) that does not violate the 
constraints. If none of the colors in { 1 ,  2, 3} is suitable a random assignment 
is made. Formally, we change to a COP (S’, f ,  +), where S’ = {s, ,  . . . , s,~}”,  
@(s’) = true ($ V i ,  j E { 1 , .  . . , n }  s,! # .$ and f is an objective function 
taking its optimum on permutations that encode feasible colorings. Note that 
when coloring a node ni some neighbors of i might not have a color yet, thus 
not all constraints can be evaluated. This means that the decoder considers a 
color suitable if it does not violate that subset of the constraints that can be 
evaluated at the given moment. 

An interesting variation of this permutations + decoder approach is decoding 
permutations to partial solutions. In the work of Eiben et a1 (1  994) and Eiben 
and van der Hauw (1996) the decoder leaves nodes uncolored in the case of 
violations and J’ is the number of uncolored nodes. It might seem that this 
objective function supplies too little information, but the experiments showed 
that this EA consistently outperforms the one with integer representation (see 
example 12.1). This is even more interesting if we take into account that the 
permutation space has n !  elements, while the size of S = { 1 ,  2, 3)” is only 3”. 
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12.4 Solving the transformed problem 

If we have transformed a given CSP to an FOP we can simply apply the usual 
EA machinery to find a solution of this FOP. However, there can be many ways 
to enhance a simple function optimizing EA by incorporating constraint-specific 
features into it. Next we discuss two domain independent options, concerning 
the search operators, respectively the fitness function. One option is thus to 
use specific search operators based on heuristics that try to create children that 
are ‘less infeasible’ than the parents. The heuristic operators used by Eiben 
et a1 (1994, 1995) work by (partially) replacing pure random mutation and 
recombination mechanisms by heuristic ones. Domain independent variable- and 
value-ordering heuristics from the classical constructive CSP solving methods 
are adopted. There are two kinds of heuristic, one for selecting the position 
to change in a chromosome and one for choosing a new value for a selected 
variable. The heuristic for selecting the position to change chooses that gene 
i which causes the most severe violation in terms of ~ c . , t C z  x ( s ,  c,i). The 
heuristic for value selection choose a value that leads to the highest decrease 
in penalty. Using these problem independent techniques the performance of 
genetic algorithms (GAS) on CSPs can be highly increased. 

Another option is to dynamically refocus the search by changing the 
objective function f .  The basic idea is that the weights are periodically modified 
by an adaptive mechanism depending on the progress of the search. If in the 
best individual a constraint is not satisfied, or a variable is instantiated to a value 
that violates constraints, then the corresponding weight is increased. We have 
applied this approach successfully for solving CSPs. We observed (Eiben and 
Ruttkay 1996) that the GA was able to learn constraint weights that were to a 
large extent independent from the applied genetic operators and initial constraint 
weights. We showed (Eiben and van der Hauw 1996) that this technique is very 
powerful and it resulted in a superior graph-coloring algorithm. A big advantage 
of this technique is that it is problem independent. Coevolutionary constraint 
satisfaction (Paredis 1994) can also be seen as a particular implementation 
of adapting the penalty function. Dynamically changing penalties were also 
applied by Michalewicz and Attia ( 1994) and Smith and Tate ( 1  993), for solving 
(continuous) COPS. 

If we have chosen to transform the original CSP to a COP (whether or not 
through a decoder), then we have to take care to enforce the constraints in the 
allowability condition. This is typically done by either: 

( i )  
(ii) preserving allowability, i.e. using special operators that guarantee that 

(iii) repairing newborn individuals if they are not allowable. 
The eliminating approach is generally very inefficient, therefore hardy 
practicable. Repair algorithms are treated in Section C5.4(Chapter 9), while 
Chapter 10 handles constraint-preserving operators; therefore we omit a detailed 

eliminating newborn individuals if they are not allowable, 

allowable parents have allowable children, or 
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discussion here. Let us, however, make a remark on the preserving approach. 
When choosing the subset of the constraints incorporated in 7c/ or in f’ one 
should keep in mind that the more constraints are represented by f ,  the less 
informative the evaluation of the individuals is. For instance, we know that 
two constraints are violated, but we do not know which ones. Hence, the 
performance of an EA can be expected to be raised by putting many constraints 
in 7c/ and few constraints in f’. Nevertheless, this requires genetic operators that 
maintain many constraints. Thus, the representation issue, i.e. what constraints 
to keep in the allowability criterion, cannot be treated independently from the 
operator issue (see also De Jong 1987). 

12.5 Conclusions 

In this section we defined three problem classes, FOPS, CSPs, and COPs. In 
this framework we gave a systematic overview of possibilities to apply EAs for 
CSPs. Since a CSP has no optimization component i t  has to be transformed 
to an FOP or a COP that subsumes i t  and an EA should be applied to the 
transformed problem. The FOP option means unconstrained search, thus success 
of this approach depends on the ability of minimizing penalties. To this end we 
have sketched two problem independent extensions to a general evolutionary 
optimizer: 

0 applying heuristic operators based on classical CSP solving techniques that 
presumably reduce the level of constraint violation, and 
using adaptive penalty functions based on an updating mechanism of 
weights, thus allowing the EA to redefine the relative importance of 
constraints or variables to focus on. 

0 

Once we have a COP to be solved by an EA the constraints in the feasibility 
(allowability) conditions have to be taken care of, while still having to minimize 
penalties. Solving COPs by EAs has already received a lot of attention: for 
detailed discussions we refer to other sections of this handbook. Let us note, 
however, that the EA extensions mentioned for the FOP-based approach are also 
applicable for improving the performance of an EA working on a COP. 

The quoted examples and other successful case studies (e.g. Dozier et a1 
1994, Hao and Dome 1994) suggest that for many CSPs it is possible to find 
effective and efficient EAs. However, there is no general recipe for how to 
handle a CSP by EAs. Our experiments with graph coloring seem to confirm 
the conclusions of Richardson et al (1989) and Michalewicz (1996) that on 
tough problems the simple penalty function approach is not the best option. 

An open research topic is whether one could forge EAs which construct a 
solution for a CSP, instead of searching in the space of complete instantiations 
of the variables. Actually, our application of decoders corresponds to deciding 
in which order the variables are instantiated (nodes are colored). Hence, the 
decoder technique can be seen as a method to construct different partial or 
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complete instantiations of the variables. Whether it is possible to forge such 
EAs which operate on partial instantiations directly is an interesting research 
issue. 

Optimal tuning of the EA (e.g. population size or mutation rates) remains an 
open issue. As the proper selection of these parameters very much depends on 
the characteristics of the solution space (how many solutions there are, how they 
are distributed), one can expect guidelines for specific types of CSP for which 
these characteristics have been investigated. On the basis of the characterization 
of the fitness landscape one may forecast the effectiveness and efficiency of a 
genetic operator (Manderick and Spiessens 1994). 

We have given just one example of the possible benefits of adaptivity. 
Besides adapting penalties, EAs could also dynamically adjust parameters 
based on the evaluation of past experiences. Adaptively modifying operator 
probabilities (Davis 1989), mutation rates (Back 1992), or the population size 
(Arabas et al 1994) has led to interesting results. In addition to these parameters, 
similar techniques could be used to modify the heuristics, thus the genetic 
operators, based on earlier performance. 

Finally, a hard nut is the question of unsolvable CSPs, since in general an 
EA cannot conclude for sure that a problem is not solvable. In the particular 
case of arc inconsistency the results of Bowen and Dozier (1995) are, however, 
very promising. 
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13 
Niching methods 

Samir W Mahfoud 

13.1 Introduction 

Niching methods (Mahfoud 1995a) extend genetic algorithms (GAS) to domains 
that require the location and maintenance of multiple solutions. While traditional 
GAS primarily perform optimization, GAS that incorporate niching methods 
are more adept at problems in classification and machine learning, multimodal 
function optimization, multiobjective function optimization (Chapter 5) ,  and 
simulation of complex and adaptive systems. 

Niching methods can be divided into families or categories, based upon 
structure and behavior. To date, two of the most successful categories of niching 
methods are fitness sharing (also called sharing) and crowding. Both categories 
contain methods that are capable of locating and maintaining multiple solutions 
within a population, whether those solutions have identical or differing fitnesses. 

13.2 Fitness sharing 

Fitness sharing, as introduced by Goldberg and Richardson (1987), is a fitness 
scaling mechanism that alters only the fitness assignment stage of a GA. Sharing 
can be used in combination with other scaling mechanisms, but should be the 
last one applied, just prior to selection. 

From a multimodal function maximization perspective, the idea behind 
sharing is as follows. If similar individuals are required to share payoff or 
fitness, then the number of individuals that can reside in any one portion of 
the fitness landscape is limited by the fitness of that portion of the landscape. 
Sharing results in individuals being allocated to optimal regions of the fitness 
landscape. The number of individuals residing near any peak will theoretically 
be proportional to the height of that peak. 

Sharing works by derating each population element’s fitness by an amount 
related to the number of similar individuals in the population. Specifically, 
an element’s sharedfitness, F’,  is equal to its prior fitness F divided by its 
niche count. An individual’s niche count is the sum of sharing function (sh) 
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values between itself and each individual in the population (including itself). 
The shared fitness of a population element i is given by the following equation: 

(13.1) 

The sharing function is a function of the distance d between two population 
elements; it returns a ‘ I ’  if the elements are identical, a ‘0’ if they cross some 
threshold of dissimilarity, and an intermediate value for intermediate levels of 
dissimilarity. The threshold of dissimilarity is specified by a constant, oshare;  if 
the distance between two population elements is greater than or equal to (Tshare, 

they do not affect each other’s shared fitness. A common sharing function is 

if d < oshare 
otherwise ( I  3.2) 

where a is a constant that regulates the shape of the sharing function. 
While nature distinguishes its niches based upon phenotype, niching GAS 

can employ either genotypic or phenotypic distance measures. The appropriate 
choice depends upon the problem being solved. 

13.2. I Genotypic sharing 

In genotypic sharing, the distance function d is simply the Hamming distance 
between two strings. (The Hamming distance is the number of bits that do not 
match when comparing two strings.) Genotypic sharing is generally employed 
by default, as a last resort, when no phenotype is available to the user. 

13.2.2 Phenotypic sharing 

In phenotypic sharing, the distance function d is defined using problem-specific 
knowledge of the phenotype. Given a function optimization problem containing 
k variables, the most common choice for a phenotypic distance function is 
Euclidean distance. Given a classification problem, the phenotypic distance 
between two classification rules can be defined based upon the examples to 
which they both apply. 

13.2.3 Parameters and extensions 

Typically, a! is set to unity, and oshare is set to a value small enough to allow 
discrimination between desired peaks. For instance, given a one-dimensional 
function containing two peaks that are two units apart, a oshare of 1 is ideal: since 
each peak extends its reach for oshare = 1 unit in each direction, the reaches of 
the peaks will touch but not overlap. Deb ( 1  989) gives more details for setting 
oshshare. 
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Population size (Chapter 17)can be set roughly as a multiple of the number 
of peaks the user wishes to locate (Mahfoud 1995a, b). Sharing is best run for 
few generations, perhaps some multiple of logp. This rough heuristic comes 
from shortening the expected convergence time for a GA that uses fitness- 
proportionate selection (Goldberg and Deb 1991). A CA under sharing will not 
converge population elements atop the peaks it locates. One way of obtaining 
such convergence is to run a hillclimbing algorithm after the CA. 

Sharing can be implemented using any selection method, but the choice of 
method may either increase or decrease the stability of the algorithm. Fitness- 
proportionate selection with stochastic universal sampling (Baker 1987) is one 
of the more stable options. Tournament selection is another possibility, but 
special provisions must be made to promote stability. Oei et a1 (1991) propose 
a technique for combining sharing with binary tournament selection. This 
technique, tournament selection with continuously updated sharing, calculates 
shared fitnesses with respect to the new population as it is being filled. 

The main drawback to using sharing is the additional time required to 
cycle through the population to compute shared fitnesses. Several authors 
have suggested calculating shared fitnesses from fixed-sized samples of the 
population (Goldberg and Richardson 1987, Oei et a1 1991). Clustering is 
another potential remedy. Yin and Germay (1993) propose that a clustering 
algorithm be implemented prior to sharing, in order to divide the population 
into niches. Each individual subsequently shares only with the individuals in 
its niche. As far as GA time complexity is concerned, in real-world problems, 
a function evaluation requires much more time than a comparison; most GAS 
perform only O(p)  function evaluations each generation. 

13.3 Crowding 

Crowding techniques (De Jong 1975) insert new elements into the population 
by replacing similar elements. To determine similarity, crowding methods, like 
sharing methods, utilize a distance measure, either genotypic or phenotypic. 
Crowding methods tend to spread individuals among the most prominent peaks 
of the search space. Unlike sharing methods, crowding methods do not allocate 
elements proportional to peak fitness. Instead, the number of individuals 
congregating about a peak is largely determined by the size of that peak’s basin 
of attraction under crossover. 

By replacing similar elements, crowding methods strive to maintain the 
preexisting diversity of a population. However, replacement errors may prevent 
some crowding methods from maintaining individuals in the vicinity of desired 
peaks. The deterministic crowding algorithm (Mahfoud 1992, 1995a) is designed 
to minimize the number of replacement errors, and thus allow effective niching. 

Deterministic crowding works as follows. First it groups all population 
elements into p/2 pairs. Then it crosses all pairs and mutates the offspring. Each 
offspring competes against one of the parents that produced it. For each pair 
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of offspring, two sets of parent-child tournaments are possible. Deterministic 
crowding holds the set of tournaments that forces the most similar elements to 
compete. 

The pseudocode for deterministic crowding is as follows: 

Input: g-number of generations to run, p-population size 
Output: P (g)-the final population 

Deterministic crowding requires the user only to select a population size ,Y 

and a stopping criterion. As a general rule of thumb, the more final solutions 
a user desires, the higher ,Y should be. The user can stop a run after either 
a fixed number of generations g (of the same order as p)  or when the rate 
of improvement of the population approaches zero. Full crossover should be 
employed (with probability 1 .O) since deterministic crowding only discards 
solutions after better ones become available, thus alleviating the problem of 
crossover disruption. 

Two crowding methods similar in operation and behavior to deterministic 
crowding have been proposed (Cedeiio et al 1994, Harik 1995). CedeAo et a1 
suggest utilizing phenotypic crossover and mutation operators (i.e. specialized 
operators), in addition to phenotypic sharing; this results in further reduction of 
replacement error. 

13.4 Theory 

Much of the theory underlying sharing, crowding, and other niching methods 
is currently under development. However, a number of theoretical results exist, 
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and a few areas of theoretical research have already been defined by previous 
authors. The characterization of hard problems is one area of theory. For niching 
methods, the number of optima the user wishes to locate, in conjunction with 
the number of optima present, largely determines the difficulty of a problem. 
A secondary factor is the degree to which extraneous optima lead away from 
desired optima. 

Analyzing the distribution of solutions among optima for particular 
algorithms forms another area of theory. Other important areas of theory 
are calculating expected drift or disappearance times for desired solutions; 
population sizing; setting parameters such as operator probabilities and oshare 

(for sharing); and improving the designs of niching genetic algorithms. For an 
extensive discussion of niching methods and their underlying theory, consult the 
article by Mahfoud (1995a). 
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14 
Speciation methods 

Kalyanmoy Deb (14.1-14.4) and William A4 Spears (14.5, 
4.6) 

14.1 Introduction 

Kalyanmoy Deb 

Despite some controversy, most biologists agree that a species is a collection 
of individuals which resemble each other more closely than they resemble 
individuals of another species (Eldredge 1989). It is also clear that the 
reproductive process of the sexually reproducing organisms causes individuals 
to resemble their parents, thereby maintaining a phenotypic similarity among 
individuals of the community or the species. Thus, there is a strong correlation 
among the reproductively coherent individuals and a phenotypically similar 
cluster of individuals. Since in evolutionary algorithms a population of solutions 
is used, artificial species of phenotypically similar solutions can be formed and 
maintained in the population by restricting their mating to that with similar 
individuals. Before we outline how to form and maintain multiple species in 
a population, let us discuss why it could be necessary to form species in the 
applications of evolutionary algorithms. 

In Chapter 13, we saw that multiple optimal solutions in a multimodal 
optimization problem can be found simultaneously by forming artificial niches 
(subpopulations) in the population. Each niche can be considered to represent 
a peak (in the spirit of maximization problems). To capture a number of 
peaks simultaneously and maintain them for many generations, a niching 
method is used. Niching helps to emphasize and maintain solutions around 
multiple optima. However, in niching, the main emphasis is devoted to 
distributing the population members across different peaks. Thus, the niching 
technique cannot quite focus its search on each peak and find the exact optimal 
solutions efficiently. This is because some of the search effort is wasted in 
the recombination of interpeak solutions, which, in turn, may produce some 
lethal solutions representing none of the peaks. A speciation method used in 
evolutionary computation (EC) studies, on the other hand, restricts mating to that 
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among like solutions (likeness can be defined phenotypically or genotypically) 
and discourages mating among solutions of different peaks. If the likeness is 
defined properly, two parent solutions chosen for mating are likely to represent 
the same peak. Thus, when like individuals mate with each other, the created 
children solutions are also similar to the parent solutions and are likely to be 
members of the same peak. This way, the restriction of mating to that among 
like solutions may reduce the creation of lethal solutions (which represent none 
of the peaks). This may allow the search to concentrate on each peak and help 
find the best or near-best optimum solution efficiently. However, in order to 
apply the speciation technique properly, solutions representing each peak must 
first be found. Thus, the speciation technique cannot be used independently. 
In the presence of both niching and speciation, niching finds and maintains 
subpopulations of solutions around multiple optima and the speciation technique 
allows us to make an inherent parallel search in each optimum to find multiple 
optimal solutions simultaneously . 

Among the evolutionary algorithms, a number of speciation methods have 
been suggested and implemented in genetic algorithms (GAS). Of the earlier 
works related to mating restriction in GAS, Hollstien’s (1 97 1 ) inbreeding 
scheme where mating was allowed between similar individuals in his simulation 
of animal husbandry problems, Booker’s ( 1982) taxon-exemplar scheme for 
restrictive mating in his simulation of learning pattern classes, Holland’s 
suggestion of a tag-template scheme (Goldberg 1989), Sannier and Goodman’s 
( 1  987) restrictive mating in forming separate coherent groups in a population, 
Deb’s ( I  989) phenotypic and genotypic mating restriction schemes, and Spears’ 
(1994) and Perry’s (1984) speciation using tag bits are a few studies. In the 
following, we discuss some of the above speciation methods in more detail. 

14.2 Booker’s taxon-exemplar scheme 

Kalyanmoy Deb 

Booker (1982) used taxons and exemplars in his learning algorithm to reduce 
the formation of lethal individuals. He defined a taxon as a string (constructed 
over the three-letter alphabet (0, 1, #}, with a # matching a 0 or a 1). The 
population is initialized with taxon strings. In his restricted mating policy, he 
wanted to restrict mating among similar taxon strings, which were identified 
by calculating a match score of the taxon strings with a given exemplar binary 
string. He allowed partial match scores depending on the matching of the taxon 
and the exemplar. For the following two taxon strings and the exemplar string, 
the first taxon matches the exemplar completely. The second taxon matches the 
exemplar partially (in first, third, and fourth positions): 

Taxon Exemplar 
(1 # 0 0 #) (1 0 0 0 0). 
(# 1 # 0 1) 
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If the taxon completely matches the exemplar, a score is assigned as the sum 
of the string length and the number of #s in the taxon. The partial credit is 
also assigned based on the number of correct matches and the number of #s 
in the taxon. In order to implement the restrictive mating policy, he chose 
parent taxon strings from a sample subpopulation determined based on the 
available matching taxon strings in the population. If a specified number of 
matching taxon strings are available in the population, parent strings are chosen 
uniformly at random from all the matching taxon strings. Otherwise, parent 
strings are chosen according to a probability distribution calculated based on 
the match score of the taxon strings. I n  a number of pattern discovery problems 
an improved performance is observed with the restricted mating policy. 

After the patterns were discovered, Booker extended his above scheme to 
classify the discovered patterns using a modified string as follows: 

Taxon Tag 
(1 # 0 0 #) : (1 0 0 0 0). 

In addition to the taxon string, a tag string is introduced to classify the discovered 
taxon strings (or patterns). The taxon strings matching a particular tag string 
were considered to be in the same class. A similar match score was used, except 
that this time the matching was performed with the taxon and tag strings. As 
discussed elsewhere (Goldberg 1989), there is one difficulty with the above tag- 
taxon scheme. The tag string must be of the same length as the taxon string. 
This increases the complexity of the classification problem, whereas the same 
concept can be implemented with shorter tag and template strings, as suggested 
by Holland; a brief description of this is given by Goldberg (1989). 

14.3 The tag-template method 

Kalyanmoy Deh 

In addition to the functional string (the taxon string in Booker’s pattern 
classification problem), a template and a tag string are introduced. The template 
string is constructed from the three-letter alphabet (1, 0, and #) as before, but 
the tag string is a binary string of the same length as the template string. A 
typical string with the tag and template strings would look like the following: 

Template Tag. Functional string 
( # O l )  : (100) : (1011001101). 

The size of tag and template strings depends on the number of desired solutions. 
A simple calculation shows that if y different optimal solutions (peaks) are 
to be found, the minimum string length for the tag and template is rlog,yl 
(Deb 1989). The tag and template strings are created at random in the initial 
population along with the functional string. These two strings do not affect the 
fitness of the functional string. However, they are affected by the crossover and 
the mutation operators, as well. For the template string, the mutation operator 
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must be modified to operate on a three-allele string. The purpose of these strings 
is to restrict mating. Before crossing a pair of individual strings, their tag and 
template strings are matched. If the match score exceeds a threshold value, 
the crossover is performed between the two strings as usual; otherwise some 
other string pair is tested for a possible mating. In this process, the tag and 
template strings corresponding to the good individuals in early populations are 
emphasized and an artificial tag is set for solutions in each peak. Later on, 
since crossing over is only performed between the matched strings, only similar 
strings (or strings from the same peak) tend to participate in crossover. 

Although neither Holland nor Goldberg simulated this speciation method, 
Deb ( 1989) (with assistance from David Goldberg) implemented this scheme 
and applied this technique in solving multimodal test problems. In both cases, 
GAS with the tag-template scheme performed better than GAS without it. 

14.4 Phenotypic and genotypic mating restriction 

Kalynnrnoy Deb 

Deb (1989) has developed two mating restriction schemes based on the 
phenotypic and genotypic distance between mating individuals. The mating 
restriction schemes are straightforward. In order to choose a mate for an 
individual, their distance (in phenotypic mating restriction the Euclidean distance 
and in genotypic mating restriction the Hamming distance) is computed. If the 
distance is closer than a parameter onlating, they participate in the crossover 
operation; otherwise another individual is chosen at random and their distance 
is computed. This process is continued until a suitable mate is found or all 
population members are exhausted, in which case a random individual is chosen 
as a mate. Deb has implemented both the above mating restriction schemes with 
a single-point crossover and applied them to solve a number of multimodal test 
problems. Although, in all his simulations, the parameter umating was kept the 
same as the parameter crshare used in the niching methods, other values of Omating 

may also be chosen. It is worthwhile to mention that niching with the Oshare 

parameter is implemented in the selection operator and the mating restriction 
with the Omating parameter is implemented in the crossover operator. GAS with 
niching and mating restriction were found to better distribute the population 
across the peaks than GAS with sharing alone. Here, we present simulation 
results for the phenotypic mating restriction scheme adopted in that study. In 
solving the single-variable, five-peaked function in the interval 0 5 x 5 I 

with crshare = CT,,ating = 0.1, 100 population members after 200 generations 
without and with phenotypic mating restriction are shown in figure 14.1. 
Stochastic remainder roulette wheel selection and single-point crossover 
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operators are used. The crossover and mutation probabilities are kept as 
0.9 and 0.0, respectively. The figures show that, with the mating restriction 
scheme (the right-hand panel), the number of lethal (nonpeak) individuals 
has been significantly decreased. This study also implemented a genotypic 
mating restriction scheme and similar results were obtained. Some guidelines in 
choosing the sharing and mating restriction parameters are outlined elsewhere 
(Deb 1989, Deb and Goldberg 1989). 
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Figure 14.1. The distribution of 100 solutions without (left) and with (right) a mating 
restriction scheme. 

14.5 Speciation using tag bits 

William M Spears 

Another method for identifying species is via the use of tag bits, which are 
appended to every individual. Each species corresponds to a particular setting 
of these bits. Suppose there are k different sets of tag bit values at a particular 
generation of the evolutionary algorithm (EA). Denote these sets as {So, . . . , 
Sk-l} .  The sets are numbered arbitrarily. Each individual belongs to one S j  
and all individuals in a particular Si have the same tag bit values. For example, 
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suppose there is only one tag bit and that some individuals exist with a tag bit 
value zero and that the remainder exist with tag bit value one. Then (arbitrarily) 
assign the former set of individuals to So and the latter set to SI.  Let I (  1 )  denote 
the cardinality of the sets. 

Spears (1994) uses the tag bits to 
sharing. With sharing, the perceived 
objective fitness , f i :  

.fi 
II Sj I1 

F; - 

restrict mating and to perform fitness 
fitness, Fi,  is a normalization of the 

i E S, 

where )IS, 1 1  is the size of the species that individual i is in. 
The average fitness of the population, F ,  becomes 

which is just 

since the species sizes have to total N (recall that no individual can lie in more 
than one species). The expected number of offspring for an individual is now 

Restricted mating is performed by only allowing recombination to occur 
between individuals with the same tag bit values. Mutation can flip all bits, 
including the tag bits, thus allowing individuals to change labels. Experimental 
results, as well as some modifications to the above mechanism can be found 
in the article by Spears (1994). Code for the algorithm can be found at 
http://www.aic.nrl.navy.mil/-spears. 

Perry’s thesis work (Perry 1984) with speciation is extremely similar to the 
above technique. Perry includes both species and environmental regions in an 
EA. Species are identified via tag bits and an environmental region is similar 
to an EA population. Recombination within an environment can occur only on 
individuals with the same tag bit values. Mutation is allowed to change tag bits, 
in order to introduce new species. The additional use of a ‘migration’ operator, 
which moves individuals from one environment to another, does not have an 
analog in the work of Spears (1994). 

Perry gives an example of two species in an environment-fitness 
proportional selection is performed, and the average fitness of an environment 

F; / F .  

is 

or 
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where N is the population size of the environmental niche. The expected number 
of offspring is ,f; / ,?. One can see that the main difference between the two 
methods is the use of sharing in the computation of fitness in the work of 
Spears (1994). Thus i t  is not surprising that in many of Perry’s experimental 
runs one particular species would eventually dominate an environmental niche 
(however, it should be noted that in the work of Perry ( I  984) the domination 
of an environment by a species was not undesirable behavior). 

The use of tag bits makes restricted mating and fitness sharing more efficient 
because distance comparisons do not have to be computed. Interestingly, it is 
also possible to make Goldberg’s implementation of sharing more efficient by 
sampling (Goldberg et a1 1992). In other words the distance of each individual 
from the rest is estimated by using a subset of the remaining individuals. 

14.6 Relationship with parallel algorithms 

William M Speurrs 

Clearly this work has similarities to the EA research performed on parallel 
architectures (Section 15.1, Chapter 16). In a parallel EA, a topology is imposed 
on the EA population, resulting in species. However, there are some important 
differences between the parallel approaches and the sequential approach. For 
example, with the fitness sharing approaches the fitness of an individual and 
the species size are dynamic, based on the other individuals (and species). This 
concentrates effort on more promising peaks, while still maintaining individuals 
in other areas of the search space. This is typically not true for parallel 
EAs implemented on MIMD or SIMD architectures. When using a MIMD 
architecture, species are dedicated to particular processors and the species remain 
a constant size. In SIMD implementations, one or two individuals reside on 
a processor, and species are formed by defining overlapping neighborhoods. 
However, due to the overlap, one particular species will eventually take over 
the whole population. 
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Island (migration) models: evolutionary 
algorithms based on punctuated equilibria 

W N Martin, Jens Lienig and James P Cohoon 

15.1 Parallelization 

Research to develop parallel implementations (Chapter 24) of algorithms has 
a long history (Slotnick et a1 1962, Barnes et a1 1968, Wulf and Bell 1972) 
across many disparate application areas. The majority of this research has been 
motivated by the desire to reduce the overall time to completion of a task 
by distributing the work implied by a given algorithm to processing elements 
working in parallel. More recently some researchers have conjectured that 
some parallelizations of a task improve the quality of solution obtained for 
a given overall amount of work, e.g. emergent computation (Forrest 1991), and 
some even suggest that considering parallelization may lead to fundamentally 
new modes of thought (Bailey 1992). Note that the benefits of this latter 
kind of parallelization depend only on concurrency, i.e. the logical temporal 
independence, of operations and thus they can also be obtained via sequential 
simulations of parallel formulations. 

The more prevalent motivation for parallelization, i.e. reducing time 
to completion, depends on the specifics of the architecture executing the 
parallelized algorithm. Very early on, it was recognized that different 
parallel hardware made possible different categories of parallelization based 
on the granularity of the operations performed in parallel. Typically these 
categories are referred to as _fine-grained, medium-grained, and coarse-grained 
parallelization. At the extremes of this spectrum, fine-grained (or small-grained) 
parallelism means that only short computation sequences are performed between 
synchronizations, while coarse-grained (or large-grained) parallelism means 
that extended computation sequences are performed between synchronizations. 
SIMD (single-instruction, multiple-data) architectures are most appropriate 
for fine-grained parallelism (Fung 1976), while distributed-memory message- 
passing architectures are most appropriate for coarse-grained parallelism (Seitz 
1985). 
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Two of the earliest parallelizations of a genetic algorithm (GA) were based 
on a distributed-memory message-passing architecture (Tmese 1987, Pettey et 
a1 1987; also see Grosso (1985) for an early serial simulation of a concurrent 
formulation). The resulting parallelization was coarse grained in that the 
overall population of the GA was broken into a relatively small number of 
subpopulations. Each processing element in the architecture was assigned an 
entire subpopulation and executed a rather standard GA on its subpopulation. 

In the same time frame, it was noted that a theory concerning speciation and 
stasis in populations of living organisms, called punctuated equilibria, provided 
evidence that in natural systems this kind of pcrrallelization of evolution had 
an emergent property of bursts of rapid evolutionary progress. The resulting 
parallel GA was shown to have this property on several applications (Cohoon 
et a1 1987). 

All of the above systems are examples of what has come to be called island 
model parallel genetic algorithms (Cordon et a1 1992, Adamidis 1994). In the 
next section we discuss theories of natural evolution as they support and motivate 
island model [ormulations. We then discuss the important aspects, parameters, 
and attributes of systems built on this model. Finally, we present results of one 
such system on a difficult very large-scale integration (VLSI) design problem. 

15.2 Theories of natural evolution 

In what has been called the modern synthesis (Huxley 1942), the fields of 
biological evolution and genetics began to be merged. A major development 
in this synthesis was Sewall Wright’s ( 1932) conceptualization of the adaptive 
landscape. The original conceptualization proposes an underlying space (two- 
dimensional for discussion purposes) of possible genetic combinations. At each 
point in that space an adaptive value is determined and specified as a scalar 
quantity. The surface thus specified is referred to as the adaptive landscape. 
A population of organisms can be mapped to the landscape by taking each 
member of the population, determining the point in the underlying space that its 
genetic code specifies, and marking the associated surface point. The figure used 
repeatedly by Wright shows the adaptive landscape as a standard topographic 
map with contour lines of equal adaptive value instead of altitude. The + 
symbols indicate local maxima. A population-in two demes-is then depicted 
by two shaded regions overlaid on the map. 

There are several reasons why we used the word cnnceptualization in the 
previous paragraph. First and foremost, it is not clear what the topology of 
the underlying space should be. Wright ( 1932) considers initially the individual 
gene sequences and connects genetic codes that are ‘one remove’ from each 
other, implying that the space is actually an undirected connected graph. He 
then turns immediately to a continuous space with each gene locus specifying a 
dimension and with units along each dimension being the possible allelomorphs 
at the given locus. Specifying the underlying space to be an multidimensional 
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Figure 15.1. An adaptive landscape according to Wright, with a sample population-in 
two demes (shaded areas). 

Euclidean space determines the topology. However, if one is to attempt to 
make inferences from the character of the adaptive landscape (Radcliffe 1991), 
the ordering of the units along the various dimensions is crucial. With arbitrary 
orderings the metric notions of nearby and distant have no clear-cut meaning; 
similar ambiguities occur in many discrete optimization problems. For instance, 
given two tours in a traveling salesperson problem, what is the proper measure 
of their closeness? 

The concept of the adaptive landscape has had a powerful effect on 
both microevolutionary and macroevolutionary theory, as well as providing a 
fundamental basis for considering genetic algorithms as function optimizers. As 
Wright states (1 932): 

The problem of evolution as I see it is that of a mechanism by which 
the species may continually find its way from lower to higher peaks 
in such a field. In order that this may occur, there must be some trial 
and error mechanism on a grand scale . . . 

Wright also used the adaptive landscape concept to explain his mechanism, the 
shifting balance theory. In the shifting balance theory the ability for a species to 
‘search’ and not be forced to remain at lower adaptive peaks by strong selection 
pressure is provided through a population structure that allows the species to 
take advantage of ecological opportunities. The population structure is based 
upon demes, as Wright describes (1964): 
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Most species contain numerous small, random breeding local 
populations (demes) that are sufficiently isolated (if only by distance) 
to permit differentiation . . . 

Wright conceives the shifting balance to be a microevolutionary mechanism, 
that is, a mechanism for evolution within a species. For him the emergence of 
a new species is a corollary to the general operation and progress of the shifting 
balance. Eldredge and Gould ( 1972) have contended that macroevolutionary 
mechanisms are important and see the emergence of a new species as being 
associated very often with extremely rapid evolutionary development of diverse 
organisms. As Eldredge states ( 1989): 

Other authors have gone further, suggesting that SMRS [SMRS 
denotes specijic mate recognition system, the disruption of which is 
presumed to cause reproductive isolation] disruption actually may 
induce [his emphasis] economic adaptive change, i.e., rather than 
merely occur in concert with it, . . . ... [Eldredge and Gould] have 
argued that small populations near the periphery of the range of an 
ancestral population may be ideally suited to rapid adaptive change 
following the onset of reproductive isolation . . . Thus SMRS disruption 
under such conditions may readily be imagined to act as a ‘release,’ 
or ‘trigger’ to further adaptive change the better to fit the particular 
ecological conditions at the periphery of the parental species’s range. 

The island model CA formulation by Cohoon et al (1987, 1991a) was strongly 
influenced by this theory of punctuated equilibria (Eldredge and Gould 1972), 
so they dubbed the developed system the genetic algorithm with punctuated 
equilibria (GAPE). In general, the important aspect of the Eldredge-Could 
theory is that one should look to small disjoint populations, i.e. peripheral 
isolates, for extremely rapid evolutionary change. 

For the analogy to discrete optimization problems, the peripheral isolates 
are the semiindependent subpopulations and the rapid evolutionary change is 
indicative of extensive search of the solution domain. Thus, we contend 
that the island model genetic algorithm is rightly considered to be based 
on a population structure that involves subpopulations which have their 
isolated evolution occasionally punctuated by interpopulation communication 
(Cohoon et a1 1991b). To relate these processes to Holland’s terms (1975), 
the exploration needed in GAS arises from the infusion of migrants, i.e. 
individuals from neighboring subpopulations, and the exploitation arises from 
the isolated evolution. It is this alternation between phases of communication 
and computation that holds the promise for island model GAS to be more than 
just hardware accelerators for the evolutionary process. In the next section the 
major aspects of such island models will be delineated. 
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15.3 The island model 

The basic model begins with the islands-the demes (Wright 1964) or the 
peripheral isolates (Eldredge and Gould 1972). Here the islands will be referred 
to as subpopulations. It is important to note again that while one motivation 
in parallelization would demand that each subpopulation be assigned to its 
own processing element, the islands are really a logical structure and can be 
implemented efficiently on many different architectures. For this reason we will 
refer to each subpopulation being assigned to a process, leaving open the issue 
of how that process is executed. 

The island model will consider there to be an overall population P of 
M = IPl individuals that is partitioned into N subpopulations { P I ,  Pz, . . . , PN} .  
For an even partition each subpopulation has p = M / N  individuals, but for 
generality we can have I ? , /  = p; so that each subpopulation might have 
a distinct size. For standard GAS the selection of M can be problematic 
and for island model GAS this decision is compounded by the necessity 
to select N (and thereby p) .  In practice, the decisions often need to 
be made in the opposite order; that is, pi is crucial to the dynamics of 
the trajectory of evolution for Pi and is heavily problem dependent. We 
believe that for specific problems there is a threshold size, below which 
poor results are obtained (as we will show in Section 15.5). Further, we 
believe that island model GAS are less sensitive to the choice of ,U;, as 
long as i t  is above the threshold for the problem instance. With pi decided, 
the selection of N (and thereby M )  is often based on the available parallel 
arc hi tectu re. 

This 
is generally referred to as the communication topology, in that the island 
model presumes migration, i.e. intersubpopulation communication. The P; are 
considered to be the vertices of a graph (usually undirected or at least symmetric) 
with each edge specifying a communication link between the incident vertices. 
These links are often taken to correspond to actual communication links between 
the processing elements assigned to the subpopulations. In any case, the 
communication topology is almost always considered to be static. 

Given the ability for two subpopulation processes to communicate, the 
magnitude and frequency of that communication must be determined. Note that 
if one allows zero to be a possible magnitude then the communication topology 
and magnitudes can be specified by a matrix S, where Sij is the number of 
individuals sent from Pi to P,. Sii = 0 indicates no communication edge. 

As was mentioned in Section 15.2, the migration pattern is important to 
the overall evolutionary trajectory. The migration pattern is determined by 
the degree of connectivity in the communication topology, the magnitude 
of communication, and the frequency of communication. These parameters 
determine the amount of isolation and interaction among the subpopulations. 
The parameters are important with regard to both the shifting balance 

Given N ,  the next decision is the subpopulation interconnection. 
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and punctuated eyuilihria theories. Note that as the connectivity of the 
topology increases, i.e. tends toward a completely connected graph, and 
the frequency of interaction increases, i.e. the isolated evolution time 
for each Pi is shortened, the island model approximates more closely 
a single, large, freely intermixing population (see Section 15.5). It 
is held generally that such large populations quickly reach stable gene 
frequencies, and thus, cease ‘progress’. Eldredge and Could (1972) termed 
this stasis, while the GA community generally refers to it as premature 
convergence. 

At the other extreme, as the connectivity of the topology decreases, i.e. tends 
toward an edgeless graph, and the frequency of interaction decreases, i.e. each 
Pj has extended isolated evolution, the island model approximates more closely 
several independent trials of a sequential GA with a small population. We 
contend that such small populations ‘exploit’ strongly the area of local optima, 
but only those local optima extretnely ‘close’ to the original population. Thus, 
intermediate degrees of connectivity and frequency of interaction provide the 
dynamics sufficient to allow both exploitation and exploration. 

For our discussion here, the periods of isolated evolution will be called 
epochs, with migration occurring at the end of each epoch (except the last). 
The length of the epochs determines the frequency of interaction. Often the 
epoch length is specified by a number Gi  of generations that Pi will evolve 
in isolation. However, a formulation more faithful to the theories of natural 
evolution would be to allow each subpopulation process to reach stasis, i.e. 
reach equilibrium or convergence, on each epoch (see Section 15.5). From an 
implementation point of view with a subpopulation assigned to each processing 
element, this latter formulation allows the workload to become unbalanced 
and as such may be seen as an inefficient use of the parallel hardware if the 
processing elements having quickly converging subpopulations are forced to sit 
idle. The more troublesome problem is in measuring effectively the degree of 
stasis. ‘Inefficiency’ might occur when reasonably frequent, yet consistently 
marginal ‘progress’ is being made. Then not only might other processing 
elements be idle, but also the accumulated progress might not be worth the 
computation spent. In one of the experiments of the next section, we will present 
a system that incorporates an epoch-termination criterion. This system yields 
high-quality results more consistently, while being implemented in an overall 
parallel computing environment that utilizes the ‘idle’ processing elements. 

The overall structure of the island model process comprises E major 
iterations called epochs. During an epoch each subpopulation process 
independently executes a sequential evolutionary algorithm for C;  generations. 
After each epoch there is a communication phase during which individuals 
migrate between neighboring subpopulations. This structure is summarized in 
the following pseudocode: 
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Island-Model( E , N , p )  
{ 

Concurrently for each of the i t I to N subpopulations 
Initialize(”;, p ) ;  
For epoch +- 1 to E do 

Concurrently for each of the i t 1 to N subpopulations do 

od; 
For i t I to N do 

Sequential_EA(P;,G;); 

For each neighbor , j  of i 

Assimilate(”; ); 
Migration(”;, P;); 

od 
od 
problem solution = best individual of all subpopulations; 

1 

Note that we specified Sequential-EA because the general framework can 
be applied to other evolutionary algorithms, e.g. evolution strategies (ES) 
(Lohmann 1990, Rudolph 1990). 

After each phase of migration each subpopulation must assimilate the 
migrants. This assimilation step is dependent on the details of the migration 
process. For instance, in the implemented island model presented in the next 
section, if individual I ) k  is selected for emigration from P, to P, then I),: 
is deleted from P, and added to P,. (The individual p ~ .  itself migrates.) 
Also, the migration magnitudes, S;,,, are symmetric. Thus, the size of each 
subpopulation remains the same after migration and the assimilation is simply 
a fitness recalculation. 

In other island models (Cohoon et ul 1991a), if Pk is selected for emigration 
from Pi to P, then I ) k  is added to P, without being removed from Pi. (A copy 
of individual p ~ .  migrates.) This migration causes the subpopulation size to 
increase, so (under an assumption of a constant-size-subpopulation GA) the 
assimilation must include a reduction operation. 

Still other parallel GAS (Miihlenbein rt nl 1987, Miihlenbein 1989, Gorges- 
Schleuter 1990, 1992, Tamaki 1992) implement overlapping subpopulations, 
i.e. the diffusion model (Chapter 16). For such systems migration is not really 
an issue; rather its important effect is attained through the selection process. 
However, parallel GAS with overlapping subpopulations are best suited to 
medium-grained parallel architectures. 

An important aspect of both the shifting bulance and punctuated equilibria 
theories is that the demes, or peripheral isolates, evolve in distinct environments. 
This aspect has two major hcets. The first, and most obvious, facet is the 
restriction of the available breeding population, i.e. the isolated evolution of each 
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subpopulation as we have already discussed. The second facet is the differing 
environmental attributes that determine the factors in natural selection. Wright 
has suggested that this facet provides ‘ecological opportunity’ ( 1  982). For most 
GAS these factors, and the ways they interrelate to form the basis of natural 
selection, are encoded in the fitness function. Thus, to follow the fundamental 
analogy, the island model should have differing fitness functions at the various 
subpopulations. Of course, for GAS that are used for function optimization, the 
fitness function is almost always the objective function to be optimized (or some 
slight variation, e.g. an inversion to make an original minimization consistent 
with ‘fitness’). We are not aware of any systems that have made use of this 
facet with truly distinct fitness functions among the subpopulations. 

The island model presented in the next section (and many others) has a 
rudimentary form of this facet through local normalization of objective scores 
to yield fitness values. For example, an individual’s fitness might be assigned 
to be its raw objective score divided by the current mean objective score across 
the given subpopulation. (This is the reason for the two fitness calculations in 
the pseudocode presented in subsection 1 5.4.2.) Such normalization does effect 
differing environments to the degree that the distributions of the individuals in 
the subpopulations differ. 

For optimization problems that are multiobjective, there is usually a rather 
arbitrary linear weighting of the various objective dimensions to yield a scalar 
objective score (see e.g. (15. I ) ) .  This seems to provide a natural mechanism 
for having distinct objective functions, namely, distinct coefficient sets at each 
subpopulation. The difficulty of using this mechanism is that it clearly adds 
another level of evolution control parameters. Eldredge and Gould recognized 
this additional level when they discussed punctuated equilibria as a theory about 
the evolution of species, not a theory about the evolution of individuals within 
a species (Eldredge and Gould 1972). This is, indeed, an important facet of the 
island model; unfortunately, further exploration of its form and implications is 
beyond the scope of our discussion here. 

15.4 The island model genetic algorithm applied to a VLSI design 
problem 

In order to illustrate the effectiveness of this parallel method and the effects 
of modifying important island model parameters, we present an island model 
applied to the routing problem in VLSI circuit design. In Section 15.5, we 
then present the results from experiments in which the selected parameters were 
varied systematically and overall system performance evaluated. 

15.4. I Problem .formulation 

The VLSI routing problem is defined as follows. Consider a rectangular routing 
region on a VLSI circuit with pins located on two parallel boundaries (channel) 
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Figure 15.2. Example switchbox and channel routing problems (‘magnified’ in the 
circles) and possible routing solutions. 

or four boundaries (switchbox). The pins that belong to the same net need to be 
connected subject to certain constraints and quality factors. The interconnections 
need to be made inside the boundaries of the routing region on a symbolic routing 
area consisting of horizontal rows and vertical columns (see figure 15.2). 

The routing quality of a particular solution involves (for the purposes of 
the following experiments) three factors: netlength-the shorter the length of 
the interconnections, the smaller the propagation delay, number of vim-the 
smaller the number of vias (connections between routing layers), the fewer 
electrical and fabrication problems occur, and crosstalk-in submicrometer 
regimes, crosstalk results mainly from coupled capacitance between adjacent 
(parallel routed) interconnections, so the shorter these parallel-routed segments 
are, the less crosstalk occurs and the better the performance of the circuit. Thus, 
the optimization is to find a routing solution pj for which Obj(pi) is minimal, 
with the objective function Obj specified by 

(15.1) 

where l n e t s ( p i )  is the total length of the nets of p i ,  nvias(pi) is the number of 
vias of p i ,  lpar(pi)  is the total length of adjacent, parallel-routed net segments 
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of p i  (crosstalk segments), and iu l ,  w 2 ,  and u13 are weight factors. 
For VLSI designers it is important to have the weight factors, i.e. W I ,  w2, 

and w3, to enable the designer to easily adjust routing quality characteristics: 
the netlength, the number of vias, and the tolerance of crosstalk, respectively, 
to the requirements of a given VLSI technology. 

15.4.2 The evolutionary proc-ess 

As indicated in the pseudocode in Section 15.3, each subpopulation process 
executes a sequential evolutionary algorithm. In  this application we incorporated 
a genetic algorithm specified by the following pseudocode: 

Sequential-GA(Pi, Gi)  
I 

For generution t 1 to Gj do 
Pn, ,  +- yl; 
For (?@spring +- I to M(xx_ofispring; do 

p ,  +-- Selection(Pi); 
pp +- Selection(P;); 
P,,cw = P,,,, U Crossover(p,, p ~ ) ;  

od 
Fitness-calculation(P; U P”,,); 
Pi +- Reduction(Pi U Pnc,); 
Mutation ( Pi ) ; 
Fitness-calculation( Pi ); 

od 
1 

Here P; is the initial subpopulation that already includes any assimilated 
migrants from the last migration phase. In addition, the GA indicated above 
requires the following problem-domain-specific operators. For these operators, 
each individual is a complete routing solution, p i .  

Initialization. A random routing strategy (Lienig and Thulasiraman 1994) is 
used to create the initial subpopulations consisting of ‘nonoptimized’ routing 
solutions. These initial routing solutions are guaranteed to be feasible solutions, 
i.e. all necessary connections exist, but no refinement is performed on them. 
Thus, we consider them to be random solutions that are distributed throughout 
the search space. 

Fitness calculation. The higher-quality solutions have smaller objective 
function values. So, to get a fitness value suitable for maximizing, a raw fitness 
function is calculated as the inverse of the objective function (see equation 
(15.1)), F’(p i )  = I /Oh. j (p;) ,  then the final fitness F ( p i )  of each individual 
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pi is determined from F ’ ( p i )  by linear scaling (Goldberg 1989) local to the 
specific subpopulation. 

Selection. The selection strategy, which is responsible for choosing mates for 
the crossover procedure, is stochastic sampling with replacement (Goldberg 
1989); that is, individuals are selected with probabilities proportional to their 
fitness values. 

Crossover. Two individuals are combined to create a single offspring. The 
crossover operator gives high-quality routing components of the parents 
an increased probability of being transferred intact to their offspring (low 
disruption). The operator is analogous to one-point crossover, with a randomly 
positioned line (a horizontal or vertical crossline) that divides the routing area 
into two sections, playing the role of the crosspoint. For example, net segments 
exclusively on the upper side of a horizontal crossline are inherited from the 
first parent, while segments exclusively on the lower side of the crossline are 
inherited from the second parent. Net segments intersecting the crossline are 
newly created for the offspring by means of a random routing strategy (the same 
strategy as used in initialization). The full details of this operator (Lienig and 
Thulasiraman 1994) are beyond the scope of this discussion, but figure 15.3 
provides a general idea of how each individual routing solution is represented. 
In the genotype, the routing surface is represented by an ‘occupancy’ model, that 
is, each unit of surface area is represented by a node (a circle in figure 15.3). 
Nodes are connected if their corresponding surface areas are adjacent, either 
within a layer or across layers. The value at a node indicates which net is 
routed through that surface area, with a negative value indicating a pin (thus 
fixed assignment) position and zero indicating that the area is unused. 

Figure 15.3. Representing a routing solution (the phenotype) as a three-dimensional 
chromosome (the genotype). 
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Mutation. The mutation operator performs random modifications on an 
individual, i.e. changes the routing solution randomly. The purpose is to 
overcome local optima and to exploit new regions of the search space (Lienig 
and Thulasiraman 1994). 

Reduction. The reduction strategy combines the current subpopulation with the 
newly created set of offspring, it then simply chooses the fittest individuals from 
the combined set to be the subpopulation in the next generation, thus keeping 
the subpopulation size constant. 

15.4.3 Parallel structure 

The island model used for this application has nine subpopulations ( N  = 9) 
connected by a torus topology. Thus, each subpopulation has exactly four 
neighbors. The total population ( M  = 450) is evenly partitioned (,Y = 50). 
(The listed numbers will be changed in the course of the experiments discussed 
in the following.) The parallel algorithm has been implemented on a network 
of SPARC workstations (SunOS and Solaris systems). The parallel computation 
environment is provided by the Mentat system, an object-oriented parallel 
processing system (Grimshaw 1993, Mentat 1996). The program, written in 
C++ and Fortran, comprises approximately 10000 lines of source code. The 
cost factors in (15.1) are set to W I  = 1.0, w2 = 2.0, and w3 = 0.01. The 
experimental results were achieved with the machines running their normal daily 
loads in addition to this application. 

15.4.4 Comparison to other routing algorithms 

Any experiment involving a ‘real’ application of an evolutionary algorithm 
should begin with a comparison to solution techniques that have already been 
acknowledged as effective by that application’s community. Here we will simply 
state the results of the comparison because the detailed numbers will only 
be meaningful to the VLSI routing community and have appeared elsewhere 
(Lienig 1996). First, I 1  benchmark problem instances were selected for channel 
and switchbox routing problems, for example, Burstein ’s diflcult channel 
and Joo6-I6 for channels and Joo6-17 and Burstein ’s djficult switchbox for 
switchboxes. These benchmarks were selected because published results were 
available for various routing algorithms, namely, Yoshimura and Kuh (1  982), 
WEAVER (Joobbani 1986), BEAVER (Cohoon and Heck 1988), PACKER 
(Gerez and Herrmann 1989), SILK (Lin et a/  1989), Monreale (Geraci et a/  
1991), SAR (Acan and Unver 1989), and PARALLEX (Cho et nl 1994). Note 
that most of these systems implement deterministic routers. 

The island model was run 50 times per benchmark (with varying parameters) 
and the best-seen solution for each benchmark recorded. A comparison of those 
best-seen solutions to the previously published best-known solutions indicates 
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that the island model solutions are qualitatively equal to or better than the best- 
known solutions from channel and switchbox routers for these benchmarks. 

Of course, due to the stochastic nature of a GA, the best-seen results of the 
island model were not achieved in every run. (All executions were based on 
arbitrary initializations of the random number generator.) Above we refer to the 
best-seen solutions over all the runs for each benchmark; however, we would 
like to note that, in fact, in at least 50% of the individual island model runs 
solutions equal to these best-seen results were obtained. We judge this to be 
very consistent behavior for a GA. 

15.5 The influence of island model parameters on evolution 

Several experiments have been performed to illustrate the specific effects 
of important island model parameters in order to guide further applications 
of coarse-grained parallel GAS. The specific parameters varied in the 
experiments are the magnitude of migration, the frequency of migration, the 
epoch termination criterion, the migrant selection strategy, and the number of 
subpopulations and their sizes. 

Five benchmark problem instances, namely, Burstein 's dzflcult channel, 
Joo6-I3 and Joo6-I6 for channels, and J0o6-I7 and pedagogical switchbox 
for switchboxes, were chosen for these experiments. Comparisons were made 
between various parameter settings for the island model. In addition, runs 
were made with a sequential genetic algorithm (SGA) and a strictly isolated 
island model, i.e. no migration. The SGA executed the same algorithm as the 
subpopulation processes, but with a population size equal to the sum over all 
subpopulation sizes, i.e. N * p. 

In the experiments, the SGA was set to perform the same number of 
recombinations per generation as the island model does over all subpopulations, 
namely, (number of subpopulations) x (offspring per subpopulation). The 
SGA and island model configurations were run for the same total number of 
generations. Thus, we ensure a fair method (with regard to the total number of 
solutions generated) to compare our parallel approach with an SGA. 

The fundamental baseline was a derived measure based on the best-known 
objective measure for each problem instance. Remember that for the objective 
function, smaller values indicate higher-quality solutions. The derived measure 
is referred to as A and is calculated as indicated in the following. Let R b k  be 
the objective measure of the best-known solution and let R ~ G A  be the best-seen 
result on a particular run of SGA. Then, 

( 1  5.2) 

is a relative (to the best-known) difference for a single run of SGA. The 8 s ~ ~  
were averaged over five runs for each benchmark and over the five benchmarks 
to yield ASCA. 
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In figures 15.4 and 15.6-15.8, this ASGA is shown as a 100% bar in the 
leftmost position in the plot. Similar A values were obtained for the various 
island model configurations and are shown as percentages of ASCA. Thus, 
if a particular island model configuration is shown with a 70% bar, then the 
average relative difference for that configuration is 30% better than SGA's 
average relative difference from the best-known result. 

This derived measure was used in order to combine comparisons across 
problem instances with disparate objective function value ranges. In addition, 
the measure establishes a baseline through both best-known and SGA results. 
We remind the reader that for each benchmark problem this island model system 
evolved a solution equal to or better than any previously published system. 

15.5. I Number of migrmts  ancl epoch lerigtlzs 

We investigated the influence of different epoch lengths (number of generations 
between migration) for different numbers of migrants (number of individuals 
sent to each of the four neighbors). 'The migrants were chosen randomly, with 
each migrant allowed to be sent only once. Figure 15.4 shows that the sequential 
approach was outperformed by all parallel variations (when averaged over all 
considered benchmarks). Note that the set of parallel configurations included 
the version with no migration, i.e. the strictly isolated island model (shown in 

Figure 15.4. A comparison of results on the benchmark suite with different numbers 
of migrants and epoch lengths. Each bar is a A value for a different configuration. A 
A value is an average relative difference from the best-known solution as normalized to 
the AsGA value, so the SGA bar is always 100%. Thus, the lower the bar, the better the 
average result of the particular configuration. 
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figure 15.4 as ‘0 migrants’). Thus, the splitting of the total population size into 
independent subpopulations has already increased the probability that at least 
one of these subpopulations will evolve toward a better result (given at least a 
‘critical mass’ at each subpopulation, as we discuss in subection 15.5.4). 

Figure 15.4 also shows that a limited migration between the subpopulation 
further enhances the advantage of a parallel genetic algorithm. Two migrants 
to each neighbor with an epoch length of 50 generations are seen to be the best 
parameters when averaged over all problem instances. On the one hand, more 
migrants or too short epoch lengths are counterproductive to the idea of disjointly 
and parallel evolving subpopulations. The resulting intermixing diminishes the 
genetic diversity between the subpopulations by ‘pulling’ them all into the same 
part of the search space, thereby approaching the behavior of a single-population 
genetic algorithm. On the other hand, insufficient migration (an epoch length 
of 75 generations) simulates the isolated parallel approach (zero migrants)-the 
genetic richness of the neighboring subpopulations does not have enough chance 
to spread out. 

Figure 15.5 shows this behavior in the context of individual subpopulations; 
that is, it presents the convergence behavior of the best individuals in each of 
the parallel evolving subpopulations on a specific problem instance (channel 
Joob-l3). It clearly indicates the importance of migration to avoid premature 

Figure 15.5. A comparison of the convergence of the best solutions in the individual, 
parallel evolving subpopulations. Plotted are five runs with nine subpopulations, i.e. 45 
runs, in isolation (left) and with two migrants (right). (Note that the envelope for the 
plot on the left looks unusual due to an outlier subpopulation.) 
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stagnation by infusing new genetic material into a stagnating subpopulation. 
The ‘stabilizing’ effect of migration is also evident in the reduced variation 
among the best objective values gained in five independent runs, as shown in 
the right-hand plot of figure 15.5. 

15.5.2 Variable epoch lengths 

The theory of punctuated equilibria is based on two main ideas: ( i )  an isolated 
subpopulation in a constant environment will stabilize over time with little 
motivation for further development and (i i )  continued evolution can be obtained 
by introducing new individuals from other, also stagnating subpopulations. 
However, all known computation models that are based on this theory use a 
fixed number of generations between migration. Thus, they do not exactly 
duplicate the model that migration occurs only after a stage of equilibrium has 
been reached within a subpopulation. 

The algorithm was modified to investigate the importance of this 
characteristic. Rather than having a fixed number of generations between 
migrations, a stop criterion was introduced that took effect when stagnation 
in the convergence behavior within a subpopulation had been reached. After 
some experimentation with different models, we defined a suitable stop criterion 
to be 25 generations with no improvement in the best individual within a 
subpopulation. 

To ensure a fair comparison, we kept the overall number of generations 
the same as in all other experiments. This led to varying numbers of epochs 
between the parallel evolving subpopulations (due to different epoch lengths) 
and resulted in longer overall completion time. 

The results achieved with this variable epoch length are shown in figure 15.6. 
The results suggest that a slight improvement compared with a fixed epoch 
length can be achieved by this method. However, it is important to note that 
this comparison is made with a fixed epoch length that has been shown to be the 
most suitable after numerous experiments (see figure 15.4). Thus, the important 
attributes to notice are that the variable-epoch-length configuration frees the user 
from finding a suitable epoch length and that it gave more consistent results over 
the various migration settings. 

15.5.3 Different migrant selection strategies 

The influence of the quality of the migrants on the routing results was 
investigated using three migrant selection strategies: ‘random’ (migrants were 
chosen randomly with uniform distribution among the entire subpopulation), 
‘top 50%’ (migrants were chosen randomly among the individuals with a 
fitness above the median fitness of the subpopulation), and ‘best’ (only the 
best individuals of the subpopulation migrated). The migrants were sent in a 
random order to the four neighbors. 
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Figure 15.6. A comparison of results on the benchmark suite with fixed and variable 
epoch lengths. Variable-length epochs were terminated after 25 generations of no 
improvement of the best individual within the subpopulation. Each bar is a A value. 

Figure 15.7. A comparison of results on the benchmark suite with different migrant 
selection strategies. Each bar is a A value. 

As figure 15.7 indicates, we cannot find any improvement in the obtained 
results by using migrants with better quality. On the contrary, selecting better 
(or the best) individuals to migrate leads to a faster convergence-the final 
results are not as good as those achieved with a less elitist selection strategy. 
According to our observations, this is due to the dominance of the migrants 
having their presently superior genetic material reach all the subpopulations, 
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thus leading the subpopulation searches into the same part of the search space 
concurrently. 

15.5.4 Different numbers of subpopulations 

To compare the influence of the number of subpopulations, the sizes of the 
subpopulations were kept constant and the number of subpopulations increased 
from N = 9 to N = 16 and N = 25 (still connected in a torus). Accordingly, the 
population size and the number of recombinations of the SGA were increased 
to maintain a fair comparison. The resulting plots for SGA against 16 and 
25 subpopulations (with p = 50) are qualitatively similar to the SGA against 
nine subpopulations comparison of figure 15.4. For problems of this difficulty 
one would expect the SGA with slightly larger populations to do better than 
the small-population SGAs. That expectation was indeed born out in these 
experiments. The important observation is that the island model performance 
also increased; thus the relative performance advantage of the island model was 
maintained. 

In an interesting variation on this experiment, the total population size, 
M ,  was held constant while increasing the number of subpopulations (and so 
reducing the subpopulation sizes). Holding M near 450 and increasing N to 16 
yielded p = 28, while increasing N to 25 yielded p = 18. 

The results presented in figure 15.8 show that subpopulation size is an 
important factor. The figure clearly indicates that (for this average measure) 

Figure 15.8. A comparison of results on the benchmark suite with different numbers of 
subpopulations. The size of the total population, M ,  is kept constant at 450 individuals. 
Since M = N * p, the increase in N ,  the number of subpopulations, requires a reduction 
in p, the size of each subpopulation. 
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partitioning a population into subpopulations yielded (for N = 9) results better 
than SGA, then yielded progressively worse results as N was increased (and g 
was decreased). We contend that this progression was due to the subpopulation 
size, p, falling below ‘critical mass’ for the specific benchmark problem 
instances. Remember, the plotted values are aggregate measures. When we 
looked at the component values for each problem instance we found further 
evidence for our contention. The evidence was that for the simpler benchmarks 
the N = 25 island model still had extremely good performance, in fact, equaled 
the best-known solution repeatedly. For the other, more complex benchmarks, 
the N = 25 island model performed very poorly, thus dragging the average 
measure well below the SGA performance level. Thus, the advantage of more 
varied evolving subpopulations can be obtained by increasing N only if ,u 
remains above ‘critical mass’. This critical value for p is dependent on the 
complexity of the problem instance being solved. 

15.6 Final remarks and conclusions 

In general it is difficult to compare sequential and parallel algorithms, 
particularly for stochastic processes such as GAS. As mentioned at the 
beginning of our discussion, the comparison is often according to overall time 
to completion, i.e. wall clock time. We contend that the island model constitutes 
a different evolutionary algorithm, not just a faster implementation of the SGA, 
and one that yields qualitatively better results. Here we have argued for this 
contention from the point of view of biological evolution and in the context of 
a difficult VLSI design application. 

Several of the experimental design decisions we made for the application 
experiments merit reiteration here. First, the application is an important problem 
with an extensive literature of heuristic systems that ‘solve’ the problem, Our 
derived baseline measure incorporated the best-known objective values from 
this literature (see (15.2)). For this particular VLSI design problem, most of 
the heuristic systems are deterministic: thus we have aggregate values for the 
various GAS versus single values for the deterministic systems. Our measure 
does not directly account for this but we have provided an indication of the 
variation associated with the set of runs for the island model. 

Second, our comparisons to an SGA are based on ‘best-seen’ objective 
values, not central processing unit (CPU) time or time to completion. In order 
to make these comparisons fair, we have endeavored to hold the computational 
resources constant and make them consistent across the SGA and the various 
configurations of the island model. This was done by fixing the total number of 
recombinations, i.e. the number of applications of the crossover operator, which 
relates directly to the total number of objective function evaluations. 

Using the number of recombinations, as opposed to CPU time, for example, 
allows us to ignore properly implementation details for subsidiary processes 
such as sorting or insertion into a sorted list (Garey and Johnson 1979). Note 
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that a CPU time measure can ‘cut both ways’ between the serial and parallel 
versions. On the one hand, if a subsidiary process has a small initial constant 
but poor performance as the data structure size increases, then the island model 
has an advantage simply through the partition of the population. On the other 
hand, if a subsidiary process is increasingly efficient for larger data structures 
but has a large initial constant, then the SGA has the advantage, again, simply 
through the partition of the population. These are examples of the subtle ways 
by which time-based comparisons confound primary search effort with irrelevant 
implementation detai 1 s. 

Third, our comparisons have ignored the cost of communication. This is 
generally appropriate for island models because the isolated computation time 
for each subpopulation is extremely large relative to the communication time 
for migration (any course-grained parallelization should have this attribute). 
For medium- and fine-grained parallel models communication is much more of 
a real concern. Ignoring communication time is also reflective of our interest 
in the evolutionary behavior of the models, not the raw speed of a particular 
implementation. 

With all GAS, the evolutionary behavior depends heavily on the interplay 
between the problem complexity and population size. For SGA against island 
model comparisons this is particularly problematic because the island model has 
two population sizes: the total population size, M ,  and the subpopulation size, 
p. Which is the proper one to consider relative to the SGA population size? 
For our experiments, we have used the total population size. We believe this 
makes the versions more conformable and is most consistent with number of 
recombinations as the computation measure. 

Further, for comparing stochastic processes, such as GAS, the total number 
of trials is important, particularly when the evaluation measure is based on best- 
seen results. The attentive reader will have noticed that the strictly isolated island 
model (no migration) often does better than the SGA. This might seem curious, 
since a single run of the isolated island model is just a set of N separate SGAs 
and ones with smaller population sizes. As long as the subpopulation size, p, 
is above what we are calling the ‘critical mass’ level, the isolated island model 
has a statistical advantage over the single SGA (under our evaluation measure). 

The evaluation measure gives this advantage because the best seen is 
taken over each run. Thus, each run of the isolated island model has N 
‘samples’ to determine its best seen, while each SGA run has only one ‘sample’. 
(Shonkwiler (1993) calls these IZPparnllel GAS and gives an analysis of ‘hitting 
time’ expectation.) We consider the ‘samples’ in this case to be evolutionary 
trajectories through the solution space. Now, note that in almost all cases 
allowing migration provides the island model with the means to derive even 
better results. 

This application of the island model to detailed routing problems in VLSI 
circuit design has shown that a parallel GA based on the theory of punctuated 
equilibria outperforms an SGA. Furthermore, the results are qualitatively equal 
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to or better than the best-known results from published channel and switchbox 
routers. 

In investigating the parameters of the island model, the following conclusions 
have been reached: 

The island model consistently performs better than the SGA, given a 
consistent amount of computation. 

The size of a subpopulation, the total amount of immigration, i.e. the 
number of connected subpopulations multiplied by the number of migrants 
per neighbor, the epoch length and the complexity of the problem instance 
are interrelated quantities. The problem instance complexity determines a 
minimum population size for a viable evolutionary trajectory. The total 
amount of immigration must not be disruptive (our experiments indicate 
that more than 25% of the subpopulation size is disruptive), and the epoch 
length must be long enough to allow exploitation of the infused genetic 
material. Within these constraints the island model will perform better 
with more subpopulations, even while holding the total population size and 
the total number of recombinations, i.e. amount of computation, constant. 

Variable epoch lengths determined via equilibrium measures within 
subpopulations achieve overall results slightly better than those obtained 
with (near-) optimized fixed epoch lengths. Though an equilibrium measure 
must be chosen, allowing variable epoch lengths frees the user from having 
to select this parameter value. 

Quality constraints on the migrants do not improve the overall behavior of 
the algorithm: on the contrary, quality requirements on the selection of the 
migrants increases the occurrence of premature stagnation. 

Given a sufficient number of individuals per subpopulation, the larger 
the number of parallel evolving subpopulations, the better the routing 
results. The complexity of the problem and the minimal subpopulation size 
have a direct correlation that must be taken into account when dividing a 
population into subpopulations. 

Finally, we would like to return to an issue that we mentioned at the very 
beginning of our discussions: namely, the island model formulation of the GA is 
not simply a hardware accelerator of the single-population GA. The island model 
does map naturally to distributed-memory message-passing multiprocessors, so it 
is amenable to the speedup in time to completion that such parallel architectures 
can provide. However, the formulation can improve the quality of solutions 
obtained even via sequential simulations of the island model. As supported by 
the shifting balance and puncruared equilibria theories, the emergent properties 
of the computation derive from the concurrent evolutionary trajectories of the 
su bpopulations interacting through 1 imi ted migration. 
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16 
Diffusion (cellular) models 

Chrisila C Pettey 

16.1 A formal description of the diffusion model 

Since a generation is the parallel evolution of ,Y individuals, the diffusion model 
is implemented by placing one individual per processor. Thus, p is determined 
by and is equal to the number of processing nodes in the parallel environment. 
Because of this limitation, the population size remains constant at all times. 
Furthermore, since the idea of a generation involves mating, the diffusion model 
generally contains some form of recombination. Given these two limitations of 
fixed population size and recombination, the diffusion model is almost always 
a genetic algorithm (GA) model. 

In the diffusion model, each process is responsible for evolving its individual. 
In keeping with the deme theory, while selection and recombination could be 
performed globally, they generally are performed within a local neighborhood. 
Thus, the pseudocode for a single process in this model might appear as follows: 

Process (i): 
I .  t +- 0; 
2. initialize individual i; 
3. evaluate individual i ;  
4. while ( t  5 tma,) do 
5.  individual i t select(neighborhood(i)) 
6. 
7. 
8. 
9. 
10. evaluate individual i ;  
1 1 .  t t t + l ;  

choose parent I from neighborhood 
choose parent 2 from neighborhood 
individual i t recombine(parent 1 ,  parent2) 
individual i t mutate( individual i)  

od 
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It has been proved by Whitley ( 1  993) that any evolutionary algorithm (EA) 
of this form is equivalent to a cellular automaton. Thus, the diffusion model 
could also be called the cellular model. As in all EA models, in order to 
implement this model, it will be necessary to determine what an individual will 
look like, how an individual will be initialized and evaluated, what will be 
the mutation rate, and what will be the stopping criteria. On the other hand, 
the key implementation issues that are unique to the diffusion model-how 
should selection be performed, how are the parents chosen, what is the size and 
shape of the neighborhood, and how is recombination performed-along with 
several techniques for implementing each of these issues are presented in the 
remainder of this chapter. I t  should be noted, that since evolution is viewed on 
an individual basis, throughout the rest of this section the diffusion model will 
be viewed from the perspective of a single process which is evolving a single 
individual. 

16.2 Diffusion model implementation techniques 

When considering how to implement the diffusion model, it is tempting to 
perform a global selection and recombination because then the model would 
theoretically be equivalent to a sequential EA. This solution is made even 
more inviting by the fact that all massively parallel machines have a front- 
end processor or a host processor for handling global operations. The problem 
with this solution is that in a parallel machine environment global operations are 
much more time consuming than local operations. The problem is magnified 
in a distributed environment. To overcome the inefficiency of the global 
solution and to maintain the idea of the individual being the parallel part 
of the process, almost all implementations (for a counterexample see Farrell 
et a1 (1994)) perform selection and recombination in the local neighborhood 
(Collins and Jefferson 1991). Furthermore, since a process is only responsible 
for its individual, selection can be combined with the process of choosing the 
parents for recombination. In most implementations that perform selection 
and recombination in separate steps, the selection is a local implementation 
of a global technique such as proportional, ranking, or binary tournament 
selection (see for example Collins and Jefferson 1991, De Jong and Sarma 
1995). The local versions of the global techniques are implemented just like 
the global techniques with the exception that the individual’s population is just 
the neighborhood-not the global population. Selection will not be discussed 
here. In this section, techniques for choosing parents, neighborhood size and 
shape attributes, and recombination techniques are presented. However, since 
many techniques and choices may be based on the parallel environment, it is 
necessary to begin with a short description of typical parallel environments for 
the diffusion model. 
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16.2. I Parallel environments fo r  difiuusion model implementation 

Michael Flynn ( 1  966) coined the terms MIMD (multiple instruction-multiple 
data) and SIMD (single instruction-multiple data), which are used to characterize 
parallel processing paradigms. Both terms are typically used to characterize 
hardware paradigms, but, perhaps just as typically, the terms are also applied 
to the algorithms that are written to exploit the underlying hardware. A third 
term, SPMD (single program-multiple data), is a term that is applied to the 
situation where the algorithm is a SIMD algorithm, but the underlying hardware 
is MIMD. 

In a MIMD environment, processors work independently and asyn- 
chronously. Coordination and communication among processes in the form of 
locks, barriers, shared variables, or message passing are handled by the program- 
mer. Some examples of MIMD machines are hypercubes, Thinking Machines 
CM-5, and the Intel Paragon. Another MIMD environment that is becoming 
more common is clusters of workstations (or farms) running a parallel software 
system such as PVM, Linda, or Express. A MIMD program consists of two or 
more (usually different) processes. In this sense, it is the functions which are 
executed in parallel. Thus, this form of parallelism is usually called functional 
(or course-grained) parallelism. With the advent of the hypercube in the mid- 
1980s, the MIMD computing environment became accessible to more people. 
As a result, the island (migration) model (Chapter IS), which is well suited to 
a MIMD environment, was more popular than the diffusion model. 

In the last decade, however, SIMD machines have become more readily 
available and more user friendly. Some typical SIMD machines are Thinking 
Machines CM-I and CM-2, Active Memory Technology Ltd DAP, and MasPar 
MPl and MP2. All SIMD machines have a front-end processor for handling 
the code and the global operations. Behind the front-end processor is the 
processor array consisting of sometimes thousands of processors. In most cases, 
the interconnection network of the processor array is a mesh (or grid). In a 
SIMD environment, processors work synchronously, that is, in lock step. Data 
are partitioned across the processors, and each processor performs the same 
instruction on its data. Process coordination is handled in the hardware, and 
process communication is usually handled with built-in primitives. In a SIMD 
program, multiple processors execute the same process at the same time. Since 
each processor has different data, i t  is the data transformations that are being 
performed in parallel. Thus, this form of parallelism is usually called data (or 
fine-grained) parallel ism. 

The SIMD environment is perfect for the diffusion model. However, if 
the only available environment is a MIMD environment, it is still possible 
to implement data parallelism, and, thus, the diffusion model. In the diffusion 
model, it is not necessary for the evolution of the individual to take place in lock 
step. Each individual can evolve independently of the others much as in nature. 
Therefore, i t  is possible to use the SPMD programming paradigm. In a SPMD 
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environment, each processor runs the same program on different data. Because 
the underlying hardware is MIMD, the processes will run asynchronously. The 
programmer is responsible for handling process coordination and communication 
using locks, barriers, shared variables, or message passing. In this situation, the 
easiest solution would be to allow the individuals to evolve asynchronously. 
However, using barriers, it is possible to force the processes to wait on all other 
processes before proceeding with the next generation. 

With a basic understanding of data parallelism, it is now possible to 
continue with the discussion of the implementation issues in the diffusion model. 
For additional information on functional parallelism, data parallelism, MIMD 
machines or environments, or SIMD machines see the books by Almasi and 
Gottlieb ( 1994) or Morse ( 1994). 

16.2.2 Techniques j b r  selecting parents 

No matter what technique is used for selecting the parents, i t  will be necessary 
for each process to communicate with some (maybe all) of its neighbors. 
If possible, communication in a parallel environment should be kept to a 
minimum in order to improve the performance of the algorithm. Therefore, 
the neighborhood sizes are usually kept small in order to alleviate the 
communication problem. 

Quite frequently the technique for selecting the parents for recombination 
is a local version of a standard global selection technique. When converting a 
global technique to a local technique it is simply a matter of implementing the 
global technique as if it were in a much smaller population. This will mean 
collecting performance measures from all individuals in the neighborhood, or as 
in the case of tournament selection collecting the performance measures from a 
random set of individuals in the neighborhood. 

There are many examples of local implementations of global techniques. 
For example, Gorges-Schleuter ( 1989), Manderick and Spiessens ( 1989), and 
Davidor (1991) all use proportional selection for at least one parent. The 
difference between the three techniques is in the selection of the second 
parent. Gorges-Schleuter chooses the process’ individual as the second parent. 
Manderick and Spiessens choose the second parent randomly. Davidor chooses 
both parents based on the probability distribution of the neighborhood fitnesses. 

Other examples of selection techniques in diffusion model implementations 
may involve as much communication as the previously mentioned techniques. 
For example, Farrell et al (1994) have devised one such technique. The first 
parent chosen is the individual. The second parent is the most successful 
individual in the neighborhood. 

One technique which may or may not involve as much communication is 
the technique devised by Collins and Jefferson ( I99 1). In their diffusion model, 
each parent is selected by performing a random walk. The fittest individual 
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found in the random walk becomes the parent. Of course the length of the 
random walk determines the amount of communication. 

Probably the most unique technique is to choose all of the neighbors as 
parents. Muhlenbein (1  989) chose the four neighbors, the individual, and 
the global best individual was chosen twice (i.e. there were seven parents!). 
Of course this type of selection affects the recombination. Recombination 
techniques are discussed in the following section. 

16.2.3 Recombination techniques 

In most cases the recombination technique is a ‘typical’ technique. In other 
words, the technique is the same as a sequential EA. One interesting deviation 
from the typical techniques is p-sexual voting (Muhlenbein 1989). As was 
mentioned previously, in this diffusion model, each child has more than two 
parents. All parents vote on which allele should be chosen for a particular gene. 
If one allele receives more than some threshold number of votes, then that allele 
wins. Otherwise an allele is chosen randomly for the gene. 

Regardless of the recombination technique, the number of children created 
by recombination can be one or two as in sequential EAs. Also as in sequential 
EAs, the question arises as to what should be done with the child(ren). If 
only one child is created, it usually replaces the individual, although Gorges- 
Schleuter (1989) only allows a replacement to occur if the fitness of the child is 
not the worst fitness in the neighborhood. If two children are created, usually 
one is chosen (see e.g. Manderick and Spiessens 1989) and it replaces the 
individual. However, Davidor ( 199 I ) creates two children and places both 
in the neighborhood. If the child is different from the individual which it is 
supposed to replace, then one of the two is selected based on the probability 
distribution created by their two fitnesses. 

Often the selection technique and the replacement of children is influenced 
by the size and shape of the neighborhood. Some typical deme attributes are 
presented in the following section. 

16.2.4 Deme attributes: size and shape 

In most diffusion model implementations, the size and shape of the deme is 
influenced by the underlying architecture. For instance, the most common SIMD 
interconnection topology is a mesh or grid. Given this underlying architecture, 
the typical selection for a neighborhood is the neighboring processors on the 
grid. In many of these machines it is also possible to quickly communicate with 
the NE, NW, SE, and SW neighbors as well as the neighbors immediately above, 
below, to the left, and to the right of the processor. This creates a neighborhood 
of nine individuals. For example, in figure 16.1 the circles represent processors, 
and the lines represent connections between processors. The neighborhood of 
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the individual residing on the processor represented by the open circle would 
be all nine circles in the figure (Manderick and Spiessens 1989, Davidor 1991). 

I I I 

Figure 16.1. A mesh (or grid) neighborhood. 

The underlying architecture used by Muhlenbein (1989) and Gorges- 
Schleuter (1989) was a double ring. Each processor in each ring was connected 
to exactly one processor in the other ring. This produced a ladder-like topology. 
In this situation, an individual's neighborhood can be determined by how close 
a processor is to other processors on the ladder. Closeness is usually defined 
in terms of how many communication links away a processor is from a given 
processor. For instance, if the neighborhood is defined as being all processors no 
more than one link away, then the neighborhood is T shaped with the individual, 
the individual to the left on the ring, the individual to the right on the ring, and 
the neighboring individual on the other ring (see figure 16.2). Figure 16.3 shows 
the neighborhood if the distance between neighbors is two. 

Figure 16.2. A ladder neighborhood with a distance of one. 

Occasionally the selection technique and not the architecture affects the size 
and shape of the neighborhood. Collins and Jefferson ( 199 I ) implemented their 
diffusion model on a grid, but because the selection technique was a random 
walk, then the selection technique affected the deme shape and size. The size 
of the deme was the length of the random walk. The shape of the deme was 
random. 
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Figure 16.3. A ladder neighborhood with a distance of two. 

In this section several implementation techniques have been presented. It 
should be noted that most techniques cause a theoretical deviation from the 
underlying sequential EA theory. In the next section a few remarks are made 
about theoretical research in the area of diffusion models. 

16.3 Theoretical research in diffusion models 

Very little has been done theoretically in the area of diffusion models. This is 
probably due in part to the difficulty of deriving generic proofs in an area where 
there are so many different implementation possibilities. Another possibility for 
the lack of theory may be the belief that the diffusion model more correctly 
models natural populations than the island model or sequential EAs. Regardless 
of the reason for the lack of theory, more work needs to be done in this area. 
Below are mentioned three of the theoretical results that have been published. 

Davidor ( 199 1 ) derived a schema theorem for eight neighbors on a grid. The 
theorem was based on using proportional selection for both parents, creating two 
children, and proportionally placing both children in the neighborhood. Using 
this theorem, he found that the diffusion model had a rapid but local convergence 
creating ‘islands of near optimal strings’. This rapid, local convergence is no 
surprise considering that the selection is effectively in very small populations. 

Spiessens and Manderick ( 1991) performed a comparison of the time 
complexity of their diffusion model and a sequential CA. They ignored the 
evaluation step since this is problem dependent. They were able to show 
that the complexity of the diffusion model increases linearly with respect to 
the length of the genotype. The complexity of a sequential GA increases 
polynomially with respect to the size of the population multiplied by the length 
of the genotype. Since, theoretically, an increase in the length of an individual 
should be accompanied by an increase in the population size, an increase in the 
length of an individual will affect the run time of a sequential GA, but it will 
not affect the run time of the diffusion model. Also in this article, they derive 
the expected number of individuals due to proportional, scaling, local ranking, 
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and local tournament selection. The growth rates are then compared showing 
that proportional selection has the lowest growth rate. 

The final result presented here was actually a result of experiments done by 
De Jong and Sarma (1995). In their work they discovered a result that needs 
to be kept in mind by all who would implement the diffusion model. Their 
experiments compared proportional, ranking, and binary tournament selection. 
While performing their experiments they found that binary tournament selection 
appeared to perform worse than linear ranking. This was surprising given that 
the two techniques have equivalent selection pressures. ‘These results emphasize 
the importance of an analysis of the variance of selection schemes. Without 
it one can fall into the trap of assuming that selection algorithms that have 
equivalent expected selection pressure produce similar search behavior’ (De 
Jong and Sarma 1995). 

16.4 Conclusion 

The diffusion model is perhaps the most ‘natural’ EA in that it seems to simulate 
the evolution of natural populations from the point of view of the individual. 
While there are a few implementation issues that are unique to the diffusion 
model, it is, none the less, a fairly simple algorithm to implement. This, coupled 
with the increasing availability of SIMD and SPMD environments, makes the 
diffusion model an excellent choice for improving the search of an EA. 

16.5 Additional sources of information 

It was impossible to list all the authors or all the implementations of the 
diffusion model. Therefore, to avoid accidentally leaving someone out, only 
a few examples were chosen for the preceding sections and the bibliography. 
There are also many good Internet resources, but most of them can be reached 
from ENCORE (the evolutionary computation repository) on the World Wide 
Web. 
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Population sizing 

Robert E Smith 

17.1 Introduction 

How large should a population be for a given problem? This question has been 
considered empirically in several studies (De Jong 1975, Grefenstette 1986, 
Schaffer et a1 1989), and there are a variety of heuristic recommendations 
on sizing populations for a variety of EC algorithms. This section considers 
analytically motivated suggestions on population sizing. It is primarily focused 
on genetic algorithms (GAS), since most of the analytical work on sizing 
populations is in this EC subfield. However, many of the concepts discussed 
can be transferred to other EC algorithms. 

The issue of population sizing can also be considered theoretically in the 
light of CA schema processing. By misinterpreting the implicit parallelism 
(O(p3) )  argument, one might conclude that the larger p (the population size) 
is, the greater the computational leverage, and, therefore, the better the GA will 
perform. This is clearly not the case, since there are only 3' schemata in a 
binary-encoded CA with strings of length t .  One clearly cannot process O(p3)  
schemata if pL3 is much greater than 3'. 

There are several ways to view the sizing of a GA population. One is to 
size the population such that computational leverage (i.e. schema processing 
ability) is maximized. Goldberg (1989) shows how to set population size for 
an optimal balance of computational effort to computational leverage. This 
development is outlined below. However, it is important to note that there are 
other C A  performance criteria that can (and should) be considered when sizing 
a population. One is the accuracy of schema average fitness values indicated by 
a finite sample of the schemata in a population. This issue will be considered 
later in this chapter. However, put in a broader context, population sizing cannot 
be considered in complete isolation from other GA parameters. Ultimately, 
the GA must balance computational leverage, accurate sampling of schemata, 
population diversity, mixing through recombination, and selective pressure for 
good performance. 
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17.2 Sizing for optimal schema processing 

To consider how the computational leverage of implicit parallelism can be 
maximized, one must thoroughly consider the number of schemata processed by 
the GA. One can derive an exact expected number of schemata in a population of 
size n given binary strings of length t .  Note that this argument can be extended 
to higher-cardinality alphabets as well. 

First consider the probability that a single string matches a particular schema 
H :  

Given this, the probability of zero matches of this schema in a population of 
size p is 

Therefore, the probability of one or more matches in a population of size n is 

There are 

( o(",, )PO1", 

schemata of order O ( H )  in a strings of length l .  Therefore, if one counts over 
all possible schemata, and considers the probability of one or more of those 
schemata in a population of size ,U, the total, expected number of schemata in 
the population is 

s ( , U , , , = q ;  i =o ) 2 i [  l - [ l - ( ; ) i ] p ] *  

Consider schemata of defining length l s  or less, such that these schemata are 
highly likely to survive crossover and mutation. These schemata can be thought 
of as building blocks. Given the previous count of schemata, one can slightly 
underestimate the number of building blocks as 

Note that the number of building blocks monotonically expands from 
(t - t ,  + I )  2'' (for a population of one) to (t - t, + 1 )  3'\ (for an infinite 
population). 

Given this count, a measure of the GA's computational leverage is dS/dt, 
the average real-time rate of schemata processing. Assume that the population 
ultimately converges to contain only one unique string, and, thus, 2' schemata. 
Therefore, for the overall GA run, one can estimate 
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where So is the expected number of unique schemata in the initial, random 
population (given by the S count equation above), and Dt is the time to 
convergence. 

Assume 
Dt = n,t, 

where nc is the generations to convergence, and tc is the real time per generation. 
Goldberg ( 1989) estimates the convergence time under fitness proportionate 
selection. If one considers convergence of all but h percent of the population 
to one string, where h is the initial percentage of the population occupied by 
the string, the time to convergence is constant with respect to population size. 
If one considers convergence to all but one of the population members to the 
same string, the convergence time is n,  = O(lnp).  

The time t, varies with the degree of parallelization, since parallel computers 
can evaluate several fitness values simultaneously. Therefore, 

The value p = 1 represents a perfectly parallel computer, where all fitness 
values are evaluated at once. The value p = 0 represents a perfectly serial 
computer. Note that Dt increases monotonically with YZ. 

Since DS/Dt is given as an analytical function, one can find its maxima 
using standard numerical search techniques. Goldberg ( 1989) compiles maxima 
for several values of l ,  and in plots and tables. 

Surprisingly, this development for serial computers and the O(ln p)  
convergence time assumption indicate that one should use the smallest 
population possible. A population of size three seems the smallest that is 
technically feasible, since two population members are required to be selected 
over the third, and then recombined to form a new population. If one starts 
with such small populations, convergence will be rapid, and then the GA 
can be restarted. This inspired the micro-CA (Krishnakumar 1989), which 
uses very small populations, and repeated, partially random restarts. Although 
results of the micro-GA are promising, it is important to note that the optimal 
population size for schema processing rate may not be the optimal size for 
ultimate GA effectiveness. Sampling error may overwhelm the GA's ability to 
select correctly in small populations. 

17.3 Sizing for accurate schema sampling 

Another study by Goldberg et al (1992) examines population sizing in terms 
of ultimate GA performance by considering sampling error. Basic GA theory 
suggests that GAS search by implicitly evaluating the mean fitness of various 
schemata based on a series of population samples, and then recombining highly 
fit schemata. Since the schema average fitness values are based on samples, 
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they typically have a nonzero variance. Consider the competing schemata 

Assuming a deterministic fitness function, variance of average fitness values 
of these schemata exists due to the various combinations of bits that can be 
placed in the ‘don’t care’ (*) positions. This variance has been called collateral 
noise (Goldberg and Rudnick 1991 ). Let f ’ (  H I )  and f (  H2) represent the average 
fitness values for schemata H I  and H2, respectively, taken over all possible 
strings in each schema. Also let of and 022 represent the variances taken over 
all corresponding schema members. 

The CA does not make its selection decisions based on f ( H 1 )  and f ( H 2 ) .  
Instead, it makes these decisions based on a sample of a given size for each 
schema. Let us call these observed fitness values f o ( H 1 )  and f o ( H 2 ) .  Observed 
fitness values are a function of n ( H 1 )  and n ( H 2 ) ,  the numbers of copies of 
schemata H I  and H2 in the population, respectively. Given moderate sample 
sizes, the central-limit theoremt tells us that the f,-values will be distributed 
normally, with mean f ( H )  and variance cr2 /n (H) .  

Due to the sampling process and the related variance, it is possible for the 
GA to err in its selection decisions on schema H I  versus H2. In other words, 
if one assumes f ( H i )  > f ( H 2 ) ,  there is a probability that .h ) (Hl)  < f , (H2).  If 
such mean fitness values are observed the GA may incorrectly select H2 over H I .  
Given the f ( H )  and o2 values, one can calculate the probability of f o ( H 1 )  < 
f’,(HZ) based on the convolution of the two normals. This convolution is itself 
normal with mean f ( H 1 )  - f ( H 2 )  and variance ( . - t /n (H1))  + ( 4 / n ( H 2 ) ) .  
Thus, the probability that f 0 ( H 1 )  < f o ( H 2 )  is a ,  where 

and z(a)  is the ordinate of the unit, one-sided, normal deviate. Note that z(a)  
is, in effect, a signal-to-noise ratio, where the signal in question is a selective 
advantage, and the noise is the collateral noise for the given schema competition. 

For a given z ,  a can be found in standard tables, or approximated. For 
values of [ z (  > 2 (two standard deviations from the mean), one can use the 
Gaussian tail approximation: 

exp ( - z 2 / 2 )  
a =  

( z ( 2 n  ) 1 / 2 )  * 

t Technically, the central-limit theorem only applies to a random sample. Therefore, the assumption 
that the mean of observed, average fitness values is an unbiased sample of the average fitness values 
over all strings is only valid in the initial, random population, and perhaps in other populations early 
in the GA run. However, GA theory makes the assumption that selection is sufficiently slow to 
allow for good schema sampling. 
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For values of 1z1 5 2, one can use the sigmoidal approximation suggested by 
Valenzuela-Rendon ( 1989): 

1 
a =  1 +exp( -1 .6~) ‘  

Given this calculation, one can match a desired maximum level of error in 
selection to a desired population size. This is accomplished by setting n ( H 1 )  
and n ( H 2 )  such that the error probability is lowered below the desired level. 
In effect, raising either of the n ( H )  values ‘sharpens’ (lowers the variance uf)  
the associated normal distribution, thus reducing the convolution of the two 
distributions. 

Goldberg et a1 (1992) suggest that if the largest value of 2 ” ( H ) ~ i / I . f . ( H l )  - 
f ( H 2 ) I  (where o m  is the mean schemata variance, (cr(H1)’ + o ( H 2 ) ’ ) / 2 ) )  is 
known for competitive schemata of order O ( H ) ,  one can conservatively size the 
population by assuming the n ( H )  values are the expected values for a random 
population of size ,!L. This gives the sizing formula: 

Note that this formula can be extended to alphabets of cardinality greater than 
two. 

The formula is a thorough compilation of the concepts of schema variance 
and its relationship to population sizing. However, it does present some 
difficulties. The values and ranges of f ( H )  are not known beforehand for 
any schemata, although these values are implicitly estimated in the GA process. 
Moreover, the values of cr2 are neither known nor estimated in the usual GA 
process. Despite these limitations, Goldberg er af ( I99 I ) suggest some useful 
rules of thumb for population sizing from this relationship. 

For instance, consider problems with deception of order k << t .  That is, all 
building blocks of order k or less have no deception. One could view such a 
function as the sum of m = t / k  subfunctions, ,f;. Thus, the root-mean-squared 
variance of a subfunction is 

An estimate of the variance of the average order4 schema is 

This gives a population of size 
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Note that the population size is O ( m )  = O ( t / k )  = O ( l )  for problems of fixed, 
bounded deception order k .  

This relationship suggests the rule of thumb that an adequate population size 
increases linearly with string length for problems of fixed, bounded deception. 
Moreover, it has some interesting implications for GA time complexity. 
Goldberg and Deb ( 1990) show that for typical selection schemes GAS converge 
in O(1ogp) or O ( p  log ,U) generations. This suggests that GAS can converge 
in O(J? log t )  generations, even when populations are sized to control selection 
errors. 

One can construct another rule of thumb by considering the maximum 
variance in a GA fitness function, which is given by 

where ,fmax is the maximum fitness value, and fmin is the minimum fitness value 
for the function. One could use this value as a conservative estimate of the 
schema average fitness variance (the collateral noise), and size the population 
accordingly. 

The population sizing formula has also suggested a method of dynamically 
adjusting population size. In a recent study (Smith 1993a, b, Smith and Smuda 
1995), a modified GA is suggested that adaptively resizes the population based 
on the absolute expected selection loss, which is given by 

where a is derived from the previous formula, and competitions of mates that 
estimate not only schema average finesses (as in the usual GA), but schema 
fitness variances as well. Note that the L (  H I ,  H2) measure considers not only 
the variance of a schema competition, but also its relative effect. Note that this 
is important in an adaptive sizing algorithm, since the previous population sizing 
formula does not consider the relative importance of schemata competitions. If 
two competing schemata have fitness values that are nearly equal, the overlap 
in the distributions will be great, thus suggesting a large population. However, 
if the fitness values of these schemata are nearly equal, their importance to the 
overall search may be minimal, thus precluding the need for a large population 
on their account. 

Preliminary experiments with the adaptive population sizing technique have 
indicated its viability. They also suggest the possibility of other techniques that 
automatically and dynamically adjust population size in response to problem 
demands. 

17.4 Final comments 

This section has presented arguments for sizing GA populations. However, the 
concepts (maximizing computational leverage and ensuring accurate sampling) 
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are general, and can be applied to other EC techniques. In different situations, 
either of these two concepts may determine the best population size. In many 
practical situations, it will be difficult to determine which concept dominates. 
Moreover, population size based on these concepts must be considered in the 
context of recombinative mixing, disruption, deception, population diversity, 
and selective pressure (Goldberg et a1 1993). One must also consider the 
implementation details of a GA on parallel computers. Specifically, how 
does one distribute subpopulations on processors, and how does one exchange 
population members between processors? Some of these issues are considered 
in recent studies (Goldberg et a1 1995). As EC methods advance, automatic 
balancing of these effects based on theoretical considerations is a prime concern. 
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18 
Mutation parameters 

Thomas Bbck 

18.1 Introduction 

The basic distinction between the concept of handling mutation in evolution 
strategies and evolutionary programming as opposed to genetic algorithms can 
be clarified as follows: evolution strutegirs and evolutionary programming 
evolve their set of mutation parameters ( n ,  E { 1, . . . , n }  variances and n, E 

(0, . . . , (n  - u2,/2)(n, - I ) }  covariances of the generalized, n-dimensional 
normal distribution) on-line during the search by applying the search operator( s) 
mutation (and recombination, in the case of evolution strategies) to the strategy 
parameters as well. This principle facilitates the self-adaptation (Chapter 2 1 ) 
of strategy parameters and shifts the parameter setting issue to the more robust 
level of the learning rates; that is, the parameters that control the speed of the 
adaptation of strategy parameters. Section 1 8.2 briefly discusses the presently 
used heuristics (which are based on some theoretical ground) for setting these 
learning rates on the meta-level of strategy parameter modifications. 

In contrast to associating a (potentially large) number of mutation parameters 
with each single individual and self-adapting these parameters on-line, genetic 
algorithms and evolutionary heuristics derived from genetic algorithms usually 
provide only one mutation rate pl,, for the complete population. This mutation 
rate is set to a fixed value, and it is not modified or self-adapted during 
evolution. A variety of values were proposed for setting pm, and a summary 
of these results (which are obtained from experimental investigations) is given 
in Section 18.3. In addition to constant settings of the mutation rate, some 
experiments with a mutation rate varying over the generation number are also 
provided in the literature, including efforts to calculate the optimal schedule 
of the mutation rate for simple objective functions and to derive some general 
heuristics from these investigations. Furthermore, the variation of the mutation 
rate might be probabilistic rather than deterministic, and pln might also vary 
over bit representation in the case of binary representation of individuals. These 
mutation heuristics are discussed in Section 18.3. 
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18.2 Mutation parameters for self-adaptation 

In evolution strategies, the mutation of standard deviations oi ( i  E { I ,  . . . , a,}) 
according to the description given by Back and Schwefel (1993); that is, 

(18.1) (T: = a; exp(t’N(0, I )  + t N ; ( O ,  I ) )  

is controlled by two meta-parameters or learning rates t and t’. Schwefel (1977, 
p 167-8) suggests setting these parameters according to 

K 
and t =  

‘ K  
(212) 

5 =- 
[ 2( 2rz) 1/21 I /2 

( 18.2) 

and recently Schwefel and Rudolph (1995) generalized this rule by setting 

( 18.3) 

where K denotes the (in general unknown) normalized convergence velocity 
of the algorithm. Although the convergence velocity K cannot be known for 
arbitrary problems, the parameters t and t’ are very robust against settings 
deviating from the optimal value (a variation within one order of magnitude 
normally causes only a minor loss of efficiency). Consequently, a setting of 
K = 1 is a useful initial recommendation. 

Experiments varying the weighting factor 6 have not been performed so far, 
such that the default value 6 = 1/2 should be used for first experiments with 
an evolution strategy. 

For the mutation of rotation angles aj  in evolution strategies with correlated 
mutations, which is performed according to the rule 

= aj + BNj (O,  I )  (18.4) 

a value of ,!3 = 0.0853 (corresponding to 5’) is recommended on the basis of 
experimental results. 

For the simple self-adaptation case n,  = I ,  where only one standard 
deviation is learned per individual, equation (18.1) simplifies to IT’ = 
oexp(toN(0, 1 ) )  with a setting of to = K/nl/*.  Alternatively, Rechenberg 
(1994) favors a so-called mutational step size control which modifies (T 

according to the even simpler rule (T’ = ( T U ,  where U - U ( (  1 ,  U, I / a } )  is a 
uniform random value attaining one of the values 1 ,  a and 1 / a .  This is motivated 
by the idea of trying larger, smaller, and constant standard deviations in the next 
generation, each of these with one-third of the individuals. Rechenberg ( 1994, 
p 48) recommends a value of a = 1.3 for the learning rate. An experimental 
comparison of both self-adaptation rules for n,  = I has not been performed so 
far. 

In the case of evolutionary programming (EP), Fogel (1 992) originally 
proposed an additive, normally distributed mutation of variances for self- 
adaptation in meta-EP, but subsequently substituted the same logarithmic- 
normally distributed modification as used in evolution strategies (Saravanan 
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and Fogel 1994a, 1994b). Consequently, the parameter setting rules for z’ and 
z also apply to evolutionary programming. 

18.3 Mutation parameters for direct schedules 

Holland (1975) introduced the mutation operator of genetic algorithms as a 
‘background operator’ that changes bits of the individuals only occasionally, 
with a rather small mutation probability p m  E [0, I ]  per bit. Common settings 
of the mutation probability are summarized in table 18.1. 

Table 18.1. 
algorithms. 

Commonly used constant settings of the mutation rate pm in genetic 

Pm Reference 

0.00 I 
0.0 1 Grefenstette ( 1986) 
0.005-0.01 

De Jong ( I  975, pp 67-7 1 )  

Schaffer et a1 ( 1989) 

These settings were all obtained by experimental investigations, including a 
meta-level optimization experiment performed by Grefenstette ( 1986), where the 
space of parameter values of a genetic algorithm was searched by another genetic 
algorithm. Mutation rates within the range of values summarized in table 18.1 
are still widely used in applications of canonical (i.e. using binary representation) 
genetic algorithms, because these settings are consistent with Holland’s proposal 
for mutation as a background operator and Goldberg’s recommendation to invert 
on the order of one per thousand bits by mutation (Goldberg 1989, p 14). 
Although it is correct that base pair mutations of Eschericia coli bacteria occur 
with a similar frequency (Futuyma 1990, pp 82-3), it is important to bear in 
mind that this reflects mutation rates in a relatively late stage of evolution and 
in only one specific example of natural evolution, which may or may not be 
relevant to genetic algorithms. Early stages in the history of evolution on earth, 
however, were characterized by much larger mutation rates (see Ebeling et a1 
1990, ch 8). 

Taking this into account, some authors proposed varying the mutation rate in 
genetic algorithms over the number of generations according to some specific, 
typically decreasing schedule-which is usually deterministic, but might also 
be probabilistic. Fogarty ( 1989) performed experiments comparing, for binary 
strings of length i! = 70, the following schedules: 

(i) a constant mutation rate pm = 0.01 
( i i )  a mutation rate 

I 0.1 1375 
p,ll( t)  = - + - 240 2‘ ( 1  8.5) 
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that is, a schedule where the mutation rate decreases exponentially over 
time 

(i i i )  a mutation rate varying over bit representations but not over generations, 
setting p,(i) for bit number i E { 1, . . . , l }  (i = I indicates the least 
significant bit) to a value 

(iv) a combination of both according to 

( I  8.6) 

(1 8.7) 

The graphs of these schedules (ii)-(iv) are shown in figures 18.1 and 18.2 
to give an impression of their general form. It is worth noting that the schedule 
according to (ii) decreases quickly within less than 10 generations to the baseline 
value. 

For a specific application problem, Fogarty arrived at the conclusion that 
varying mutation rates over generations and/or across integer representation 
significantly improves the on-line performance of a genetic algorithm, if 
evolution is started with a population of all zero bits. Although this result 
was obtained for a specific experimental setup, Fogarty’s investigations serve 
as an important starting point for other studies about varying mutation rates. 

Hesser and Manner ( 1  99 1, 1992) succeeded in deriving a general expression 
for a time-varying mutation rate of the form 

( 1  8.8) 

which favors an exponentially decreasing mutation rate and seems to confirm 
Fogarty’s findings. Furthermore, equation (1 8.8) also contains the population 
size p as well as the string length l as additional parameters which are 
relevant for the optimal mutation rate, and the dependence on these parameters 
shows some correspondence with the empirical finding Pm 1.75/ (p( t ) ” * )  
obtained by Schaffer et u1 (1989) by curve fitting of their experimental data. 
Unfortunately, the constants ci are generally unknown and can be estimated 
only for simple cases from heuristic arguments, such that equation ( I  8.8) does 
not offer a generally useful rule for setting p, .  

Recently, some results concerning optimal schedules of the mutation rate in 
the cases of simple objective functions and simplified genetic algorithms were 
presented by Miihlenbein ( I992), Back ( 1992a, 1993) and Yanagiya ( 1993). 
This work is based on the idea of finding a schedule that maximizes the 
convergence velocity or minimizes the absorption time of the algorithm (i.e. the 
number of iterations until the optimum is found). To facilitate the theoretical 
analysis, these authors work with the concept of a ( 1  + A)- or ( 1 ,  A)-genetic 
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Figure 18.1. Mutation rate schedule varying over generation number according to the 
description given in Fogarty‘s schedule ( i i )  (top) and over bit representation according 
to the description given in his schedule ( i i i )  (bottom). 

algorithm (most often. a ( 1  + 1)-algorithm is considered). Such an algorithm is 
characterized by a single parent individual, generating h offspring individuals 
by mutation. In the case of plus-selection, the best of parent and offspring is 
selected for the next generation, while the best of offspring only is selected in 
the case of comma-selection. For the simple ‘counting ones’ objective function 
f ( h l  . . . ht ) = E:=,, Bick (1992a. 1993) demonstrated that a mutation rate 
schedule starting with p,,,(.f(b) = t / 2 )  = 1/2 and decreasing exponentially 
towards I / t  as f ( b )  approaches t is optimal, and he presented an approximation 
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Figure 18.2. Mutation rate schedule varying over both bit representation and generation 
number according to the description given in Fogarty’s schedule (iv). 

for a (1 + 1)-genetic algorithm where 

(18.9) 

defines the mutation rate as a function of f ( b )  at generation t .  As a more 
useful result, however, both Miihlenbein (1992) and Back (1993) concluded 
that a constant mutation rate 

P m  = l /e (18.10) 

is almost optimal for a (1 + 1)-genetic algorithm applied to this problem and can 
serve as a reasonable heuristic rule for any kind of objective function, because 
it is impossible to derive analytical results for complex functions. This result, 
however, was already provided by Bremermann et al (1966), who used the 
same approximation method that Muhlenbein used 26 years later. Yanagiya 
(1993) and Back (1993) also presented optimal mutation rate schedules for 
more complicated objective functions such as quasi-Hamming-distance functions 
(the objective function value depends strongly on the Hamming distance from 
the global optimum), a knapsack problem, and decoding functions mapping 
binary strings to integers. The resulting optimal mutation rate schedules are 
often quite irregular and utilize surprisingly large mutation rates, but it seems 
impossible to draw a general conclusion from these results. Certainly, the 
above-mentioned rule, p m  = l / l ,  is always a good starting point because it 
will not perform worse than any smaller mutation rate setting. As the number 
of offspring individuals increases, however, the optimal mutation rate as well 
as the associated convergence velocity increase also, but currently no useful 
analytical results are known for the dependence of the optimal mutation rate on 
offspring population size (see Back 1996, chapter 6). 
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I I I '  

8 '  , ,  o / , t ,  ' 1  

Figure 18.3. The plots show the behavior of the normalized modification A x i ( f ,  y ) / y  
as a function of the random number U according to operator ( I  8.1 1 ). In both cases, the 
default value b = 5 was chosen. The upper plot ( t / T  = 0.2) demonstrates that the 
modifications occurring in the early stages of a run are quite large, while later on only 
small modifications are possible, as shown in the lower plot ( f / T  = 0.6). 

In addition to deterministic schedules, nondeterministic schedules for 
controlling the 'amount' (in the sense of continuous step-sizes as well as the 
probability to invert bits) of mutation are also known in the literature and applied 
in the context of evolutionary algorithms. Michalewicz ( 1994) introduced a step- 
size control mechanism for real-valued vectors, which decreases the amount 
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Axi of the modification of an object variable xi over the number of generations 
according to 

’ -” T)’’ ) (18.11) 

where U - U ([0, 11) is a uniform random number, T is the maximum generation 
number, y is the maximum value of the modification Axj, and h is a system 
parameter determining the degree of dependency on t .  Michalewicz ( 1994, 
p 101) proposes a value of h = 5. In contrast to evolution strategies or 
evolutionary programming, only a single, randomly chosen (according to a 
uniform distribution U ( {  1, . . . , n } ) )  object variable is modified when mutation 
is applied; that is, rn(x1, . . . , x ,~ )  = (X I ,  . . . , xi-1, XI, xi+l, . . . , x,). 

Using equation ( I  8.1 l ) ,  the modification of the selected object variable xi 
is performed according to 

xi + Axi(t, Xi - Xi)  

xi - Axi ( t ,  xi - x i )  
if U’ = 1 
if U ’  = 0 (18.12) 

where U’ - U ( { O ,  I} )  is a uniform random digit, and Xi, xi denote upper and 
lower domain bounds of xi. The plots in figure 18.3 show the normalized 
modification Axj(t, y ) / y  as a function of the random variable U for b = 5 
at two different time stages of a run. Clearly, the possible modification of xi  
decreases (quickly, for this value of h )  as the generation counter increases. 

To facilitate a comparison with a binary representation of object variables, 
Michalewicz ( 1  994) also modeled this mutation operator for the binary space 
(0, l}‘. Again, the object variable xi, which should be modified by mutation, 
is randomly chosen from the n object variables. For the binary representation 
(61, . . . , blr) of xi (with a length of 1, = 30 bits per object variable), the mutation 
operator inverts the value of the bit balct,l,), where the bit position A’(t, 1,j is 
defined by 

(18.13) 

and the parameter b = 1.5 is chosen to achieve similar behavior as in ( I  8.1 1 )  
(here, we have to add a value of one because, in contrast to Michalewicz, we 
consider the least significant bit being indexed by one rather than zero). The 
effect of this operator is to concentrate mutation on the less significant bits 
as the generation counter t increases, therefore causing smaller and smaller 
modifications on the level of decoded object variables. Consequently, this 
probabilistic mutation rate schedule has some similarity to Fogarty’s settings 
(iiij and (iv), varying the mutation rate both over bit representation and over 
time. 

A comparison of both operators clearly demonstrated a better performance 
for the operator (1  8. I 1 )  designed for real-valued object variables (Michalewicz 
1994, p 102). 
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18.4 Summary 

Optimal setting of the mutation rate or mutation step size(s) in evolutionary 
algorithms is not an easy task. Use of the self-adaptation technique simplifies 
the problem by switching to meta-parameters which determine the speed of step 
size adaptation rather than the step sizes themselves. The new meta-parameters 
are generally robust and their default settings work well in many cases, though 
they do not guarantee the fastest adaptation in the general case. 

Direct control mechanisms of mutation rate or step size are typically applied 
in genetic algorithms and their derivates. Usually, a constant mutation rate is 
utilized, although it is well known that no generally valid best mutation rate 
exists. It  is known, however, that pm = l/l is to be preferred over smaller 
values and can serve as a general guideline if nothing is known about the 
objective function. 

Very little is known concerning mutation rate schedules varying over time 
or bit representations-except the theoretical results indicating the superiority 
of schedules depending on the distance to the optimum. In  case of the ‘counting 
ones’ problem, the decrease of pm over time is exponential, which seems to be 
a promising choice also for more difficult objective functions. The alternative 
way of self-adapting the mutation rate in genetic algorithms, which certainly 
opens an interesting and promising path towards solving this parameter setting 
problem, has not yet been exploited in depth (except in some preliminary work 
by Back (1992b)). 
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Recombination parameters 

William A4 Spears 

19.1 General background 

Although Holland (1975) was not the first to suggest recombination in an 
evolutionary algorithm (EA) (see e.g. Fraser 1957, Fogel et al 1966), he was the 
first to place theoretical emphasis on this operator. This emphasis stemmed from 
his work in adaptive systems, which resulted in the field of genetic algorithms 
(GAS) and genetic programming. According to Holland, an adaptive system 
must persistently test and incorporate structural properties associated with better 
performance. The object, of course, is to find new structures which have a high 
probability of improving performance significantly. 

Holland concentrated on schemata, which provide a basis for associating 
combinations of attributes with potential for improving current performance. 
To see this, let us consider the schema AC##, defined over a fixed length 
chromosome of four genes, where each gene can take on one of three alleles 
{A, B, C}. If  # is defined to be a ‘don’t care’ (i.e. wildcard) symbol, the schema 
AC## represents all chromosomes that have an A for their first allele and a C 
for their second. Since each of the # symbols can be filled in with any one of 
the three alleles, this schema represents 32 = 9 chromosomes. 

Suppose every chromosome has a well-defined fitness value (also called 
utility or payofl .  Now suppose there is a population of P individuals, p of 
which are members of the above schema. The observed average jitness of 
that schema is the average fitness of these p individuals in that schema. It is 
important to note that these individuals will also be members of other schemata, 
thus the population of P individuals contains instances of a large number of 
schemata (all of which have some observed fitness). Holland (1975) stated that 
a good heuristic is to generate new instances of these schemata whose observed 
fitness is higher than the average fitness of the whole population, since instances 
of these schemata are likely to exhibit superior performance. 

Suppose the schema AC## does in fact have a high observed fitness. The 
heuristic states that new samples (instances) of that schema should be generated. 
Selection (reproduction) does not produce new samples-but recombination can. 
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The key aspect of recombination is that if one recombines two individuals that 
start with AC, their offspring must also start with AC. Thus one can retain 
what appears to be a promising building block (AC##), yet continue to test that 
building block in new contexts. 

As stated earlier, recombination can be implemented in many different ways. 
Some forms of recombination are more appropriate for certain problems than 
are others. According to Booker (1992) it is thus useful to characterize the 
biases in recombination operators, recognize when these biases are correct or 
incorrect (for a given problem or problem class), and recover from incorrect 
biases when possible. Sections 19.2 and 19.3 summarize much of the work 
that has gone into characterizing the biases of various recombination operators. 
Historically, most of the earlier recombination operators were designed to 
work on low-level ‘universal’ representations, such as the fixed-length low- 
cardinality representation shown above. In fact, most early GAS used just simple 
bitstring representations. A whole suite of recombination operators evolved 
from that level of representation. Section 19.2 focuses on such ‘bit-level’ 
recombination operators. Recent work has focused more on problem-class- 
specific representations, with recombination operators designed primarily for 
these representations. Section 19.3 focuses on the more problem-class-specific 
recombination operators. 

Section 19.4 summarizes some of the mechanisms for recognizing when 
biases are correct or incorrect, and recovering from incorrect biases when 
possible. The conclusion outlines some design principles that are useful when 
creating new recombination operators. Ideally, one would like firm and precise 
practical rules for choosing what form and rate of recombination to use on a 
particular problem; however, such rules have been difficult to formulate. Thus 
this section concentrates more on heuristics and design principles that have often 
proved useful. 

19.2 Genotypic-level recombination 

19.2.1 Theory 

Holland ( 1975) provided one of the earliest analyses of a recombination operator, 
called one-point recombination. Suppose there are two parents: ABCD and 
AABC. Randomly select one point at which to separate (cut) both parents. 
For example, suppose they are cut in the middle (ABICD and AAIBC). The 
offspring are created by swapping the tail (or head) portions to yield ABBC and 
AACD. Holland analyzed one-point recombination by examining the probability 
that various schemata will be disrupted when undergoing recombination. For 
example, consider the two schemata AA## and A##A. Each schema can be 
disrupted only if the cut point falls between its two As. However, this is much 
more likely to occur with the latter schema (A##A) than the former (AA##). In 
fact, the probability of disrupting either schema is proportional to the distance 
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between the As. Thus, one-point recombination has the bias that it is much 
more likely to disrupt ‘long’ schemata than ‘short’ schemata, where the length 
of a schema is the distance between the first and the last defining position (a 
nonwildcard). 

De Jong (1975) extended this analysis to include so-called n-point 
recombination. In n-point recombination n cut points are randomly selected 
and the genetic material between cut points is swapped. For example, with 
two-point recombination, suppose the two parents ABCD and AABC are cut as 
follows: AlBClD and AIABIC. Then the two offspring are AABD and ABCC. 
De Jong noted that two-point (or n-point where n is even) recombination is less 
likely to disrupt ‘long’ schemata than one-point (or n-point where n is odd) 
recombination. 

Syswerda ( 1989) introduced a new form of recombination called unifiwrn 
recombination. Uniform recombination does not use cut points but instead 
creates offspring by deciding, for each allele of one parent, whether to swap 
that allele with the corresponding allele in the other parent. That decision is 
made using a coin flip (i.e. the swap is made 50% of the time). Syswerda 
compared the probability of schema disruption for one-point, two-point, and 
uniform recombination. Interestingly, while uniform recombination is somewhat 
more disruptive of schemata than one-point and two-point, it does not have 
a length bias (i.e. the length of a schema does not affect the probability of 
disruption). Also, Syswerda showed that the more disruptive nature of uniform 
recombination can be viewed in  another way-it is more likely to construct 
instances of new schemata than one-point and two-point recombination. 

De Jong and Spears (1992) verified Syswerda’s results and introduced 
a parameterized version of uniform recombination (where the probability of 
swapping could be other than 50%). Lowering the swap probability of 
uniform recombination allows one to lower disruption as much as desired, while 
maintaining the lack of length bias. Finally, De Jong and Spears characterized 
recombination in terms of two other measures: productivity and exploration 
power. The productivity of a recombination operator is the probability that it 
will generate offspring that are different from their parents. More disruptive 
recombination operators are more productive (and vice versa). An operator is 
more explorative if it can reach a larger number of points in the space with one 
application of the operator. Uniform recombination is the most explorative of 
the recombination operators since, if the Hamming distance between two parents 
is h (i.e. h loci have different alleles), uniform recombination can reach any of 
2h points in one application of the operator. Moon and Bui (1994) independently 
performed a similar analysis. Although mathematically equivalent, this analysis 
emphasized ‘clusters’ of defining positions within schemata, as opposed to 
lengths. 

Eshelman et a1 ( 1989) considered other characterizations of recombination 
bias. They introduced two biases, the pasitional and distributional bias. A 
recombination operator has positional bias to the extent that the creation of any 
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new schema by recombining existing schemata is dependent upon the location 
of the alleles in the chromosome. This is similar to the length bias introduced 
above. A recombination operator has distributional bias to the extent that 
the amount of material that is expected to be exchanged is distributed around 
some value or values ranging from 1 to L - 1 alleles (where the chromosome 
is composed of L genes), as opposed to being uniformly distributed. For 
example, one-point recombination has high positional and no distributional bias, 
while two-point recombination has slightly lower positional bias and still no 
distributional bias. Uniform recombination has no positional bias but high 
distributional bias because the amount of material exchanged is binomially 
distributed. Later, Eshelman and Schaffer ( 1994) refined their earlier study 
and introduced recombinarive bias, which is related to their older distributional 
bias. They also introduced schema bias, which is a generalization of their older 
positional bias. 

Booker ( I992 j tied the earlier work together by characterizing recombination 
operators via their recombination distributions, which describe the probability 
of all possible recombination events. The recombination distributions were 
used to rederive the disruption analysis of De Jong and Spears (1992) for n- 
point and parameterized uniform recombination, as well as to calculate precise 
values for the distributional and positional biases of recombination. This 
reformulation allowed Booker to detect a symmetry in the positional bias of 
n-point recombination around = L/2, which corrected a prediction made 
by Eshelman et a1 (1989) that positional bias would continue to increase as n 
increases. 

19.2.2 Heuristics 

The sampling arguments and the characterization of biases that has just been 
presented have motivated a number of heuristics for how to use recombination 
and how to choose which recombination to use. 

Booker ( 1982) considered implementations of recombination from the 
perspective of trying to improve overall performance. The motivation was that 
allele loss from the population could hurt the sampling of coadapted sets of 
alleles (schemata). In the earliest implementations of GAS one offspring of a 
recombination event would be thrown away. This was a source of allele loss, 
since, instead of transmitting all alleles from both parents to the next generation, 
only a subset was transmitted. The hypothesis was that allele loss rates would 
be greatly decreased by saving both offspring. That hypothesis was confirmed 
empirically. There was also some improvement in on-line (average fitness of all 
samples) and off-line (average fitness of the best samples) performance on the 
De Jong (1975) test suite, although the off-line improvement was negligible. 

Booker (1987) also pointed out that, due to allele loss, recombination is less 
likely to produce children different from their parents as a population evolves. 
This effectively reduces the sampling of new schemata. To counteract this 
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Booker suggested a more explorative version of recombination, termed reduced 
surrogate recombination, that concentrates on those portions of a chromosome in 
which the alleles of two parents are not the same. This ensures that a new sample 
is created. For example, suppose two parents are ABCD and ADBC. Then if 
one uses one-point recombination, and the cut point occurs immediately after 
the A, the two offspring would be identical to the parents. Reduced surrogate 
recombination would ensure that the cut point was further to the right. 

It has been much more difficult to come up with heuristics for choosing 
which recombination operator to use in a given situation. Syswerda (1989), 
however, noted that one nice aspect of uniform recombination is that, due to 
its lack of length bias, it is not affected by the presence of irrelevant alleles in 
a representation. Nor is it affected by the position of the relevant alleles on 
the chromosome. Thus, for those problems where little information is available 
concerning the relevance of alleles or the length of building blocks, uniform 
recombination is a useful default. 

De Jong and Spears (1990) tempered this view somewhat, by including 
interactions with population size (Chapter 17). Their heuristic was that 
disruption is most useful when the population size is small or when the 
population is almost homogeneous. They argued that more disruptive 
recombination operators (such as 0.5 uniform recombination, or n-point 
recombination where n > 2) should be used when the population size is small 
relative to the problem size, and less disruptive recombinations operators (such 
as two-point, or uniform recombination with a swap probability less than 50%) 
should be used when the population size is large relative to the problem size. 
De Jong and Spears demonstrated this with a series of experiments in which the 
population size was varied. 

Schaffer et a1 (1989) made a similar observation. They concentrated on 
the recombination rate, which is the percentage of the population to undergo 
recombination. They observed that high recombination rates are best with small 
populations, a broad range of recombination rates are tolerated at medium 
population sizes, and only low recombination rates are suggested for large 
population sizes. 

Finally, Eshelman and Schaffer (1994) have attempted to match the biases of 
recombination operators with various problem classes and GA behavior. They 
concluded with two heuristics. The first was that high schema bias can lead to 
hitchhiking, where the EA exploits spurious correlations between schemata that 
contribute to performance and other schemata that do not. They recommended 
using a high-recombinative-bias and low-schema-bias recombination to combat 
premature convergence (i.e. loss of genetic diversity) due to hitchhiking. The 
second heuristic was that high recombinative bias can be detrimental in trap 
problems. 
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19.3 Phenotypic-level recombination 

19.3.1 Theory 

Thus far the focus has been on fixed-length representations in which each gene 
can take on one of a discrete set of alleles (values). Schemata were then defined, 
each of which represent a set of chromosomes (the chromosomes that match 
alleles on the defining positions of the schema). However, there are problems 
that do not match these representations well. In these cases new representations, 
recombination operators, and theories must be developed. 

For example, a common task is the optimization of some real-valued function 
of real values. Of course, i t  is possible to code these real values as bitstrings 
in which the degree of granularity is set by choosing the appropriate number 
of bits. At this point conventional schema theory may be applied. However, 
there are difficulties that arise using this representation. One is the presence of 
Hamming clifss, in which large changes in the binary encoding are required to 
make small changes to the real values. The use of Gray codes does not totally 
remove this difficulty. Standard recombination operators also can have the effect 
of producing offspring far removed (in the real-valued sense) from their parents 
(Schwefel 1995). An alternative representation is to simply use chromosomes 
that are real-valued vectors. In this case a more natural recombination operator 
averages (blends) values within two parent vectors to create an offspring vector. 
This has the nice property of creating offspring that are near the parents. (See 
the work of Davis (1991), Wright (1991), Eshelman, and Schaffer (1992), 
Schwefel (1995), Peck and Dhawan (l995), Beyer (l995), and Arabas et a1 
( 1995) for other recombination operators that are useful for real-valued vectors. 
One recombination operator of note is discrete recombination, which is the 
analog of uniform recombination on real-valued variables.) 

Recently, three theoretical studies analyzed the effect of recombination using 
real-valued representations. Peck and Dhawan ( 1  995) showed how various 
properties of recombination operators can influence the ability of the EA to 
converge to the global optima. Beyer ( 1  995) concluded that an important role 
of recombination in this context is genetic repair, diminishing the influence 
of harmful mutations. Eshelman and Schaffer ( I  992) analyzed this particular 
representation by restricting the parameters to be integer ranges. Their interval 
schemata represent subranges. For example, if a parameter has range [0, 21, it 
has the following interval schemata: [O], [I], [2], [0, I], [ I ,  21, and [0, 21. The 
chromosomes ( 1  1 2) and (2 1 2) are instances of the interval schema ([ l ,  21 
[ 1 ] [2]). Long interval schemata are more general and correspond roughly to 
traditional schemata that contain a large number of #s. Eshelman and Schaffer 
used interval schemata to help them predict the failure modes of various real- 
valued recombination operators. 

Another class of important tasks involves permutation or ordering problems, 
in which the ordering of alleles on the chromosome is of primary importance. 
A large number of recombination operators have been suggested for these 
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tasks, including partially mapped recombination (Goldberg and Lingle 198S), 
order recombination (Davis ISSS), cycle recombination (Oliver et a1 1987), 
edge recombination (Starkweather et id 199 I ), and the group recombination of 
Falkenauer (1994). Which operators work best depend on the objective function. 

A classic permutation problem is the traveling salesman problem (TSP). 
Consider a TSP of four cities {A, B, C, D}, It is important to note that there are 
only 4! possible chromosomes, as opposed to 44 (e.g. the chromosome AABC 
is not valid). Also, note that schema ##BC does not have the same meaning 
as before, since the alleles that can be used to fil l  in the #s now depend on 
the alleles in the defining positions (e.g. a B or a C can not be used in this 
case). This led Goldberg and Lingle (1985) to define o-schemata, in which 
the ‘don’t cares’ are denoted with !s. An example of an o-schema is !!BC, 
which defines the subset of all orderings that have BC in the third and fourth 
positions. For this example there are only two possible orderings, ADBC and 
DABC. Goldberg considered these to be absolute o-schemata, since the absolute 
position of the alleles is of importance. An alternative would be to stress the 
relative positions of the alleles. In this case what is important about !!BC is that 
B and C are adjacent-!!BC, !BC!, and BC!! are now equivalent o-schemata. 
One nice consequence of the invention of o-schemata is that a theory similar 
to that of the more standard schema theory can be developed. The interested 
reader is encouraged to see the article by Oliver et a1 (1987) for a nice example 
of this, in which various recombination operators are compared via an o-schema 
analysis. 

There has also been some work on recombination for finite-state machines 
(Fogel et a1 1966), variable-length chromosomes (Smith 1980, De Jong et a1 
I993), chromosomes that are LISP expressions (Fujiki and Dickinson 1987, 
Koza 1994, Rosca 1993, chromosomes that represent strategies (i.e. rule sets) 
(Grefenstette et a1 I990), and recombination for multidimensional chromosomes 
(Kahng and Moon 1995). Some theory has recently been developed in 
these areas. For example, Bui and Moon (1995) developed some theory on 
multidimensional recombination. Also, Radcliffe ( 199 1 ) generalized the notion 
of schemata to sets he refers to as formae. 

19.3.2 Heuristics 

Due to the prevalence of the traditional bitstring representation in GAS, less work 
has concentrated on recombination operators for higher-level representations, 
and there are far fewer heuristics. The most important heuristic is that 
recombination must identify and combine meaningful building blocks of 
chromosomal material. Put another way, ‘recombination must take into account 
the interaction among the genes when generating new instances’ (Eshelman and 
Schaffer 1992). The conclusion of this section provides some guidance in how 
to achieve this. 
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19.4 Control of recombination parameters 

As can be seen from the earlier discussion, there is very little theory or guidance 
on how to choose a priori which recombination operator to use on a new 
problem. There is also very little guidance on how to choose how often to 
apply recombination (often referred to as the recombination rate). There have 
been three approaches to this problem, referred to as static, predictive, and 
adaptive approaches. 

19.4.1 Static techniques 

The simplest approach is to assume that one particular recombination operator 
should be applied at some static rate for all problems. The static rate is estimated 
from a set of empirical studies, over a wide variety of problems, population 
sizes, and mutation rates. Three studies are of note. De Jong (1975) studied 
the on-line and off-line performance of a GA on the De Jong test suite and 
recommended a recombination rate of 60% for one-point recombination (i.e. 
60% of the population should undergo recombination). Grefenstette (1  986) 
studied on-line performance of a GA on the De Jong test suite and recommended 
that one-point recombination be used at the higher rate of 95%. In the most 
recent study, Eshelman et a1 (1989) studied the mean number of evaluations 
required to find the global optimum on the De Jong test suite and recommended 
an intermediate rate of 70% for one-point recombination. Each of these settings 
for the recombination rate is associated with particular settings for mutation 
rates and population sizes, so the interested reader is encouraged to consult 
these references for more complete information. 

19.4.2 Predictive techniques 

In the static approach it is assumed that some fixed recombination rate (and 
recombination operator) is reasonable for a large number of problems. However, 
this will not be true in general. The predictive approaches are designed to 
predict the performance of recombination operators (i.e. to recognize when the 
recombination bias is correct or incorrect for the problem at hand). 

Manderick et a1 ( I  991 ) computed fitness correlation coefficients for different 
recombination operators on various problems. Since they noticed a high 
correlation between operators with high correlation coefficients and good CA 
performance their approach was to choose the recombination operator with the 
highest correlation coefficient. The approach of Grefenstette ( 1  995) was similar 
in spirit to that of Manderick et al. Grefenstette used a virtual GA to compute 
the past performance of an operator as an estimate of the future performance of 
an operator. By running the virtual GA with different recombination operators, 
Grefenstette estimated the performance of those operators in a real GA. 

Altenberg (1994) and Radcliffe (1994) have proposed different predictive 
measures. Altenberg proposed using an alternative statistic referred to as the 
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transmission .function in the .fitness domain. Radcliffe proposed using the Jitness 
variance cf~forrnne (generalized schemata). Thus far all approaches have shown 
considerable promise. 

19.4.3 Aduptive techniques 

In both the static and predictive approaches the decision as to which 
recombination operator and the rate at which it should be applied is made prior 
to actually running the EA. However, since these approaches can make errors 
(i.e. choose nonoptimal recombination operators or rates), a natural solution is 
to make these choices adaptive. Adaptive approaches are designed to recognize 
when bias is correct or incorrect, and recover from incorrect biases when 
possible. For the sake of exposition adaptive approaches will be divided into 
tag-based and rule-based. As a general rule, tag-based approaches attach 
extra information to a chromosome, which is both evolved by the EA and 
used to control recombination. The rule-based approaches generally adapt 
recombination using control mechanisms and data structures that are external to 
the EA. 

One of the earliest tag-based approaches was that of Rosenberg (1967). In 
this approach integers x, ranging from zero to seven were attached to each locus. 
The recombination site was chosen from the probability distribution defined over 
these integers, p ;  = x;/C.x;, where pi represented the probability of a cross at 
site i .  

Schaffer and Morishima (1987) used a similar approach, by adjusting the 
points at which recombination was allowed to cut and splice material. They 
accomplished this by appending an additional L bits to L-bit individuals. These 
appended bits were used to determine cut points for each locus (a ‘one’ denoted 
a cut point while a ‘zero’ indicated the lack of a cut point). If two individuals 
had n distinct cut points, this was analogous to using a particular instantiation 
of n-point recombination. 

Levenick ( 1995) also had a similar approach. Recombination was 
implemented by replicating two parents from one end to the other by iterating 
the following algorithm: 

(i) Copy one bit from parent1 to child1 
(ii) Copy one bit from parent2 to child2 
( i i i )  With some base probability Ph perform a recombination: swap the roles of 

the children (so subsequent bits come from the other parent). 

Levenick inserted a metabit before each bit of the individual. If the metabit 
was ‘one’ in both parents recombination occurred with probability Pb, else 
recombination occurred with a reduced probability f,.. The effect was that the 
probability of recombination could be reduced from a maximum of Pb to a 
minimum of P,. Levenick claimed that this method improved performance in 
those cases where the population did not converge too rapidly. 
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Arabas et a1 (1995) experimented with adaptive recombination in an 
evolution strategy. Each chromosome consisted of L real-valued parameters 
combined with an additional L control parameters. In a standard evolution 
strategy these extra control parameters are used to adapt mutation. In this 
particular study the control parameters were also used to adapt recombination, 
by concentrating offspring around particular parents. Empirical results on four 
classes of functions were encouraging. 

Angeline ( 1996) evolved LISP expressions, and associated a recombination 
probability with each node in the LISP expressions. These probabilities 
evolved and controlled the application of recombination. Angeline investigated 
two different adaptive mechanisms based on this approach and reported that 
the adaptive mechanisms outperformed standard recombination on three test 
problems. 

Spears (1995) used a simple approach in which one extra tag bit (Section 
14.5) was appended to every individual. The tag bits were used to control the 
use of two-point and uniform recombination in the following manner: 

if (parentl[L + I ]  = parent2[L + I ]  = 1) 
then two-point-recombination(parent I ,  parent2) 
else if (parent I [ L + I ]  = parent2[L + I ]  = 0) 
then uniform-recombination( parent I ,  parent2) 
else if (rand(0, I )  < 0.5) 

then two-point-recombination(parent 1, parent2) 
else uniform-recombination(parent 1 ,  parent2) 

Spears compared this adaptive approach on a number of different problems 
and population sizes, and found that the adaptive approach always had a 
performance intermediate between the best and worst of the two single 
recombination operators. 

Rule-based approaches use auxiliary data structures and statistics to control 
recombination. The simplest of these approaches use hand-coded rules that 
associate various statistics with changes in the recombination rate. For example, 
Wilson (1986) examined the application of GAS to classifier systems and 
defined an entropy measure over the population. If the change in entropy was 
sufficiently positive or negative, the probability of recombination was decreased 
or increased respectively. The idea was to introduce more variation by increasing 
the recombination rate whenever the previous variation had been ‘absorbed’. 
Booker ( 1987) considered the performance of GAS in function optimization 
and measured the percentage of the current population that produced offspring. 
Every percentage change in that measure was countered with an equal and 
opposite percentage change in the recombination rate. 

Srinivas and Patnaik ( 1994) considered measures of fitness performance 
and used those measures to estimate the distribution of the population. They 
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increased the probability of recombination ( Pc) and the probability of mutation 
(P,) when the population was stuck at local optima and decreased the 
probabilities when the population was scattered in the solution space. They 
also considered the need to preserve ‘good’ solutions of the population and 
attempted this by having lower values of P, and P, for high-fitness solutions 
and higher values of P, and P, for low-fitness solutions. 

Hong et a1 (1995) had a number of different schemes for adapting the 
use of multiple recombination operators. The first scheme was defined by 
the following rule: if both parents were generated via the same recombination 
operator, apply that recombination operator, else randomly select (with a coin 
flip) which operator to use. This first scheme was very similar to that of Spears 
(1995) but does not use tag bits. Their second scheme was the opposite of 
the first: if both parents were generated via the same recombination operator, 
apply some other recombination operator, else randomly select (with a coin 
flip) which operator to use. Their third scheme used a measure called an 
occupancy rate, which was the number of individuals in a population that were 
generated by a particular recombination (divided by the population size). For k 
recombination operators, their third scheme tried to balance the occupancy rate 
of each recombination operator around I l k .  In their experiments the second 
and third schemes outperformed the first (although this was not true when they 
tried uniform and two-point recombination). 

Eshelman and Schaffer ( 1994) provided a switching mechanism to decide 
between two recombination operators that often perform well, HUX (a variant 
of uniform crossover where exactly half of the differing bits are swapped at 
random) and SHX (a version of one-point recombination in which the positional 
bias has been removed). Their GA uses restarts-when the population is (nearly) 
converged the converged population is partially or fully randomized and seeded 
with one copy of the best individual found so far (the elite individual). During 
any convergence period between restarts (including the period leading up to 
the first restart), either HUX or SHX is used but not both. HUX is always 
used during the first two convergences. Subsequently, three rules are used for 
switching recombination operators: 

(i) SHX is used for the next convergence if during the prior convergence no 
individual is found that is as good as the elite individual. 

(ii) HUX is used for the next convergence if during the prior convergence no 
individual is found that is better than the elite individual, but at least one 
individual is found that is as good as the elite individual. 

(iii) No change in the operator is made if during the prior convergence a new 
best individual is found (which will replace the old elite individual). 

These methods had fairly simple rules and data structures. However, 
more complicated techniques have been attempted. Davis ( 1989) provided an 
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elaborate bookkeeping method to reward recombination operators that produced 
good offspring or set the stage for this production. When a new individual was 
added to the population, a pointer was established to its parent or parents, and 
a pointer was established to the operator that created the new individual. If the 
new individual was better than the current best member of the population, the 
amount i t  was better was stored as its local delta. Local deltas were passed back 
to parents to produce inherited deltas. Derived deltas were the sums of local and 
inherited deltas. Finally, the operator delta was the sum of the derived deltas 
of the individuals it produced, divided by the number of individuals produced. 
These operator deltas were used to update the probability that the operator would 
be fired. 

White and Oppacher (1994) used finite-state automata to identify groups of 
bits that should be kept together during recombination (an extension of uniform 
recombination). The basic idea was to learn from previous recombination 
operations in order to minimize the probability that highly fit schemata would 
be disrupted in subsequent recombination operations. The basic bitstring 
representation was augmented at each bit position with an automaton. Each 
state of the automaton mapped to a probability of recombination for that bitstring 
location-roughly, given N states, then the probability pi associated with state 
i was i / N .  Some of the heuristics used for updating the automaton state were: 

(i) if offspring fitness > fitness of the father(mother) 
then reward those bits that came from the father(mother) 

(ii) if offspring fitness < fitness of the father(mother) 
then penalize those bits that came from the father(mother). 

There were other rules to handle offspring of equal fitness. A reward implied 
that the automaton moved from state i to state i + I ,  and a penalty implied that 
the automaton moved from state i to state i - 1.  

Julstrom (1995) used an operaror tree to fire recombination more often if 
it produced children of superior fitness. With each individual was an operator 
tree-a record of the operators that generated the individual and its ancestors. 
If a new individual had fitness higher than the current population median 
fitness, the individual’s operator tree was scanned to compute the credit due to 
recombination (and mutation). A queue recorded the credit information for the 
most recent individuals. This information was used to calculate the probability 
of recombination (and mutation). 

Finally, Lee and Takagi (1993) evolved fuzzy rules for GAS. The fuzzy 
rules had three input variables based on fitness measures: 

(i) x = average fitnesshest fitness 
(ii) y = worst fitnesdaverage fitness 
(iii) z = change in fitness. 
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The rules had three possible outputs dealing with population size, 
recombination rate, and mutation rate. All of the variables could take on three 
values {small, medium, big}, with the semantics of those values determined by 
membership functions. The rules were evaluated by running the CA on the 
De Jong test suite and different rules were obtained for on-line and off-line 
performance. 5 1 rules were obtained in the fuzzy rulebase. Of these, I8 were 
associated with recombination. An example was: if (x is small) and ( y  is small) 
and ( z  is small) then the change in recombination rate is small. 

In summary, the fixed-recombination-rate approaches are probably the least 
successful, but provide reasonable guesses for parameter settings. They also 
are reasonable settings for the initial stages of the predictive and adaptive 
approaches. The predictive approaches have had success and appear very 
promising. The adaptive approaches also have had some success. However, as 
Spears (1995) indicated, a common difficulty in the evaluation of the adaptive 
approaches has been the lack of adequate control studies. Thus, although the 
approaches may show signs of adaptation, it is not clear that adaptation is the 
cause of performance improvement. 

19.5 Discussion 

The successful application of recombination (or any other operator) involves a 
close link with the operator, the representation, and the objective function. This 
has been outlined by Peck and Dhawan ( I995), who emphasized similarity-one 
needs to exploit similarities between previous high-performance samples, and 
these similar samples must have similar objective function values often enough 
for the algorithm to be effective. Coldberg (1989) and Falkenauer (1994) make a 
similar point when they refer to meaningful building blocks. This has led people 
to outline various issues that must be considered when designing a representation 
and appropriate recombination operators. 

De Jong (1975) outlined several important issues with respect to 
representation. First, ‘nearbyness’ should be preserved, in which small changes 
in a parameter value should come about from small changes in the representation 
for that value. Thus, binary encodings of real-val ued parameters are problematic, 
since Hamming cliffs separate parameters that are near in the real-valued space 
and standard recombination operators can produce offspring far removed (in 
the real-valued sense) from their parents. Second, it is generally better to have 
context-insensitive representations, in which the legal values for a parameter 
do not depend on the values of other parameters. Finally, i t  is generally 
better to have context-insensitive interpretations of the parameters, in which 
the interpretation of some parameter value does not depend on the values of the 
other parameters. These last two concerns often arise in permutation or ordering 
problems, in which the values of the leftmost parameters influence both the legal 
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values and the interpretation of these values for the rightmost parameters. For 
example, the encoding of the TSP problem presented earlier is context sensitive, 
and standard recombination operators can produce invalid offspring when using 
the representation. An alternative representation could be one in which the first 
parameter specifies which of the N cities should be visited first. Having deleted 
that city from the list of cities, the second parameter always takes on a value in 
the range 1 . . . N - 1, specifying by position on the list which of the remaining 
cities is to be visited second, and so on. For example, suppose there are four 
cities (A, B, C, D}. The representation of the tour BCAD is (2 2 I 1 )  because 
city B is the second city in the list {A, B, C, D}, C is the second city in the list 
{A, C, D}, A is the first city in the list (C, D} and D is the first city in the list 
{ D). This representation is context insensitive and recombination of two tours 
always yields a valid tour. However, it has a context-sensitive interpretation, 
since gene values to the right of a recombination cut point specify different 
subtours in the parent and the offspring. 

Radcliffe ( 199 1 ) outlined three design principles for recombination. First, 
recombination operators should be respectful. Respect occurs if crossing two 
instances of any forma (a generalization of schema) must produce another 
instance of that forma. For example, if both parents have blue eyes then all 
their children must have blue eyes. This principle holds for any standard 
recombination on bitstrings. Second, recombination should properly assort 
formae. This occurs if, given instances of two compatible formae, it must 
be possible to cross them to produce an offspring which is an instance of both 
formae. For example, if one parent has blue eyes and the other has brown hair, 
it must be possible to recombine them to produce a child with blue eyes and 
brown hair. This principle is similar to what others called exploratory power- 
e.g. uniform recombination can reach all points in the subspace defined by the 
differing bits (in one application), while n-point recombination cannot. Thus 
n-point recombination does not properly assort, while uniform recombination 
does. Finally, recombination should strictly transmit. Strict transmission occurs 
if every allele in the child comes from one parent or another. For example, if 
one parent has blue eyes and the other has brown eyes, the child must have 
blue or brown eyes. All standard recombination operators for bitstrings strictly 
transmit genes. 

All of this indicates that the creation and successful application of 
recombination operators is not ‘cut and dried’, nor a trivial pursuit. Considerable 
effort and thought is required. However, if one uses the guidelines suggested 
above as a first cut, success is more likely. 
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20 
Pararne ter control 

A E Eiben, Robert Hinterding and 
Zbigniew. Michalewicz 

The two major steps in applying any heuristic search algorithm to a particular 
problem are the specification of the representation and the evaluation (fitness) 
function. These two items form the bridge between the original problem 
context and the problem-solving framework. When defining an evolutionary 
algorithm one needs to choose its components, such as variation operators 
(mutation and recombination operators) that suit the representation, selection 
mechanisms for selecting parents and survivors, and an initial population. Each 
of these components may have parameters, such as the probability of mutation, 
the tournament size of selection, or the population size. The values of these 
parameters largely determine whether the algorithm will find a near-optimum 
solution, and whether i t  will find such a solution efficiently. Choosing the right 
parameter values, however, is a time-consuming task and considerable effort 
has gone into developing good heuristics for it. 

Globally, we distinguish two major forms of setting parameter values: 
parameter tuning and parameter control. By parameter tuning we mean the 
commonly practised approach that amounts to finding good values for the 
parameters before the run of the algorithm and then running the algorithm using 
these values, which remain fixed during the run. Later we give arguments that 
any static set of parameters, having the values fixed during an EA run, seems 
to be inappropriate. Parameter control forms an alternative, as it amounts to 
starting a run with initial parameter values which are changed during the run. 

In this chapter we provide a comprehensive discussion of parameter control 
and categorize different ways of doing it. The classification is based on two 
aspects: how the mechanism of change works, and what component of the 
EA is effected by the mechanism. Such a classification can be useful to the 
evolutionary computation community, since many researchers interpret terms 
such as ‘adaptation’ or ‘self-adaptation’ differently, which can be confusing. 
The framework we propose here is intended to eliminate ambiguities in the 
terminology. There are some other classification schemes, such as those 
of Angeline (1995), Hinterding et a1 (1997) or Smith and Fogarty (1997), 
that use other division criteria, resulting in different classification schemes. 
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The classification of Angeline (1995) is based on levels of adaptation and 
type of update rules. In particular, three levels of adaptation, population- 
level, individual-level, and component-Ieve1,t are considered, together with 
two types of update mechanism, absolute and empirical rules. Absolute rules 
are predetermined and specify how modifications should be made. On the 
other hand, empirical update rules modify parameter values by competition 
among them (self-adaptation). Angeline’s framework considers an EA as a 
whole, without paying attention to its different components (e.g. mutation, 
recombination, selection, etc). The classification proposed by Hinterding et 
al (1997) extends that of Angeline (1995) by considering an additional level of 
adaptation (environment-level), and makes a more detailed division of types 
of update mechanism, dividing them into deterministic, adaptive, and self- 
adaptive categories. Here again, no attention is paid to what parts of an EA 
are adapted. The classification of Smith and Fogarty (1997) is probably the 
most comprehensive one. It is based on three division criteria: what is being 
adapted, the scope of the adaptation, and the basis for change. The last criterion 
is further divided into two categories: the evidence the change is based upon 
and the rule/algorithm that executes the change. Moreover, there are two types 
of rule/algorithm: uncoupled/absolute and tightly-coupled/empirical, the latter 
coinciding with self-adaptation. 

The classification scheme discussed in this chapter is based on the type 
of update mechanisms and the EA component that is adapted, as basic division 
criteria. This classification addresses the key issues of parameter control without 
getting lost in details. 

During the 1980s, a standard genetic algorithm (GA) based on bit 
representation, one-point crossover, bit-flip mutation and roulette wheel selection 
(with or without elitism) was widely applied. Algorithm design was thus limited 
to choosing the so-called control parameters, or strategy parameters$, such as 
mutation rate, crossover rate and population size. Many researchers based their 
choices on tuning the control parameters ‘by hand’; that is, experimenting with 
different values and selecting the ones that gave the best results. Later, they 
reported their results of applying a particular EA to a particular problem, stating: 

. . . for these experiments, we have used the following 

population size of 100, probability of crossover equal to 
parameters: 

0.85, etc 

without much justification of the choice made. 
Two main approaches were tried to improve GA design in the past. First, 

De Jong (1975) put a considerable effort into finding parameter values (for a 

Notice that we use the term ‘component’ differently from Angeline: he denotes subindividual 
structures with it, while we refer to parts of an EA, such as mutation, recombination, and selection. 
$ By ‘control parameters’ or ‘strategy parameters’ we mean the parameters of the EA. not those of 
the problem. 
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traditional GA), which were good for a number of numeric test problems. He 
determined experimentally recommended values for the probabilities of using 
single-point crossover and bit mutation. His conclusions were that the following 
parameters give reasonable performance for his test functions (for new problems 
these values may not be very good): 

population size of 50 
probability of crossover equal to 0.6 
probability of mutation equal to 0.001 
generation gap of 100% 
scaling window: n = 00 
selection strategy: elitist. 

Grefenstette (1986), on the other hand, used a GA as a meta-algorithm 
to optimize values for the same parameters for both on-line and off-line 
performancet of the algorithm. The best set of parameters to optimize the on- 
line (off-line) performance of the GA were (the values to optimize the off-line 
performance are given in parenthesis): 

population size of 30 (80) 
probability of crossover equal to 0.95 (0.45) 
probability of mutation equal to 0.01 (0.01) 
generation gap of 100% (90%) 
scaling window: n = 1 ( n  = 1 )  
selection strategy: elitist (non-elitis t). 

Note that in both of these approaches, an attempt was made to find the optimal 
and general set of parameters; in this context, the word ‘general’ means that the 
recommended values can be applied to a wide range of optimization problems. 
Formerly, genetic algorithms were seen as robust problem solvers that exhibit 
approximately the same performance over a wide range of problems (Goldberg 
1989, p 6). The contemporary view on EAs acknowledges that specific problems 
(problem types) require their specific EA setups for satisfactory performance. 
Thus, the scope of ‘optimal’ parameter settings is necessarily a narrow one. 
Any quest for generally (near-)optimal parameter settings is lost a priori. This 
stresses the need for efficient and powerful techniques that help in finding good 
parameter settings for a given problem; in other words, the need for good 
parameter tuning methods. 

As an alternative to tuning parameters before running the algorithm, 
controlling them during a run was realized quite early (e.g. mutation step sizes 
in the evolution strategy community). Analysis of the simple corridor and 
sphere problems led to Rechenberg’s 1/5 success rule (Rechenberg I973), where 
feedback was used to control the mutation step size. Later, self-adaptation of 
mutation was used, where the mutation step size and the preferred direction 

t These measures were defined originally by De Jong (1975); the intuition is that on-line 
performance is based on monitoring the best solution in each generation, while off-line performance 
takes all solutions in the population into account. 
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of mutation were controlled without any direct feedback. For certain types of 
problem, self-adaptive mutation was very successful and its use spread to other 
branches of evolutionary computation. 

As mentioned earlier, parameter tuning by hand is a common practice in 
evolutionary computation. Typically one parameter is tuned at a time, which 
may cause some suboptimal choices, since parameters interact in a complex 
way. Simultaneous tuning of more parameters, however, leads to an enormous 
number of experiments. The technical drawbacks to parameter tuning based on 
experimentation can be summarized as follows: 

0 the process of parameter tuning costs a lot of time, even if parameters are 
optimized one by one, regardless of their interactions; 
for a given problem the selected parameter values are not necessarily 
optimal, even if the effort made in setting them was significant. 

Other options for designing a good set of static parameters for an 
evolutionary method to solve a particular problem include parameter setting 
by anulogy and the use of theoretical analysis. Parameter setting by analogy 
amounts to the use of parameter settings that have been proved successful 
for similar problems. However, it is not clear whether similarity between 
problems as perceived by the user implies that the optimal set of EA 
parameters is also similar. As for the theoretical approach, the complexities 
of evolutionary processes and characteristics of interesting problems allow 
theoretical analysis only after significant simplifications in either the algorithm 
or the problem model. Therefore. it is unclear what is the practical value of 
the current theoretical results on parameter settings. There are some theoretical 
investigations on the optimal population size (Goldberg 1989, Thierens 1996, 
Harik et a1 1997, Goldberg et a1 1992a) or optimal operator probabilities 
(Goldberg et a1 1992b, Thierens and Goldberg 1991, Back 1993, Schaffer 
and Morishima 1987); however, these results were based on simple function 
optimization problems and their applicability for practical problems is limited. 

A general drawback of the parameter tuning approach, regardless of how 
the parameters are tuned, is based on the observation that a run of an EA is 
an intrinsically dynamic, adaptive process. The use of rigid parameters that do 
not change their values is thus in contrast to the general evolutionary spirit. 
Additionally, it is intuitively obvious that different values of parameters might 
be optimal at different stages of the evolutionary process (Davis 1989, Syswerda 
1991, Back 1992, 1993, 1994, Hesser and Manner 1991). For instance, large 
mutation steps can be good in the early generations for helping the exploration 
of the search space and small mutation steps might be needed in the late 
generations to help in fine-tuning the suboptimal chromosomes. This implies 
that the use of static parameters itself can lead to inferior algorithm performance. 
The straightforward way to treat this problem is by using parameters that may 
change over time, that is, by replacing a parameter p by a function p ( t ) ,  
where t is the generation counter. However, as we indicated earlier, the 

0 
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problem of finding optimal static parameters for a particular problem can be 
quite difficult, and the optimal values may depend on many other factors (such 
as the applied recombination operator and the selection mechanism). Hence 
designing an optimal function p ( t )  may be even more difficult. Another possible 
drawback to this approach is that the parameter value p ( t )  changes are caused 
by a deterministic rule triggered by the progress of time f ,  without having any 
notion of the actual progress i n  solving the problem; that is, without taking 
into account the current state of the search. Yet researchers improved their 
evolutionary algorithms; that is, they improved the quality of results returned 
by their algorithms while working on particular problems, by using such simple 
deterministic rules. This can be explained simply by superiority of changing 
parameter values: suboptimal choice of p( t j  often leads to better results than a 
suboptimal choice of p .  

To this end, recall that evolutionary algorithms implement the idea of 
evolution, and that evolution itself must have evolved to reach its current state 
of sophistication. It is thus natural to expect adaptation to be used not only 
for finding solutions to a problem, but also for tuning the algorithm to the 
particular problem. Technically speaking, this amounts to modifying the values 
of parameters during the run of the algorithm by taking the actual search process 
into account. Basically, there are two ways to do this. Either one can use some 
heuristic rule which takes feedback from the current state of the search and 
modifies the parameter values accordingly, or incorporate parameters into the 
chromosomes, thereby making them subject to evolution. 

Let us assume we deal with a numerical optimization problem: 

optimize f (z)  = f’(x,, . . . , x,) 

subject to some inequality and equality constraints: 

gi(x) 5 0 (i = I , .  . . , q )  and h , j ( x )  = 0 ( j  = y + 1,.  . . , m j  

and bounds li 5 x i  5 ui for I 5 i 5 n ,  defining the domain of each variable. 
For such a numerical optimization problem we may consider an evolutionary 

algorithm based on floating-point representation. So, each individual z in the 
population is represented as a vector of floating-point numbers x = (XI, . . . , x t l ) .  
Let us assume that we use Gaussian mutation together with arithmetical 
crossover to produce offspring for the next generation. A Gaussian mutation 
operator requires two parameters: the mean, which is supposed to be zero, and 
the standard deviation a, which can be interpreted as the mutation step size. 
Mutations then are realized by replacing components of the vector x by 

x[! = x; + N ( 0 ,  a) 

where N ( 0 , a )  is a random Gaussian number with mean zero and standard 
deviation a. The simplest (and the most popular) method to specify the mutation 
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mechanism is to use the same a for all vectors in the population, for all 
variables of each vector, and for the whole evolutionary process, for instance, 
xr = x i  + N ( 0 ,  I ) .  Intuitively, however, it might be beneficial to vary the 
mutation step size:t we shall discuss several possibilities in turn. 

First, we can replace the static parameter (T by a dynamic parameter; that is, 
a function u ( t ) .  This function can be defined by some heuristic rule assigning 
different values depending on the number of generations. For example, the 
mutation step size may be defined as 

t 
~ ( t )  = 1 - 0.9- 

T 

where t is the current generation number; it varies from 0 to T ,  which is 
the maximum generation number. Here, the mutation step size a( t )  (used 
for all for vectors in the population and for all variables of each vector) will 
decrease slowly from I at the beginning of the run (t  = 0) to 0.1 as the 
number of generations t approaches T ;  such decreases may assist the fine-tuning 
capabilities of the algorithm. In this approach, the value of the given parameter 
changes according to a fully deterministic scheme; the user has thus full control 
of the parameter and its value at a given time t is completely determined and 
predictable. 

Second, i t  is possible to incorporate feedback from the search process, still 
using the same (T for all for vectors in the population and for all variables of 
each vector. A well-known example of this type of parameter adaptation is 
Rechenberg’s I / 5  success rule in ( I  +I)-evolution strategies (Rechenberg 1973). 
This rule states that the ratio of successful mutations$ to all mutations should be 
1/5, hence if the ratio is greater than 1/5 then the step size should be increased, 
and if the ratio is less than 1/5, the step size should be decreased: 

if ( t  mod n = 0) then 

a ( t )  := 
a( t  - n ) / c  
a(t - n )  - c 

if p s  > 1/5 
if p s  < 1/5 
if p s  = 1/5 { a(t  - n )  

else 

fi 
a ( t )  := a(t - I ) ;  

where p s  is the relative frequency of successful mutations measured over some 
number of generations and 0.817 5 c 5 I (Back 1996). Using this mechanism, 
changes in the parameter values are now based on feedback from the search, 
and a-adaptation happens every n generations. The influence of the user on 
the parameter values is much less here than in the deterministic scheme above. 

t There are even formal arguments supporting this view in specific cases (e.g. Back 1992, 1993, 
1994, Hesser and Manner 199 1. 
$ A mutation is considered successful if it produces an offspring better than the parent. 
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Of course, the mechanism that embodies the link between the search process 
and parameter values is still a man-made heuristic rule telling how the changes 
should be made, but the values of ~ ( t )  are not predictable. 

Third, it is possible to assign a ‘personal’ mutation step size to each 
individual: extend the representation to individuals of length y2 + I as 
(XI, . . . , x I I ,  a), and apply some variation operators (e.g. Gaussian mutation and 
arithmetical crossover) to the xi as well as to the a value of an individual. In 
this way, not only the solution vector values (the x i ) ,  but also the mutation step 
size of an individual undergoes evolution. A typical variation would be: 

where to is a parameter of the method. This mechanism is commonly called 
self-adapting the mutation step sizes. Observe that within the self-adaptive 
scheme the heuristic character of the mechanism re-setting the parameter values 
is e1iminated.t 

Note that in the above scheme the scope of application of a certain value 
of CJ was restricted to a single individual. However, it can be applied to all 
components of the individual: it is possible to change the granularity of such 
applications and use a separate mutation step size for each xi. If an individual 
is represented as (XI, .  . . , x , ~ ,  0 1 , .  . . , U , [ ) ,  then mutations can be realized by 
replacing the above vector according to a formula similar to that discussed 
above: 

0; = O i p N ( O . r f l )  and x,! = xi + “0, 0;) 

where to is a parameter of the method. However, as opposed to the previous 
case, each component xi  has its own mutation step size U; ,  which is being self- 
adapted. This mechanism implies a larger degree of freedom for adapting the 
search strategy to the topology of the fitness landscape. 

So far we have described different ways to modify a parameter controlling 
mutation. Several other components of an EA have natural parameters, and 
these parameters are traditionally tuned in one or another way. Now we show 
that other components, such as the evaluation function (and consequently the 
fitness function) can also be parameterized and thus tuned. Although this is a 
less common option than tuning mutation, it may provide a powerful mechanism 
for increasing the performance of an evolutionary algorithm. 

When dealing with constrained optimization problems, penalty functions 
are often used. The most popular one (Michalewicz and Schoenauer 1996) 
is the method of static penalties, which requires fixed user-supplied penalty 
parameters. The main reason for its popularity is that it is the simplest technique 
to implement: it requires only the straightforward modification of the evaluation 

It  can be argued that the heuristic character o f  the mechanism re-setting the parameter values is 
not eliminated, but rather replaced by a meta-heuristic ol’ evolution itself. However, the method is 
very robust with respect to the setting o f  ro and ;I good rule is ro = l / f i .  
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function eval as follows: 

e v a l ( x )  = j ( x )  + W p e n a l t y ( x )  

where .f' is the objective function, and p e n a l t y ( x )  is zero if no violation occurs, 
and is positive1 otherwise. Usually, the penalty function is based on the 
distance of a solution from the feasible region, or on the effort to 'repair' the 
solution; that is, to force it into the feasible region. The first alternative is the 
most popular one; in many methods a set of functions j j  ( I  5 j 5 rn) is used 
to construct the penalty, where the function j j  measures the violation of the j t h  
constraint in the following way: 

W is a user-defined weight, prescribing how severely constraint violations are 
weighted.$ In the most traditional penalty approach the weight W does not 
change during the evolution process. We sketch three possible methods of 
changing the value of W .  

First, we can replace the static parameter W by a dynamic parameter; that 
is, a function W ( t ) .  Just as for the mutation parameter U ,  we can develop a 
heuristic rule which modifies the weight W over time. For example, in the 
method proposed by Joines and Houck (1994), the individuals are evaluated (at 
the iteration t )  by a formula, where 

e v a l ( x )  = ,f (x) + (Ct)" penulty(x) 

where C and a are constants. Clearly, 

W ( t )  = (Ct )"  

and the penalty pressure grows with the evolution time. 
Second, let us consider another option, which utilizes feedback from the 

search process. One example of such an approach was developed by Bean and 
Hadj-Alouane ( 1  992), where each individual is evaluated by the same formula 
as before, but W ( t )  is updated in every generation t in the following way: 

( 1 /PI 1 W t )  i f b ' E F f o r a l l t - k + I  5 i L t  
W ( t  + 1) = 8 2 W ( t )  i f b ' ~ S - F f o r a l l t - k + I  l i s t  [ W ( t )  otherwise. 

In this formula, S is the set of all search points (solutions), F C S is a set of 
all feasible solutions, b' denotes the best individual, in terms of function eval,  

For minimization problems. 
Of course, instead of W it is possible to consider a vector of weights w = ( ~ 1 1 ,  . . . . w,,) which 

are applied directly to violation functions , f j (z);  in such a case p e n a / t y ( z )  = cli, w , f ( z ) .  The 
discussion in the remaining part of this chapter can be easily extended to this case. 
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in generation i, P I ,  pz > 1 and PI  # /3z (to avoid cycling). In other words, the 
method decreases the penalty component W ( t  + I )  for the generation t + 1 if all 
best individuals in the last k generations were feasible (i.e. in F), and increases 
penalties if all best individuals in the last k generations were infeasible. If there 
are some feasible and infeasible individuals as best individuals in the last k 
generations, W ( t  + 1 )  remains without change. 

Third, we could allow self-adaptation of the weight parameter, similarly to 
the mutation step sizes in the previous chapter. For example, it is possible 
to extend the representation of individuals into (XI, . . . , x,,, W ) ,  where W is 
the weight. The weight component W undergoes the same changes as any 
other variable .xi (e.g. Gaussian mutation, arithmetical crossover). However, it 
is unclear how the evaluation function can benefit from such self-adaptation. 
Clearly, the smaller weight W ,  the better an (infeasible) individual is, so it 
is unfair to apply different weights to different individuals within the same 
generation. It might be that a new weight can be defined (e.g. arithmetical 
average of all weights present in the population) and used for evaluation purpose; 
however, to our best knowledge, no one has experimented with such self- 
adaptive weights. 

To this end, it is important to note the crucial difference between self- 
adapting mutation step sizes and constraint weights. Even if the mutation 
step sizes are encoded in the chromosomes, the evaluation of a chromosome 
is independent from the actual values of cr. That is, 

for any chromosome (z, a). In contrast, if constraint weights are encoded in 
the chromosomes, then we have 

for any chromosome (2, W).  This enables the evolution to ‘cheat’ in the sense 
of making improvements by modifying the value of W instead of optimizing ,f 
and satisfying the constraints! 

We have illustrated how the mutation operator and the evaluation function 
can be controlled (adapted) during the evolutionary process. The latter case 
demonstrates that not only the traditionally adjusted components, such as 
mutation, crossover, and selection, can be controlled by parameters, but other 
components of an evolutionary algorithm as well. Obviously, there are many 
components and parameters that can be changed and tuned for optimal algorithm 
performance. In general, the three options we sketched for the mutation operator 
and the evaluation function are valid for any parameter of an evolutionary 
algorithm, whether it is population size, mutation step, penalty coefficient, 
selection pressure, and such like. 

The mutation example also illustrates the phenomenon of the scope of a 
parameter. Namely, the mutation step size parameter can have different domains 
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of influence, which we call scope. Using the ( X I , .  . . , x,~, 0 1 , .  . . ,on> model, a 
particular mutation step size applies only to one variable of one individual. 
Thus, the parameter ai acts on a subindividual level. In the (XI,  . . . , x,~, a)  
representation the scope of (T is one individual, whereas the dynamic parameter 
a(t) was defined to affect all individuals and thus has the whole population as 
its scope. 

In classifying parameter control techniques of an evolutionary algorithm, 
many aspects can be taken into account; for example: 

what is changed? 
selection process, mutation rate, etc); 
how is the change made? 
heuristic, or self-adaptive); 
the scope/level of change (e.g. population-level, individual-level, etc); 
the evidence upon which the change is carried out (e.g. monitoring 
performance of operators, diversity of the population, etc); 

(e.g. representation, evaluation function, operators, 

(i.e. deterministic heuristic, feedback-based 

and used to classify the method accordingly. In the following we discuss these 
items in more detail. 

To classify parameter control techniques from the perspective of ‘what is 
changed?’, it is necessary to agree on a list of all components of an evolutionary 
algorithm (which is a difficult task in itself). For example, one can assume the 
following components of an EA: 

0 representation of individuals, 
0 evaluation function, 
0 

0 

0 

0 population (size, topology, etc). 

Additionally, each component can be parameterized, and the number of 
parameters is not clearly defined. For example, an offspring produced by an 
arithmetical crossover of k parents X I ,  . . . , xk can be defined by the following 
formula 

variation operators and their probabilities, 
selection operator (parent selection or mating selection), 
replacement operator (survival selection or environmental selection), and 

zf = alxl  + .  . . + akxk 

where a ] ,  . . . , a k ,  and k can be considered as parameters of this crossover. 
Parameters for population can include the number and sizes of subpopulations, 
migration rates, etc. (this is for a general case, when more then one population 
is involved). Despite these drawbacks, the ‘what aspect’ should be maintained 
as one of the main classification features, as it allows us to locate where a 
specific mechanism has its effect. 

As mentioned earlier, each method for changing the value of a parameter 
(i.e. the ‘how aspect’) can be classified into one of three categories: 
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0 Deterministic parameter control. 
This takes place when the value of a strategy parameter is altered 
by some deterministic rule; this rule modifies the strategy parameter 
deterministically without using any feedback from the search. Usually, 
a time-varying schedule is used; that is, the rule will be used when a 
set number of generations have elapsed since the last time the rule was 
activated. 

0 Adaptive parumeter control. 
This takes place when there is some form of feedback from the search 
that is used to determine the direction and/or magnitude of the change 
to the strategy parameter. The assignment of the value of the strategy 
parameter may involve credit assignment, and the action of the EA may 
determine whether or not the new value persists or propagates throughout 
the population. 

0 Self-adaptive parameter control. 
The idea of the evolution of evolution can be used to implement the 
self-adaptation of parameters. Here the parameters to be adapted are 
encoded onto the chromosome(s) of the individual and undergo mutation 
and recombination. The ‘better’ values of these encoded individuals lead 
to ‘better’ individuals, which in turn are more likely to survive and produce 
offspring and hence propagate these ‘better’ parameter values. 

Some authors have introduced different terminologies. Angeline ( 1995) 
distinguishes absolute and empirical rules corresponding to uncoupled and 
tightly coupled mechanisms of Spears (1995). Let us note that the 
uncoupled/absolute category encompasses deterministic and adaptive control, 
whereas the tightly coupled/empirical category corresponds to self-adaptation. 
We feel that the distinction between deterministic and adaptive parameter control 
is essential, as the former does not use any feedback from the search process. 

As discussed earlier, any change (within any component of an EA) may 
affect a gene, whole chromosomes (individuals), the whole population, or even 
the evaluation function. This is the aspect of the scope or level of adaptation 
(Angeline 1995, Hinterding et a1 1997, Smith and Fogarty 1997). Note, 
however, that the scope/level usually depends on the component of EA where the 
change takes place; for example, a change of the mutation step size may affect 
a gene, a chromosome, or the whole population, depending on the particular 
implementation (i.e. on the scheme used). On the other hand, a change in the 
penalty coefficients always affects the whole population. So, the scope/level 
feature is a secondary one, usually depending on the given component and its 
actual implementation. 

The issue of the scope of the parameter might be more complicated than 
indicated earlier in this chapter, however. First of all, the scope depends on the 
interpretation mechanism of the given parameters. For example, an individual 
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in evolution strategies might be represented as 

( X I ,  . . . 3 - Y , f , ~ I .  * * * l ~ , l , a l ,  . . . ,a,( , ,-  1)/2) 

where the vector a denotes the covariances between the variables ol , . . . , oil. 
In this case the scope of the strategy parameters in a is the whole individual, 
although the notation might suggest that they act on a subindividual level. 

The next example illustrates that the same parameter (encoded in the 
chromosomes) can be interpreted in different ways, leading to different algorithm 
variants with different scopes of this parameter. Spears ( 1995) experimented 
with individuals containing an extra bit to determine whether one-point crossover 
or uniform crossover is to be used (bit 1/0 standing for one-pointhiform 
crossover, respectively). Two interpretations were considered. The first 
interpretation was based on a pairwise operator choice: if both parental bits 
are the same the corresponding operator is used, otherwise a random choice is 
made. Thus, this parameter in this interpretation acts at an individual level. The 
second interpretation was based on the bit distribution over the whole population: 
if, for example 73% of the population had bit 1, then the probability of one- 
point crossover was 0.73. Thus this parameter in this interpretation acts on 
population-level. Note, that these two interpretations can be easily combined. 
For instance, similar to the first interpretation, if both parental bits are the same, 
the corresponding operator is used. However, if they differ, the operator is 
selected according to the bit distribution, just as in the second interpretation. 
The scope/level of this parameter in this interpretation is neither individual, nor 
population, but rather both. This example shows that the notion of scope can be 
ill-defined and arbitrarily complex. This example and the arguments presented 
earlier about the scope of the parameter motivate our decision to exclude it as 
a major classification criterion. 

Another possible criterion for classification is the evidence used for 
determining the change of parameter value (Smith and Fogarty 1997). Most 
commonly, the progress of the search is monitored (e.g. the performance of 
operators). I t  is also possible to look at other measures, such as the diversity 
of the population. The information gathered by such a monitoring process is 
used as feedback for adjusting the parameters. Although this is a meaningful 
distinction, it appears only in adaptive parameter control. A similar distinction 
can be made in deterministic control, which might be based on any counter not 
related to search progress. One option is the number of fitness evaluations (as 
the description of deterministic control above indicates). There are, however, 
other possibilities, for instance, changing the probability of mutation on the basis 
of the number of executed mutations. We feel, however, that these distinctions 
are of too low a level (in comparison with other criteria) and for that reason we 
have not included this as a major classification criterion. 

So the main criteria for classifying methods which change the values of the 
strategy parameters of an algorithm during its execution are: 
( i )  what is changed? 
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(ii) how is the change made? 
The proposed classification is thus two-dimensional: the type of control and 
the component of the evolutionary algorithm which incorporates the parameter 
are taken into account. The type and component entries are orthogonal and 
encompass typical forms of parameter control within EAs. The type of 
parameter change consists of three categories: deterministic, adaptive, and self- 
adaptive mechanisms. The c~ornponent of parameter change consists of six 
categories: representation, evaluation function, variation operators (mutation 
and recombination), selection, replacement, and population. 

Summary 

The effectiveness of an evolutionary algorithm depends on many of its 
components, such as representation and operators, and on the interactions among 
them. The variety of parameters included in these components, the many 
possible choices (e.g. to change or not to change?), and the complexity of the 
interactions between various components and parameters make the selection of 
a ‘perfect’ EA for a given problem very difficult, if not impossible. 

So, how can we find the ‘best’ EA for a given problem? As discussed 
earlier in this chapter, we can perform a certain amount of parameter tuning, 
trying to find good values for all parameters before the run of the algorithm. 
However, even if we assume for a moment that there is a perfect configuration, 
finding it is an almost hopeless task. Figure 20.1 illustrates this point: the 
search space S E A  of all possible evolutionary algorithms is huge, much larger 
than the search space S p  of the given problem P ,  so our chances of guessing the 
right configuration (if one exists!) for an EA are rather slim (e.g. much smaller 
than the chances of guessing the optimum permutation of cities for a large 
instance of the traveling salesman problem). Even if we restrict our attention to a 
relatively narrow subclass, say SGA of classical GAS, the number of possibilities 
is still pr0hibitive.i Note, that within this (relatively small) class there are many 
possible algorithms with different population sizes, different frequencies of the 
two basic operators (whether static or dynamic), and so on. Besides, guessing 
the right values of parameters might be of limited value anyway: in this chapter 
we have argued that any set of static parameters seems to be inappropriate, as 
any run of an EA is an intrinsically dynamic, adaptive process. So the use 
of rigid parameters that do not change their values may not be optimal, since 
different values of parameters may work better/worse at different stages of the 
evolutionary process. 

On the other hand, adaptation provides the opportunity to customize the 
evolutionary algorithm to the problem and to modify the configuration and the 

1 A subspace of clussical genetic algorithms, &;A C S E A ,  consists of evolutionary algorithms 
where individuals are represented by binary coded fixed-length strings, which has two operators: 
one-point crossover and a bit-flip mutation, and i t  uses a proportional selection. 
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Figure 20.1. An evolutionary algorithm E A  for problem P as a single point in the 
search space S E A  of all possible evolutionary algorithms. E A  searches (broken line) the 
solution space S p  of the problem P .  SGA represents a subspace of classical GAS, whereas 
S,, represents a subspace consisting of evolutionary algorithms that are identical except 
for their mutation rate p n l .  

strategy parameters used while the problem solution is sought. This possibility 
enables us not only to incorporate domain information and multiple reproduction 
operators into the EA more easily, but, as indicated earlier, allows the algorithm 
itself to select those values and operators that provide better results. Of course, 
these values can be modified during the run of the EA to suit the situation 
during that part of the run. In other words, if we allow some degree of 
adaptation within an EA, we can talk about two different searches which take 
place simultaneously: while the problem P is being solved (i.e. the search space 
Sp is being searched), a part of SEA is searched as well for the best evolutionary 
algorithm E A  for some stage of the search of S p .  However, in all experiments 
reported by various researchers only a tiny part of the search space S E ~  was 
considered. For example, by adapting the mutation rate p m  we consider only 
a subspace SI,n, (see figure 20.1 ), which consists of all evolutionary algorithms 
with all parameters fixed except the mutation rate. Similarly, early experiments 
of Grefenstette (1986) were restricted to the subspace SGA only. 

An important objective of this paper is to draw attention to the potentials of 
EAs adjusting their own parameters on-line. Given the present state of the art 
in evolutionary computation, what could be said about the feasibility and the 
limitations of this approach? 

One of the main obstacles of optimizing parameter settings of EAs is formed 
by the epistasic interactions between these parameters. The mutual influence of 
different parameters on each other and the combined influence of parameters on 
EA behavior is very complex. A pessimistic conclusion would be that such an 
approach is not appropriate, since the ability of EAs to cope with epistasis is 
limited. On the other hand, parameter optimization falls in the category of ill- 
defined, not well-structured (at least not well-understood) problems preventing 
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an analytical approach-a problem class for which EAs usually provide a 
reasonable alternative to other methods. Roughly speaking, we might not have 
a better way to do i t  than letting the EA figure it out. To this end, note that the 
self-adaptive approach represents the highest level of reliance on the EA itself 
in setting the parameters. With a high confidence in the capability of EAs to 
solve the problem of parameter setting this is the best option. A more skeptical 
approach would provide some assistance in the form of heuristics on how to 
adjust parameters, amounting to adaptive parameter control. At this moment 
there are not enough experimental or theoretical results available to make any 
reasonable conclusions on the (dis)advantages of different options. 

A theoretical boundary on self-adjusting algorithms in general is formed by 
the no-free-lunch theorem. However, while the theorem certainly applies to a 
self-adjusting EA, it represents a statement about the performance of the self- 
adjusting features in optimizing parameters compared to other algorithms for the 
same task. Therefore, the theorem is not relevant in  the practical sense, because 
these other algorithms hardly exist in practice. Furthermore, the comparison 
should be drawn between the self-adjusting features and the human ‘oracles’ 
setting the parameters, this latter being the common practice. 

It could be argued that relying on human intelligence and expertise is the 
best way of drawing an EA design, including the parameter settings. After all, 
the ‘intelligence’ of an EA would always be limited by the small fraction of the 
predefined problem space it encounters during the search, while human designers 
(may) have global insight of the problem to be solved. This, however, does not 
imply that the human insight leads to better parameter settings. Furthermore, 
human expertise is costly and might not be easily available for the given problem 
at hand, so relying on computer power is often the most practicable option. 
The domain of applicability of the evolutionary problem solving technology as 
a whole could be significantly extended by EAs that are able to configurate 
themselves, at least partially. 

At this stage of research it is unclear just ‘how much parameter control’ 
might be useful. Is it feasible to consider the whole search space S E A  of 
evolutionary algorithms and allow the algorithm to select (and change) the 
representation of individuals together with operators? At the same time should 
the algorithm control probabilities of the operators used together with population 
size and selection method‘? It  seems that more research on the combination of 
the types and levels of parameter control needs to be done. Clearly, this could 
lead to significant improvements to finding good solutions and to the speed of 
finding them. 

Another aspect of the same issue is ‘how much parameter control is 
worthwhile?’. In other words, what computational costs are acceptable? Some 
researchers have offered that adaptive control substantially complicates the task 
of EA and that the rewards in solution quality are not significant to justify the 
cost. Clearly, there is some learning cost involved in adaptive and self-adaptive 
control mechanisms. Either some statistics are collected during the run, or 
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additional operations are performed on extended individuals. Comparing the 
efficiency of algorithms with and without (self-)adaptive mechanisms might be 
misleading, since it disregards the time needed for the tuning process. A fairer 
comparison could be based on a model that includes the time needed to set up 
(to tune) and to run the algorithm. We are not aware of any such comparisons 
at the moment. 

On-line parameter control mechanisms may have a particular significance 
in nonstationary environments. In such environments often it is necessary 
to modify the current solution due to various changes in the environment 
(e.g. machine breakdowns, sickness of employees, etc). The capabilities of 
evolutionary algorithm to consider such changes and to track the optimum 
efficiently have been studied by several researchers. A few mechanisms were 
considered, including (self-)adaptation of various parameters of the algorithm, 
while other mechanisms were based on maintenance of genetic diversity and on 
redundancy of genetic material. These mechanisms often involved their own 
adaptive schemes (e.g. adaptive dominance function). 

It seems that there are several exciting research issues connected with 
parameter control of EAs. These include: 

Developing models for comparison of algorithms with and without (self-) 
adaptive mechanisms. These models should include stationary and dynamic 
environments. 
Understanding the merit of parameter changes and interactions between 
them using simple deterministic controls. For example, one may consider 
an EA with a constant population size versus an EA where population size 
decreases, or increases, at a predefined rate such that the total numbers of 
function evaluations in both algorithms remain the same (it is relatively 
easy to find heuristic justifications for both scenarios). 
Justifying popular heuristics for adaptive control; for instance, why and 
how to modify mutation rates when the allele distribution of the population 
changes? 
Trying to find the general conditions under which adaptive control works. 
For self-adative mutation step sizes there are some universal guidelines 
(e.g. surplus of offspring, extinctive selection), but so far we do not know 
of any results regarding adaptation. 
Understanding the interactions among adaptively controlled parameters. 
Usually feedback from the search triggers changes in one of the parameters 
of the algorithm. However, the same trigger can be used to change the 
values of other parameters. The parameters can also directly influence 
each other. 
Investigating the merits and drawbacks of self-adaptation of several 
(possibly all) parameters of an EA. 
Developing a formal mathematical basis for the proposed taxonomy for 
parameter control in evolutionary algorithms in terms of functionals which 
transform the operators and variables they require. 
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In the next few years we expect new results in these areas. 
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21 
Self-adap tation 

Thomas Back 

21.1 Introduction 

The self-adaptation of strategy parameters provides one of the key features of 
the success of evolution strategies and evolutionary programming, because both 
evolutionary algorithms use evolutionary principles to search in the space of 
object variables and strategy parameters simultaneously. 

The term strutegv parameters refers to parameters that control the 
evolutionary search process, such as mutation rates, mutation variances, and 
recombination probabilities, and the idea of self-adaptation consists in evolving 
these parameters in analogy to the object variables themselves. Typically, 
strategy parameters are self-adapted on the level of individuals, by incorporating 
them into the representation of individuals in addition to the set of object 
variables; that is, the individual space I is given by 

I = A, x A,s (21.1) 

where A, denotes the set of object variables (i.e. of representations of solutions) 
and A,s denotes the set of strategy parameters. 

For an individual a = (2, s) consisting of an object variable vector x and a 
strategy parameter set s, the self-adaptation mechanism is typically implemented 
by first (recombining and) mutating (according to some probability density 
function) the strategy parameter vector s,  yielding s’, and then using the updated 
strategy parameters s’ to (recombine and) mutate the object variable vector x, 
yielding 2’. 

Consequently, rather than using some deterministic control rule for the 
modification of strategy parameters, they are themselves subject to evolutionary 
operators and probabilistic changes. Selection is still performed on the basis 
of the objective function value f(x) only; that is, strategy parameters are 
selected for survival by means of the indirect link between strategy parameters 
and the objective function value. Since the mechanism works on the basis 
of rewarding improvements in objective function value, strategy parameters 
are continuously adapted such that convergence velocity is emphasized by the 
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evolutionary algorithm, but the speed of the adaptation on the level of strategy 
parameters is under the control of the user by means of so-called learning rates. 

It should be noted that the self-adaptation principle is fundamentally different 
from other parameter control mechanisms for evolutionary algorithms such as 
dynamic parameter control or adaptive parameter control-a classification that 
was recently proposed by Eiben and Michalewicz (1996). Under dynamic 
parameter control, the parameter settings obtain different values according to 
a deterministic schedule prescribed by the user. An overview of dynamic 
schedules can be found in Chapter 18. Adaptive parameter control mechanisms 
obtain new values by a feedback mechanism that monitors evolution and 
explicitly rewards or punishes operators according to their impact on the 
objective function value. Examples of this mechanism are the method of 
Davis ( 1  989) to adapt operator probabilities in genetic algorithms based on their 
observed success or failure to yield a fitness improvement and the approaches 
of Arabas et a1 (1994) and Schlierkamp-Voosen and Muhlenbein (1996) to 
adapt population sizes either by assigning lifetimes to individuals based on their 
fitness or by having a competition between subpopulations based on the fitness 
of the best population members. In contrast to these approaches, self-adaptive 
parameter control works by encoding parameters in the individuals and evolving 
the parameters themselves. 

The following sections give an overview of some of the approaches for 
self-adaptation of strategy parameters described in the literature. 

21.2 Mutation operators 

Most of the research and successful applications of self-adaptation principles in 
evolutionary algorithms deal with parameters related to the mutation operator. 
The technique of self-adaptation is most widely utilized for the variances and 
covariances of a generalized n-dimensional normal distribution, as introduced 
by Schwefel ( 1  977) in the context of evolution strategies and Fogel ( 1  992) for 
the parameter optimization variants of evolutionary programming. The case of 
continuous object variables xi E R motivated a number of successful recent 
attempts to transfer the method to other search spaces such as binary vectors, 
discrete spaces in general, and even finite-state machines. In the following 
subsections, the corresponding self-adaptation principles are described in some 
detail. 

21.2. I Coritinuous search spaces 

In the most general case, an individual a = (2, cr, a )  of a ( k ,  A) evolution 
strategy consists of up to three components 2 E Rn, o E E X n m ,  and a E 
[-n, x ] ’ ~ ~ ,  where n, E 11,. . . , n }  and n, E {0, (2n - n,)(n,  - 1)/2}. The 
mutation operator works by adding a realization of a normally distributed 
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n-dimensional random variable X - N(0, C) with expectation vector 0, 
covariance matrix 

and probability density function 

(9  

(ii) 

(iii) 

(21.2) 

(2 I .3) 

where the covariance matrix is described by the mutated strategy parameters 
0’ and a’ of the individual. Depending on the number of strategy parameters 
incorporated into the representation of an individual, the following main variants 
of self-adaptation can be distinguished. 

n, = I ,  n,  = 0, X - a’N(0, I). The standard deviation for all object 
variables is identical (a’), and all object variables are mutated by adding 
normally distributed random numbers with 

a’ = aexp(zoN(0, 1 ) )  
X‘f = xi + U’Ni (0 ,  1 )  

(21.4) 
(21.5) 

where to cx n-’l2 and Ni(0, I )  denotes a realization of a one-dimensional 
normally distributed random variable with expectation zero and standard 
deviation one that is sampled anew for each index i. The lines of equal 
probability density of the normal distribution are hyperspheres in this case, 
as shown graphically for n = 2 in the left-hand part of figure 21.1. 
n, = n ,  n ,  = 0, X - N(0, 0’1). All object variables have their 
own, individual standard deviations ai, which determine the corresponding 
modifications according to 

(r: = ai exp(t‘N(0, I )  + sNi(O,  1 ) )  (2 1.6) 
(2 1.7) 

where t’ cx (2n)-’I2 and t cx (2 r~ ’ /~ ) - ’ /* .  The lines of equal probability 
density of the normal distribution are hyperellipsoids, as shown in the 
middle part of figure 21. I for n = 2. 
n ,  = n,  ri, = n(n - 1)/2, X - N(0, C). The vectors 0 and a represent 
the complete covariance matrix of the n-dimensional normal distribution, 
where the covariances cji (i E { 1, , . . , n - l } ,  j E ( i  + 1, . . . , n } )  are 
represented by a vector of rotation angles a k  ( k  = (2n - i)(i + 1 )  - 2n + j )  
describing the coordinate rotations necessary to transform an uncorrelated 
mutation vector into a correlated one. Rotation angles and covariances are 
related to each other according to 

x,! = xi + a;N;(O, 1)  

(2 1.8) 
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Figure 21.1. A sketch of the lines of equal probability density of the n = 2-dimensional 
normal distribution in the case of simple mutations with nu = 1 (left), n ,  = 2 (middle), 
and correlated mutations with nu = 2, n, = I (right). 

By using the rotation angles to represent the covariances, the mutation 
operator is guaranteed to generate exactly the feasible (positive definite) 
covariance matrices and to allow for the creation of any possible covariance 
matrix (for details see the article by Rudolph (1992)). The mutation is 
performed according to 

where N(0, C(o’, a’)) denotes the correlated mutation vector and fi % 

0.0873 (5”). As shown in the right-hand part of figure 21.1 for n = 2, 
the mutation hyperellipsoids are now arbitrarily rotatable, and (xk  (with 
k = i(2n - i)(i + 1) - 2n + j )  characterizes the rotation angle with respect 
to the coordinate axes i and j .  

(iv) 1 < n u  < n.  The general case of having neither just one nor the full number 
of different degrees of freedom available is also permitted, and implemented 
by the agreement to use on, for mutating all xi where n ,  5 i 5 n. 

The settings for the learning rates t, t’, and to are recommended by 
Schwefel as reasonable heuristic settings (see Schwefel 1977, pp 167-8), but one 
should have in mind that, depending on the particular topological characteristics 
of the objective function, the optimal setting of these parameters might differ 
from the values proposed. For n,  = I ,  however, Beyer (199%) has recently 
theoretically shown that, for the sphere model 

(21.12) 

the setting TO o( n-1/2 is the optimal choice, maximizing the convergence 
velocity of the evolution strategy. Moreover, for a ( I ,  A) evolution strategy 
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Beyer derived the result that so x L . I . A / ~ I / ~  (for h 2 IO),  where cl,,. denotes 
the progress coefficient of the ( 1 ,  h )  strategy. 

For an empirical investigation of the self-adaptation mechanism defined by 
the mutation operator variants (i)-(iii), Schwefel (1987, 1989, 1992) used the 
following three objective functions which are specifically tailored to the number 
of learnable strategy parameters in these cases. 
(i) Function 

n 

f l  (z> = x,2 (21.13) 
i= I 

requires learning of one common standard deviation 0,  i.e. n, = I .  
(ii) Function 

11 

(21.14) 
i= I 

requires learning of a suitable scaling of the variables, i.e. n, = n.. 
(iii) Function 

(21.15) 

requires learning of a positive definite metrics, i.e. individual 0; and 
n, = n(n - 1)/2 different covariances. 

As a first experiment, Schwefel compared the convergence velocity of a 
( 1 ,  10) and a ( 1 + 10) evolution strategy with n ,  = 1 on the sphere model 
f l  with n = 30. The results of a comparable experiment performed by the 
present author (averaged over ten independent runs, with the standard deviations 
initialized with a value of 0.3) are shown in figure 21.2 (top), where the 
convergence velocity or progress is measured by log( ( f m i n ( O ) / , f m i n  (g)) with 
f,i,(g> denoting the objective function value in generation g. It is somewhat 
counterintuitive to observe that the nonelitist ( 1, 10) strategy, where all offspring 
individuals might be worse than the single parent, performs better than the elitist 
( 1  + 10) strategy. This can be explained, however, by taking into account that 
the self-adaptation of standard deviations might generate an individual with 
a good objective function value but an inappropriate value of G for the next 
generation. In the case of a plus strategy, this inappropriate standard deviation 
might survive for a number of generations, thus hindering the combined process 
of search and adaptation. The resulting periods of stagnation can be prevented 
by allowing the good search point to be forgotten, together with its inappropriate 
step size. From this experiment, Schwefel concluded that the nonelitist (p ,  A) 
selection mechanism is an important condition for a successful self-adaptation 
of strategy parameters. Recent experimental findings by Gehlhaar and Fogel 
(1996) on objective functions more complicated than the sphere model give 
some evidence, however, that the elitist strategy performs as well as or even 
better than the (p ,  h )  strategy in many practical cases. 
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Figure 21.2. Top: a comparison of the convergence velocity of a (1, 10) strategy and a 
(1 + 10) strategy in the case of the sphere model f i  with n = 30 and n, = 1. Bottom: the 
best objective function value and minimum, average, and maximum standard deviation 
in the population plotted over the generation number for the time-varying sphere model. 
The results were obtained by using a (15, 100) evolution strategy with n, = 1, n = 30, 
without recombination. 

For a further illustration of the self-adaptation principle in case of the 
sphere model fi, we use a time-varying version where the optimum location 
x* = (x;, . . . ,x,*) is changed every 150 generations. Ten independent 
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experiments for n = 30 and 1000 generations per experiment are performed 
with a (15, 100) evolution strategy (without recombination). The average 
best objective function value (solid curve) and the minimum, average, and 
maximum standard deviations urnin, U,,,, and U,,,,, are shown in the lower part 
of figure 21.2. The curve of the objective function value clearly illustrates 
the linear convergence of the algorithm during the first search interval of 150 
generations. After shifting the optimum location at generation 150, the search 
stagnates for a while at the bad new position before the linear convergence is 
observed again. 

The behavior of the standard deviations, which are also plotted in figure 2 1.2 
(bottom), clarifies the reason for the periods of stagnation of the objective 
function values: self-adaptation of standard deviations works both by decreasing 
them during the periods of linear convergence and by increasing them during 
the periods of stagnation, back to a magnitude such that they have an impact 
on the objective function value. This process of standard deviation increase, 
which occurs at the beginning of each interval, needs some time which does not 
yield any progress with respect to the objective function value. According to 
Beyer ( I  995b), the number of generations needed for this adaptation is inversely 
proportional to (that is, proportional to n )  in the case of a ( 1 ,  A) evolution 
strategy. 

In the case of the objective function f 2 ,  each variable xi  is differently scaled 
by a factor i ' / 2 ,  such that self-adaptation requires the scaling of n different ai 
to be learned. The optimal settings of standard deviations a: cx i- ' l2 are also 
known in advance for this function, such that self-adaptation can be compared 
to an evolution strategy using optimally adjusted cj for mutation. The result of 
this comparison is shown in figure 21.3 (left), where the convergence velocity 
is plotted for (p ,  100) evolution strategies as a function of p, the number of 
parents, for both the self-adaptive strategy and the strategy using the optimal 
setting of ci. 

It is not surprising to see that, for the strategy using optimal standard 
deviations Oi, the convergence rate is maximized for p = 1 ,  because this 
setting exploits the perfect knowledge in an optimal sense. In the case of 
the self-adaptive strategy, however, a clear maximum of the progress rate is 
reached for a value of p = 12, and both larger and smaller values of p cause 
a strong loss of convergence speed. The collective performance of about 12 
imperfect parents, achieved by means of self-adaptation, is almost equal to the 
performance of the perfect ( 1 ,  100) strategy and outperforms the collection of 
12 perfect individuals by far. This experiment indicates that self-adaptation is 
a mechanism that requires the existence of a knowledge diversity (or diversity 
of internal models), i.e. a number of parents larger than one, and benefits from 
the phenomenon of collective (rather than individual) intelligence. 

Concerning the objective function f 3 ,  figure 21.3 (bottom) shows a 

n, = 0 (that is, no correlated mutations) and nu = n ( n  - 1)/2 = 45 (that is, 
comparison of the progress for a (15, 100) evolution strategy with n, = n = 10, 
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Figure 21.3. Top: the convergence velocity on f2 for a (p ,  100) strategy with 
p E { 1, . . . ,30} for the self-adaptive evolution strategy and the strategy using optimum 
prefixed values of the standard deviations ai. Bottom: a comparison of the convergence 
velocity of a (15, 100) strategy with correlated mutations in the case of the function 
f3 with n = nu = 10, n, = 45 and with self-adaptation of standard deviations only 
(uncorrelated) for n = nu = 10, n, = 0. 

full correlations). In both cases, intermediary recombination of object variables, 
global intermediary recombination of standard deviations, and no recombination 
of the rotation angles is chosen. The results demonstrate that, by introducing the TEAM LRN
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covariances, it is possible to increase the effectiveness of the collective learning 
process in case of arbitrarily rotated coordinate systems. Rudolph (1992) has 
shown that an approximation of the Hessian matrix could be computed by 
correlated mutations with an upper bound of p + h = ( n 2  + 3n + 4)/2 on 
the population size, but the typical settings ( p  = 15, h = 100) are often not 
sufficient to achieve this (an experimental investigation of the scaling behavior 
of correlated mutations with increasing population sizes and problem dimension 
has not yet been performed). 

The choice of a logarithmic normal distribution for the modification of 
the standard deviations ai in connection with a multiplicative scheme in 
equations (21.4), (21.6), and (21.9) is motivated by the following heuristic 
arguments (see Schwefel 1977, p 168): 
(i) A multiplicative process preserves positive values. 
(ii) The median should be equal to one to guarantee that, on average, a 

multiplication by a certain value occurs with the same probability as a 
multiplication by the reciprocal value (i.e. the process would be neutral 
under the absence of selection). 

(iii) Small modifications should occur more often than large ones. 
The effectiveness of this multiplicative logarithmic normal modification 

is currently also acknowledged in evolutionary programming, since extensive 
empirical investigations indicate some advantage of this scheme over the 
original additive self-adaptation mechanism used in evolutionary programming 
(Saravanan 1994, Saravanan and Fogel 1994, Saravanan et (11 1995), where 

(with a setting of a 0.2 (Saravanan et a1 1995)). Recent investigations 
indicate, however, that this becomes reversed when noisy objective functions are 
considered, where the additive mechanism seems to outperform multiplicative 
modifications (Angeline 1996). 

The study by Gehlhaar and Fogel ( I  996) also indicates that the order of 
the modifications of x; and 0; has a strong impact on the effectiveness of self- 
adaptation: it is important to mutate the standard deviations first and to use 
the mutated standard deviations for the modification of object variables. As 
the authors point out in that study, the reversed mechanism might suffer from 
generating offspring that have useful object variable vectors but bad strategy 
parameter vectors, because these have not been used to determine the position 
of the offspring itself. 

Concerning the sphere model f l  and a ( I ,  A) strategy, Beyer (1995b) has 
recently indicated that equation (2 1.16) is obtained from equation (2 1.4) by 
Taylor expansion breaking off after the linear term, such that both mutation 
mechanisms should behave identically for small settings of the learning rates 
SO and a,  when TO = a. This was recently confirmed by Back and Schwefel 
(1996) with some experiments for the time-varying sphere model. Moreover, 
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Beyer (1995b) also shows that the self-adaptation principle works for a variety 
of different probability density functions for the modification of step sizes; that 
is, it is a very robust technique. For n, = 1 ,  even the simple mutational step 
size control 

(21.17) 

of Rechenberg (1994, p 47) provides a reasonable choice. A value of a = 1.3 
of the learning rate is proposed by Rechenberg. 

In concluding this subsection, recent approaches to substituting the normal 
distribution used for the modification of object variables xi by other probability 
densities are worth mentioning. As outlined by Yao and Liu (1996), the one- 
dimensional Cauchy density function 

f ( X )  = - 
1 t 

(2 I . I  8) 

is a good candidate, because its shape resembles that of the Gaussian density 
function, but approaches the axis so slowly that expectation (and higher 
moments) do not exist. Consequently, it is natural to hope that the Cauchy 
density increases the probability of leaving local optima. Because the moments 
of a one-dimensional Cauchy distribution do not exist, Yao and Liu (1996) use 
the same self-adaptation mechanism as described by equations (2 1.6) and (2 1.7) 
with the only modification to substitute the standardized normally distributed 
N ( 0 ,  1 )  in equation (21.7) by a random variable with one-dimensional Cauchy 
distribution with parameters U = 0, t = 1 .  A realization of such a random 
variable can be generated by dividing the realizations of two independent 
standard normally distributed random variables. 

Using a large set of 23 test functions, the authors of this study conclude that 
their new algorithm (calledfast evolutionary programming) performs better than 
the implementation using the normal rather than Cauchy distribution especially 
for multimodal functions with many local optima while being comparable to 
the normal distribution for unimodal and multimodal functions with only a few 
local optima. 

Finally, the most general variant of self-adaptation seems to consist in the 
self-adaptation of the whole probability density function itself rather than having 
a fixed density and adapting one or more control parameters of that density. 
Davis ( 1994) implements this idea by representing a one-dimensional continuous 
probability density function by a discrete mutation histogram with 101 bars in 
width over a region of interest [a, h] .  The heights of the histogram bars are 
integer values hohl . . . hlol, the histogram specifies a region that ranges from 
x - (h  - a ) / 2  to x + (b  - u ) / 2  around the current value x of a solution, and 
h50 is centered at the current value of the solution. 

In Davis’ implementation, an object variable is mutated by choosing a 
new solution value from the probability density function over the histogram’s 

n t 2  + (x - U)* 
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range. Afterwards, the mutation density is modified by choosing a histogram 
bar using the same probability density function, and incrementing the bar value 
with a probability proportional to the bar height. Using this mechanism for 
self-adaptation of the probability density function itself, Davis found that for 
landscapes with local optima the shape of the probability density function is 
adapted to reflect the landscape structure with respect to the location of the 
optima. Moreover, the formation of a peaked center in each of the mutation 
histograms is interpreted by Davis as a hint that the normal distribution naturally 
emerges as a good choice for a wide range of fitness landscapes. 

While it is not surprising to see from these experiments that the structure 
of a one-dimensional objective function can be learned by self-adaptation, 
it is necessary here to emphasize that the extension of this approach to 
n >> 1 dimensions fails because the discretized representation of an arbitrary 
multivariate distribution would require c" histogram bars (c  being the number 
of bars in one dimension). The condensed representation of a multivariate 
distribution by a few control parameters which are self-adapted (as in 
equations (2 1.9)-(2 1 . 1  1)) is a more appropriate method to handle the higher- 
dimensional case than the representation suggested by Davis. 

21.2.2 Binary search spaces 

A transfer of the self-adaptation principle from evolution strategies to the 
mutation probability pm E [0, I ]  of canonical (i.e. with a binary representation 
of individuals) genetic algorithms was first proposed by Back (1992b). Based 
on the binary representation b = (hl . . . h e )  E (0, 1 ) '  of object variables (often, 
continuous object variables xi E [ U j ,  vi] C R, i = I ,  . . . , n,  are represented in 
canonical genetic algorithms by binary strings and a Gray code; see Chapter 2 
for details), Back extended the representation by an additional l' (or nt ' )  bits to 
encode either one or n mutation probabilities (the latter can only be applied if 
the genotype b explicitly splits into n logical subparts encoding different object 
variables) as part of each individual. Because of the restricted applicability of 
the general case of n mutation probabilities, we discuss only the case of one 
mutation probability here. 

An individual a = (b ,  p )  consists of the binary vector b = (bl . . .6!) E 
(0, representing the object variables and the binary vector p = ( p i  . . . p e t )  E 
(0, l}" representing the individual's mutation rate pm according to the decoding 
function l - 'o , l , t l ,  which is defined as follows: 

(2 1 . 1 9) 

Here, @ denotes summation modulo 2, such that a Gray code and a linear 
mapping of the decoded integer to the range [ U ,  211 are used. With the definition 
given in equation (21.19), p m  and p are related by p m  = ro,l,tr(p), and the 
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mutation operator for self-adapting pm proceeds by mutating p with mutation 
rate P m ,  thus obtaining p I and p,’,, = To,l . f / (p  ’), and then mutating b with 
mutation rate p k ;  that is, 

(21.20) 

(21.21) 

(2 1.22) 

(2 1.23) 

As usual, U - U([O,  I ) )  denotes a uniform random variable sampled anew for 
each i E ( 1 , .  . . , P} and j E { I , .  . . , l } .  

This mutation mechanism was experimentally tested on a few continuous, 
high-dimensional test functions (the sphere model, the weighted sphere 
model, and the generalized Rastrigin function) with a genetic algorithm using 
(p ,  A)  selection, and outperformed a canonical genetic algorithm with respect 
to convergence velocity as well as convergence reliability (Back 1992b). 
Concerning the selection method, these experiments demonstrated that the (p ,  A)  
selection (with p = 10, h = SO) clearly outperformed proportional selection and 
facilitated much larger average mutation rates in the population than proportional 
selection did (for proportional selection, mutation rates quickly dropped to an 
average value of 0.001, roughly a value of I l l ,  while for (10,50) selection 
mutation rates as large as 0.005 were maintained by the algorithm). 

Based on Back’s work, Smith and Fogarty (1996) recently incorporated the 
self-adaptation method described by equations (2 1.20)-(2 1.23) into a steady- 
state (or ( p  + I ) ,  in the terminology of evolution strategies) genetic algorithm, 
where just one new individual is created and substituted within the population at 
each cycle of the main loop of the algorithm. The new individual is generated 
by recombination (parents are chosen according to proportional selection), 
followed by an internal ( 1 ,  c )  strategy which generates c mutants according 
to the self-adaptive method described above and selects one of them (either 
deterministically as usual, or according to proportional selection) as the offspring 
of the ( p  + I )  strategy. The authors investigated several policies for deleting 
an individual from the population (deletion of the worst, deletion of the oldest), 
recombination operators (which, however, had no clear impact on the results at 
all), mutation encoding (standard binary code, Gray code, exponential code), 
and the value of c‘ E { 1 .2 ,5 ,  10) on NK landscapes with N = 16 and 
K E {0,4,8,  15). From these experiments, Smith and Fogarty derived a number 
of important conclusions regarding the best policies for the self-adaptation 
mechanism, namely : 
(i) Replacing the oldest of the population with the best offspring, conditional 

on the latter being the better of the two, is the best selection and deletion 
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(ii) 

(iii) 

policy. Because replacing the oldest (rather than the worst) drops the elitist 
property of the ( p  + I )  strategy, this confirms observations from evolution 
strategies that self-adaptation needs a nonelitist selection strategy to work 
successfully (see above). 
A value of c = 5 was consistently found to produce best results, such 
that the necessity to produce a surplus of offspring individuals as found by 
Back (1992b) and the I / 5  success rule are both confirmed. 
Gray coding and standard binary coding showed similar performance, 
both substantially outperforming the exponential encoding. On the most 
complex landscapes, however, the Gray coding also outperformed standard 
binary coding. 

The comparison of the self-adaptive mutation mechanism with all standard 
fixed mutation rate settings (see Chapter I8 for an overview) clarified the general 
advantage of self-adaptation by significantly outperforming these fixed mutation 
rate settings. 

The method described so far for self-adapting the mutation rates in canonical 
genetic algorithms was historically developed on the basis of the assumption that 
both the object variables and the strategy parameters should be represented by 
binary strings. It is clear from research on evolution strategies and evolutionary 
programming, however, that i t  should also be possible to incorporate the 
mutation rate pm E [0, I ] directly into the genotype of individuals a = (b ,  pm) E 

(0, 1)' x [0, I ]  and to formulate a mutation operator that mutates pm rather than 
its binary representation. Recently, Back and Schiitz ( 1995, 1996) proposed 
a first version of such a self-adaptation mechanism, which was successfully 
tested for the mixed-integer problem of optimizing optical multilayer systems 
as well as for a number of combinatorial optimization problems with binary 
object variables. 

Based on a number of requirements similar to those formulated by Schwefel 
for evolution strategies, namely that 

(i) the expected change of pm by repeated mutations should be equal to zero, 
(ii) mutation of p,,, €10, I [  must yield a feasible mutation rate p,',, €10, I [ ,  
(iii) small changes should be more likely than large ones, and 
(iv) the median should equal one, 
these authors proposed a mutation operator of the form 

(2 1.24) 

(2 I .25) 

where y ( y  = 0.2 was chosen in the experiments of the authors) is a learning 
rate analogue to to in equation (2 I .4). A direct comparison of this operator with 
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Figure 21.4. The self-adaptation of mutation rates is shown here for the time-varying 
counting ones function with l = 1000 and (15, 100) selection, without recombination. 
The upper plot shows the minimum, average, and maximum mutation rates that occur 
in the population when the binary representation of pm is used, while the lower plot 
shows the corresponding mutation rates when the mutation operator according to (21.24) 
is used. 

the one using a binary representation of pm has not yet been performed, but it 
has already been observed by Back and Schutz (1996) that the learning rate y 
is a critical parameter of equation (21.24), because it determines the velocity 
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of the self-adaptation process. In contrast to this, the method described by 
equations (2 1.20)-(2 1.23) eliminates the mutation rate completely as a parameter 
of the algorithm, such that it provides a more robust algorithm. 

In analogy with the experiment performed with evolution strategies on the 
time-varying version of the sphere model, the self-adaptation mechanisms for 
mutation rates are tested with a time-varying version of the binary counting 
ones problem f ( b )  = b; + min, which is modified by switching 
between f and f ’ ( b )  = l - f ( b )  every g generations. The experiment is 
performed for l = 1000 and 8 = 250 with a self-adaptive genetic algorithm 
using (15, 100) selection, but without crossover. The results for the minimum, 
average, and maximum mutation rates are shown in figure 2 I .4 for the mutation 
mechanism according to equations (2 I .20)-(2 1.23) (upper plot) and for the 
mutation mechanism according to equation (2 I .24) (lower plot). It is clear from 
these figures that both mutation schemes facilitate the necessary adaptation of 
mutation rates, following a near-optimal schedule that exponentially decreases 
from large mutation rates ( p m  0.5) at the beginning of the search to mutation 
rates of the order of I / [  in the final stage of the search. This behavior is in 
perfect agreement with the theoretical knowledge about the optimal mutation 
rate for the counting ones function (see e.g. Chapter 18 or the article by Back 
(1993)), but the available diversity of mutation rates in the population is smaller 

representation of pm . 
The corresponding best objective function values in the population are shown 

in figure 2 1.5, and give clear evidence that the principle works well for both 
of the self-adaptation mechanisms presented here-thus again confirming the 
result of Beyer that the precise form of the probability density function used for 
modifying the mutation rates does not matter very much. Also in binary search 
spaces, self-adaptation is a powerful and robust technique, and the following 
sections demonstrate that this is true for other search spaces as well. 

& when the binary representation (upper plot) is used than with the continuous 

2 1.2.3 Integer search spaces 

For the general integer programming problem 

max{f(x) 1 x E M Z n }  (2 1.26) 

where Z denotes the set of integers, Rudolph (1994) presented an algorithm that 
self-adapts the total step size s of the variation of x .  By applying the principle of 
maximum entropy, i.e. the search for a distribution that is spread out as uniformly 
as possible without contradicting the given information, he demonstrated that a 
multivariate, symmetric extension of the geometric distribution is most suitable 
for the distribution of the variation k = ( k l ,  . . . , k, )T  (ki E Z) of the object 
variable vector x. For a multivariate random variable 2, which is distributed 
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Figure 21.5. The best objective function values in the population for both self-adaptation 
mechanisms shown in figure 21.4. 

according to the probability density function 

n 

(21.27) 

(&)^ f i ( l  - p)'"' (21.28) 
i=l  TEAM LRN
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where ( ( k ( (  1 = E:=, (ki  I denotes the t1 norm, the expectation of the t I norm of 
Z (i.e. the mean step size s)  is given by 

(21.30) 

In full analogy with equation (21.4), the mutation operator proposed by 
Rudolph modifies step size s and object variables xi according to 

(21.3 1) 

(21.32) 

where Gi ( p ’ )  denotes a realization of a one-dimensional random variable with 
probability density function 

( 1  - p’)’k‘ (2 1.33) P‘ 
2 - p f  

P{Gj = k }  = - 

i.e. the symmetric generalization of the geometric distribution with parameter 
p ’ ,  and p’ is obtained from s’ according to equation (21.30) as follows: 

Algorithmically, a realization Gi (p ’ )  can be generated as the difference 
of two independent geometrically distributed random variables (both with 
parameter p’). A geometric random variable G is obtained from a uniform 
random variable U over [0, I )  c R according to the transformation 

(2 I .35) 

Except for the integer representation and the mutation operator, the algorithm 
developed by Rudolph is based on an ordinary evolution strategy with (fi, A) 
selection (with ,U = 30, h = 100 for the experimental runs), intermediary 
recombination of the step sizes s, and no recombination of the object variable 
vector (i.e. when two individuals are recombined, their step sizes are averaged 
and the object variable vector is chosen from the first or second parent at 
random). The algorithm was empirically tested by Rudolph (1994) on five 
nonlinear integer programming problems and located the global optima of these 
problems for at least 80 percent of 1000 independent runs per problem. 

TEAM LRN



Recombination operators 205 

2 1.2.4 Finite-state machines 

Methods to apply the self-adaptation principle to finite-state machine 
representations as used by evolutionary programming for sequence prediction 
tasks have recently been presented by Fogel et a1 (1994, 1995). These authors 
discuss two different methods for self-adaptation of mutability parameters (i.e. 
the probabilities of performing any of the possible mutations of state addition, 
state deletion, changes of output symbols, the initial state, and a next-state 
transition) associated with each component of a finite-state machine. The 
mutability parameters pi are all initially set to a minimum value of 0.001 and 
mutated according to a historically older version of equation (21.16) (Fogel et 
ul 1991): 

p ;  = p ,  + a N ( 0 ,  1) (2 1.36) 

where a = 0.01. 
The methods are different with respect to the selection of a machine 

component for mutation. In selective selfuduptation, a component is selected 
for each type of mutation on the basis of relative selection probabilities pi/c pk ,  where p i  is the mutability parameter for the ith component and 
the summation is taken with k running over all components. For this scheme, 
separate mutability parameters are maintained for each state, each output symbol, 
and each next-state transition. 

In  contrast to this, multimutational sey-adaptation denotes a mechanism 
where each mutability parameter designates the absolute probability of 
modification for that particular component, such that the probability for 
each component to be mutated is independent of the probabilities of other 
components. Consequently, multimutational self-adaptation is expected to offer 
greater diversity in the types of offspring machine that could be generated from 
a parent, and the learning rate a of the approach is extremely important under 
this approach (0.005 5 a 5 0.999 was generally enforced in the experiments). 

Both approaches were tested by the authors on two simple prediction tasks 
and consistently outperformed the evolutionary programming method without 
self-adaptation. While on the simpler problem the selective self-adaptation 
method had a slightly better performance than the multimutational method, the 
latter performed better on the more complex problem, thus indicating the need 
to explore a larger diversity by the mutation operator in this case. Certainly, 
more work is needed to assess the strengths and weaknesses of both approaches 
for self-adaptation on finite-state machines, but once again the robustness and 
wide applicability of this general principle for on-line learning of mutational 
control parameters has been demonstrated by these experiments. 

21.3 Recombination operators 

In contrast to the mutation operator, recombination in evolutionary algorithms 
has received much less attention for self-adaptation of the operator’s 
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characteristics (e.g. the number and location of crossover points) and parameters 
(e.g. the application probability or segment exchange probability). This can be 
explained in part by the historical emergence of the algorithmic principle in 
connection with the mutation operator in evolution strategies and evolutionary 
programming, but it might also be argued that the implicit link between strategy 
parameters and their impact on the fitness of an individual is not as tight for 
recombination as the self-adaptation idea requires (this argument is supported by 
recent empirical findings indicating that the set of problems where crossover is 
useful might be smaller than expected (Eshelman and Schaffer 1993)). Research 
concerning the self-adaptation of recombination operators is still in its infancy, 
and the two examples reported here for binary search spaces can only give an 
impression of the many open questions that need to be answered in the future. 

21.3.1 Binary search spaces 

For canonical genetic algorithms and a multipoint crossover operator, Schaffer 
and Morishima (1987) developed a method for self-adaptation of both the 
number and location of crossover points. These strategy parameters (i.e. the 
crossover points) are incorporated in an individual by attaching to the end of 
each object variable vector b = (hl . . . he) E {O, 1 }‘ another binary vector c 
of the same length. The bits of this strategy parameter vector are interpreted 
as crossover punctuations, where a one at position i in vector c indicates that 
a crossover point occurs at the corresponding position i in the object variable 
vector. During initialization, the probability of generating a one in the vector c 
is set to a rather small value pxo  = 0.04. 

Crossover between two strings then works by copying the bits from each 
parent string one by one to one of the offspring from left to right, and when 
a punctuation mark is encountered in either parent, the bits begin going to the 
other offspring. The punctuation marks themselves are also passed on to the 
offspring, when this happens, such that the strategy parameter vector is also 
subject to recombination. Furthermore, the usual mutation by bit inversion is 
also applied to the strategy parameter vector, such that the principles of self- 
adaptation are fully applied in the method proposed by Schaffer and Morishima 
( 1987). 

For an empirical investigation of the punctuated crossover method, the 
authors used the five test functions proposed by De Jong ( I  975) and the on-line 
performance measure (i.e. an average of all trials in a run). The self-adaptive 
crossover operator was found to statistically outperform a canonical genetic 
algorithm on four of the five functions while being no worse on the other. 
Looking at the dynamics of the distribution of punctuation marks over time, the 
authors observed that some loci tend to accumulate more punctuation marks than 
others as time progresses and the locations of these concentrations change over 
time. Concerning the dynamics of the average number of crossover events that 
occur per mating, the authors found that the number of ‘productive’ crossover 
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events (i.e. those events where nonidentical gene segments are swapped between 
parents and offspring different from the parents is produced) remained nearly 
constant and correlated strongly with f2 (and implicitly with n,  the dimension of 
the real-valued search space the binary strings are mapped to in this parameter 
optimization task). These results are certainly interesting and deserve a more 
detailed investigation, especially under experimental conditions where the effect 
of a recombination operator is well understood and the optimal operator to be 
encountered by self-adaptation is known in advance. The sphere model with 
continuous representation of variables could be a good candidate for such an 
experiment, because the theory of discrete and intermediary recombination is 
relatively well understood for this function (Beyer 1995a). 

As clarified by Spears (1995), it is not clear whether the success of Schaffer 
and Morishima’s punctuated crossover is due to the self-adaptation of crossover 
points or whether it stems from the simple fact that they compared a canonical 
genetic algorithm with one-point crossover with the self-adaptive method that, on 
average, was using n-point crossover with n > 1.  Spears ( 1995) investigated a 
simple method called one-bit self-adaptation, where a single strategy parameter 
bit added to an individual indicated whether uniform crossover or two-point 
crossover was performed on the parents (ties are broken randomly). Experiments 
were performed on the so-cailed N-peakproblerns, in which each problem has 
one optimal solution and N - I suboptimal solutions. The cases N E { I ,  6) 
were investigated for 30 bits and 900 bits, where the latter problem contains 870 
dummy bits that do not change the objective function, but have some impact on 
the effectiveness of the crossover operators. 

The author performed a control experiment to determine the best crossover 
operator on these problems, and then ran the self-adaptation method on the 
problems. Concerning the best-so-far curves, the performance of self-adaptation 
consistently approached the performance of the best crossover operator alone, 
but in the case of the six-peak 900-bit problem, the dominant operator chosen 
by self-adaptation (two-point crossover in more than 90% of all cases) was 
not the operator identified in the control experiment (uniform crossover). As 
an overall conclusion of further experiments along this line, Spears (1995) 
clarified that the key feature of the ‘self-adaptation’ method used here is not 
to provide the possibility of adapting towards choosing the best operator, but 
rather the diversity provided to the algorithm by giving it access to two different 
recombination operators for exploitation during the search. Consequently, it 
might be worthwhile to run an evolutionary algorithm with a larger set of search 
operators than is customary, even if the algorithm is not self-adaptive, and the 
aspect of an additional benefit caused by the available diversity of strategy 
parameters is emphasized again by this observation. 
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21.4 Conclusions 

Numerous approaches for the self-adaptation of strategy parameters within 
evolutionary algorithms as discussed in the previous sections clarify that the 
fundamental underlying principle of self-adaptation-evolving both the object 
variables and the strategy parameters simultaneously-works under a variety of 
conditions regarding the search space and the variation mechanism for strategy 
parameters by exploiting the implicit l ink between strategy parameters (or 
internal rnodels) of the individuals and their fitness. This seems to work best 
for the unary mutation operator, because the strategy parameters have a direct 
impact on the object variables of a single individual and are either selected for 
survival and reproduction or discarded, depending on whether their impact is 
beneficial or detrimental. 

This robustness of the method clearly indicates that a fundamental principle 
of evolutionary processes is utilized here, and in fact it is worth mentioning that 
the base pair mutation rate of mammalian organisms is in part regulated by its 
own genotype by repuir enzymes and mutator gerzes encoded on the DNA. The 
former are able to repair a variety of damage of the genome, while the latter 
increase the mutation rate of other parts of the genome (see Gottschalk 1989, 

Concerning its relevance as a parameter control mechanism in evolutionary 
algorithms, self-adaptation clearly has the advantage of reducing the number of 
exogenous control parameters of these algorithms and thereby releasing the user 
from the costly process of fine tuning these parameters by hand. Moreover, 
it is well known that constant control parameter settings (e.g. of the mutation 
rate in canonical genetic algorithms) are far from being optimal and that self- 
adaptation principles are able to generate a nearly optimal dynamic schedule 
of these parameters (see e.g. the article by Back (1992a) and the examples 
for the time-varying sphere model and counting ones function as presented in 
Section 2 I .2). 

While the principle is of much practical usefulness and has demonstrated 
its power and robustness in many examples, many open questions remain 
to be answered. The most important questions are those for the optimal 
conditions for self-adaptation concerning the choice of a selection operator, 
population sizes, and the probability density function used for strategy parameter 
modifications, i.e. for the algorithmic circumstances required. This also raises 
the question for an appropriate optimality criterion for self-adaptation, having 
in mind that maximizing speed of adaptation might be good for holding an 
optimum within dynamically changing environments rather than for emphasizing 
global convergence properties. The speed of adaptation is controlled in some 
of the self-adaptation approaches by exogenous learning rates (e.g. to in 
equation (21.4), t and 5’ in equation (21.6), and a! in equation (21.16)), and 
the ‘optimal’ setting of these learning rates usually emphasizes convergence 
velocity rather than global convergence of the evolutionary algorithm, such 

pp 269-71, 182). 
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that for multimodal objective functions a different setting of the learning rates, 
implying slower adaptation, might be more appropriate. Finally, it is important 
to recognize that the term self-adaptation is used to characterize a wide spectrum 
of different possible behaviors, ranging from the precise learning of the time- 
dependent optimal setting of a single control parameter (such as (T for the 
time-varying sphere model) to the creation of a diversity of different strategy 
parameter values which are available in the population for utilization by the 
individuals. 

It has always been emphasized by Schwefel(1987, 1989, 1992) that diversity 
of the internal models is a key ingredient to the synergistic effect of self- 
adaptation, facilitating a collection of individuals equipped with imperfect, 
diverse internal models of their environment to perform collectively as well 
as or even better than a single expert individual with precise, full knowledge 
of the environment does. While some of the implementations of self-adaptation 
certainly exploit more the diversity of parameter settings rather than adapting 
them, the key to the success of self-adaptation seems to consist in using both 
sides of the coin to facilitate reasonably fast adaptation (and, as a consequence, 
a good convergence velocity) and reasonably large diversity (and a good 
convergence reliability) at the same time. 
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Meta-evolutionary approaches 

Bernd Freisleben 

22.1 Working mechanism 

After having defined the individuals of a population for a given problem, the 
designer of an evolutionary algorithm (EA)t is faced with the problem of 
deciding what types of operator and control parameter settings are likely to 
produce the best results. For example, the decisions to be made might include 
choices among the different variants of the selection, crossover, and mutation 
operators which have been suggested in the literature (Back 1996, Goldberg 
1989a, Michalewicz 1994), and, depending on the operators, values for the 
corresponding control parameters such as the crossover probability, the mutation 
probability, and the population size (Booker 1987, De Jong 1975, Goldberg 
1989b, Hesser and Manner 1990, Muhlenbein and Schlierkamp-Voosen 1995, 
Schaffer et a1 1989) must be determined. The decision may be based on: 

0 systematically checking a range of operators and/or parameter values and 
assessing the performance of the EA (De Jong 1975, Schaffer et a1 1989) 
the experiences reported in the literature describing similar application 
scenarios (Goldberg I989a, Jog et a1 1989, Oliver et a1 1987, Starkweather 
et a1 1991) 
the results of theoretical analyses for determining the optimal parameter 
settings (Goldberg 1989b, Hesser and Manner 1990, Nakano et a1 1994). 

0 

0 

Since these proposals are typically not universally valid, and therefore it 
may be that none of them produces satisfactory results for the particular problem 
considered, a more promising approach is to consider the search for the ‘best’ 
EA for a given problem as an optimization problem itself. This metauptimization 
problem can then be solved by any of the general purpose optimization methods 
proposed in the literature, including well-known heuristic methods (Reeves 
1993) such as simulated annealing (van Laarhoven and Aarts 1987) or tabu 
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Figure 22.1. A meta-evolutionary approach. 

search (Glover 1990)-but also by any type of evolutionary algorithm, leading 
to a meta-ew1utionar.y approach. 

In order to realize a meta-evolutionary approach, a two-level optimization 
strategy is required, as shown in figure 22.1. At the top level, a rnetalevel 
EA operates on a population of base-level EAs, each of which is represented 
by a separate individual. At the bottom level, the base-level EAs work on a 
population of individuals which represent possible solutions of the problem to be 
solved. Each of the base-level EAs runs independently to produce a solution of 
the problem considered, and the fitness of the solution influences the operation 
of the metalevel EA; the fitness of an individual representing a base-level EA 
is taken to be the fitness of the best solution found by the base-level EA in the 
entire run using the current parameters. The numbers of generations created on 
the two levels are independent of each other. The individual with the highest 
fitness ever found is expected to be the best EA for the original problem. 

The term r ~ d u f i o n c i r y  algorirhm is used to denote any method of evolutionary computation, such 
as genetic algorithms (CA), evolution strategies (ESs), evolutionary programming (EP), and genetic 
programming (GP). 
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The information that needs to be represented to encode a base-level EA as 
a member of the metalevel population depends on the nature of the base-level 
problem. In general, since an EA is characterized by its operators and the 
parameter values to control them, there are essentially two kinds of information 
that need to be represented in the individuals of the metalevel population: first 
the particular variant of an evolutionary operator, and second the parameter 
values required for the selected variant. In some sense, this is a kind of variable- 
dimensional structure optimization problem. 

The above description is implicitly based on the classical (steady-state) 
model of evolutionary computation, in which the operators and operator 
probabilities are specified before the start of an EA and remain unchanged during 
its run. However, several proposals have been made to allow the adaptation of 
the operator probabilities as the run progresses, e.g. in order to facilitate schema 
identification and reduce schema disruption (Davis 199 I ,  Ostermeier et a1 1994, 
White and Oppacher 1994). Furthermore, there is some empirical evidence 
that the most effective operator variants also vary during the search process 
(Davis I99 I ,  Michalewicz 1994). Since in a meta-evolutionary approach the 
overall behavior of a base-level EA is typically used to evaluate its fitness in 
the metalevel population, the concept of self- adaptation (i.e. the evolution of 
strategy parameters on-line during the search, see Back 1996) is more suitable to 
support dynamically adaptive models of evolutionary computation. However, 
an advanced version of a meta-evolutionary approach might nevertheless be 
beneficial to analyze the impact of particular operator variants and parameter 
values on the solution quality during the different stages of the evolution process 
(Freisleben and Hartfelder I993a, b) and might therefore provide valuable hints 
for dynamical operator/parameter adaptation. 

22.2 Formal description 

Let B be a base-level problem, ZB its solution space, x = ( X I ,  . . . , x,) E ZB a 
member of the solution space, and FB : ZB -+ R the objective function to be 
optimized (without loss of generality, we assume that FB should be maximized, 
i.e. we are looking for an x* such that FB(~*) 2 F B ( z )  

Furthermore, let E A I v , ~ - , I ~  : V -+ Z be a generic evolutionary algorithm 
parameterized by the space V of vectors representing all possible settings 
of operator variants and parameters, a fitness function F ,  and the space Z 
of individuals, which for each vector v E V returns an individual x, = 
EA[V,F,[~(W) E Z with the best possible fitness. 

Based on this generic definition, let us consider an evolutionary algorithm 
E A ~ V ~ , F ~ , I ~ I  : VB -+ ZB for problem B. In order to find a good solution of 
problem B, our goal is to find a parameter setting U ;  E VE, such that 

Vx E IS). 

(22.1) 
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Thus, the search for a good solution for the base-level problem B reduces 
to a metalevel problem M of maximizing the objective function FM : VB -+ R, 

(22.2) 

The definition of the objective function (22.2) allows us to treat the search 
for the best evolutionary algorithm for problem B as an optimization problem 
which may be solved by a meta-evolutionary algorithm E A [ v ~ , F ~ , v , I  : VM + VB,  
where VM is the space of all possible operator and parameter settings for the 
metalevel problem M. The aim of the meta-evolutionary algorithm is to find 
optimal parameter values 

= EA[ VM , F M ,  V B  1 (VM (22.3) 

where ZJM is the parameter setting useed for the meta-evolutionary algorithm. 

22.3 Pseudocode 

The pseudocode for an EA which is used to realize a meta-evolutionary approach 
is presented below. The code is based on the selection, recombination, mutation 
and replacement sequence of operations typically found in the genetic algorithm 
paradigm (see Sections Bl.1 and B1.2 for a more detailed description); in 
this particular version, replacement of old individuals by new ones (line 8) 
is performed outside the for-loop (line 5); that is, the new population is created 
after all offsprings of a generation have been produced. Note that in order to 
distinguish between the base- and the metalevel EA, two new parameters ( F ,  I )  
have been introduced in addition to the ones given in the pseudocode presented 
in Sections B l . l  and B1.2. 

Input: g, A, tmax, F ,  I 
Output: z* E I ,  the best individual ever found. 
procedure EA; 
1 t t o ;  
2 P ( t )  t initialize(,u, I); 
3 F ( t )  +- evaluate(P(t), p); 
4 while ( l ( P ( t ) ,  F ( t ) ,  t,,,) # true) do 
5 for i t I to h do 

P’( t )  t select(P(t), F ( t ) ) ;  
a;(t + 1)  +- recombine( P’( t ) ) ;  
a;’(r + 1 )  t mutate(ai(t + 1)); 

od 
P’(t + I )  +- (a’,’(t + l ) ,  . . . , ay(t + 1)); 
F’(t + 1) +- evaluate(P’(t + I ) ) ,  A); 
{ P ( t  + I ) ,  F(t  + I ) }  +- replace(P(t), P’(t + I ) ,  F ( t ) ,  F’(t + 1)); 

6 
7 
8 
9 t + - t + l ;  

od 
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In order to implement a meta-evolutionary approach, the procedure EA is 
called as follows: 

The result of this call, Best-EA, is the best EA ever found for the given base- 
level problem. The first three parameters of the procedure, ,YM, A M ,  and t m a x - ~ ,  
denote the population size, offspring population size, and maximum number of 
generations for the metalevel EA, respectively. FM is the fitness function for 
the metalevel problem, and I M  is the space of individuals ai ( t )  representing EA 
operator/parameter settings for the base-level problem. 

The meta-evolutionary approach is realized by defining FM to include a call 
to procedure EA as follows: 

where: 
0 nj,, (aj  ( t ) ) ,  nih(aj ( t ) ) ,  and njrrlldX (a; ( t ) )  denote the parent population size, 

offspring population size, and maximum number of generations for the 
base-level problem, respectively; they are obtained by applying the 
projection operator ni to the current metalevel individual ai ( t ) .  
FB is the fitness function for the base-level problem. 
1, is the space of individuals representing solutions to the base-level 
problem. 

0 

0 

22.4 Parameter settings 

In a meta-evolutionary approach, it is natural to ask how the types of operator 
and their parameter settings for the metalevel EA are determined. Several 
possibilities are described below. 

(i) The operators and the parameter values of the metalevel EA are specified by 
the designer before the EA starts, and they do not change during the run. This 
approach is used by Back (1994), Grefenstette (1986), Lee and Takagi (1994), 
Mercer and Sampson ( 1978), Pham ( 1994), Shahookar and Mazumder (1 990). 

(ii) The operators and parameter values are initially determined by the designer 
and the metalevel EA is applied to find the best EA for a base-level problem 
which closely resembles the properties of the metalevel problem. Such a 
problem would require, for example, real-valued genes, the possibility to treat 
logical subgroups of genes as an atomic unit, and a sufficiently complex search 
space with multiple suboptimal peaks. The values obtained for the best base- 
level EA in this scenario are then copied and used as the parameter settings of 
the metalevel EA for optimizing the base-level EAs for the particular problem 
to be solved. This approach is used by Freisleben and Hartfelder (1993a). 
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(iii) The operators and the parameter values are initially determined by the 
designer and then copied from the best base-level EA for the problem in 
discussion (possibly after every metalevel generation). This, however, is only 
possible if the structural properties of the two problem types are identical. 
For example, it does not work if the base-level EA operates on strings for 
permutation problems, such as in combinatorial optimization problems like the 
traveling salesman problem (Freisleben and Merz 1996a, b, Goldberg and Lingle 
1985, Oliver et a1 1987). This approach is used by Freisleben and Hartfelder 
( 1  993b). 

22.5 Theory 

Some theoretical results which may assist in finding useful parameter settings 
for EAs have been reported in the literature. For example, there are theoretical 
investigations of the optimal population sizes (Goldberg I989b, Nakano et a1 
1994, Ros I989), the optimal mutation probabilities (Back 1993, De Jong 1975, 
Hesser and Manner 1990), the optimal crossover probabilities (Schaffer et a1 
1989), and the relationships between several evolutionary operators (Miihlenbein 
and Schlierkamp-Voosen 1995) with respect to simple function optimization 
problems. 

However, it was shown by Hart and Belew (1991) that a universally valid 
optimal parametrization of a CA does not exist, because the optimal parameter 
values are strongly dependent on the particular optimization problem to be solved 
by the CA, its representation, the population model, and the operators used. 
The large number of possibilities precludes an exhaustive search of the space 
of operators and operator probabilities. This is a strong argument in favor of a 
(heuristic) meta-evolutionary or a self-adaptive approach. 

22.6 Related work 

Several meta-evolutionary approaches have been proposed in the literature, as 
discussed below. 

(i) Mercer and Sampson (1978) gave presumably one of the first descriptions 
of a meta-evolutionary approach. The authors investigated the effects of two 
crossover and three mutation operators on a simple pattern recognition problem; 
the aim of their meta-algorithm was to determine the most suitable operator 
probabilities. They started with a population size of five individuals in the 
metalevel population and performed 75 generations, and their results were based 
on a single run (probably due to the limited computing power available at that 
time). Mercer and Sampson defined special types of metaoperator which were 
different from the genetic operators used in the base-level EAs. The parameter 
values of the base-level algorithm were adaptable over time: different operator 
probabilities were used in the different stages of the search. 
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(ii) Grefenstette’ s meta-CA (Grefenstette 1986) operated on individuals 
representing the population size, crossover probability, mutation rate, generation 
gap, scaling window, and selection strategy (i.e. proportional selection in pure 
and elitist form). The six-dimensional parameter space was discretized, and only 
a small number (8 or 16) of different values was permitted for each parameter. 
The base-level problems investigated were De Jong’s set of test functions (De 
Jong 1975), and the control parameters of the meta-CA were simply set to those 
identified by De Jong in a number of experiments (population size h = 50, 
crossover probability pc  = 0.6, mutation probability pm = 0.001, a generation 
gap of I .O, a scaling window of seven, elitist selection) (De Jong 1975). The 
meta-CA started with a population size of 50 and produced 20 generations. 
The results suggested the use of a significantly different crossover probability 
and a different selection scheme for the on-line and off-line performance of 
the GAS, respectively. In particular, the meta-evolution experiment yielded the 
result h = 30 (80), pc = 0.95 (0.45), pm = 0.01 (0.01), a generation gap of 1.0 
(0.9), a scaling window of one (one), elitist (pure) selection when the on-line 
(off-line) performance was used. 

( i i i )  Shahookar and Mazumder ( 1990) used a meta-CA to optimize the crossover 
rate (for three different permutation crossover operators), the mutation rate, 
and the inversion rate of a GA to solve the standard cell placement problem 
for industrial circuits consisting of between 100 and 800 cells. Similar to 
Grefenstette’s proposal, the individuals representing the GAS consisted of 
discrete (integer) values in a limited range. For the meta-GA, the population 
size was 20, the crossover probability 1.0, the mutation probability 0.2, and it 
was run for 100 generations. In the experiments it was observed that the CA 
parameter settings produced by the meta-GA approach need to examine 19-50 
times fewer configurations as compared to a commercial cell placement system, 
and the runtimes were comparable. 

(iv) Freisleben and Hartfelder ( I993a, b) proposed a meta-GA approach which 
was based on a much larger space of up to 20 components, divided into decisions 
and parameters. A decision is numerically represented by the probability 
that a particular variant of an operator is selected among a limited number 
of variants available of that operator, and a parameter value is encoded as a 
real number associated with the selected variant. The authors performed two 
experiments, one in which the base-level GAS tried to solve a neural network 
weight optimization problem (strings with real-valued alleles) (Freisleben and 
Hartfelder 1993b) and another one where a set of differently complex symmetric 
traveling salesman problems (strings with integer-valued alleles) (Freisleben 
and Hartfelder 1993a) was solved. By providing means for investigating the 
significance of a decision for or against an operator variant on the solution 
process, and the significance of finding the optimal parameter value for a 
particular given operator variant, the authors demonstrated that making the right 
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choice for some operator variants is more crucial than for others, and thus some 
light was shed on the relationships between the various GA features during the 
search process. For example, in the neural network weight optimization problem 
the operators which contributed most to the solution were the mutation value 
replacement method (adding a value to the old value to obtain the mutated value 
or overwriting the old value), the granularity of the crossover operator (applying 
crossover such that logical subgroups of genes stay together as a structural unit), 
the selection method, the distribution of the mutation function, and the decision 
for or against using the elitist model. The decision to apply the crowding method 
and the decision for mutating logical subgroups (i.e. the weights of a neuron) 
together became important after the 60th metalevel generation; that is, when 
other decisions and parameters had already been appropriately determined. In 
the experiment with the set of traveling salesman problems it was surprising 
to find that the type of permutation crossover operator) was far less significant 
than the choice of the mutation method or the use of the elitist model. 

Furthermore, in this approach the parameter values of the base-level GAS are 
adaptable to the complexity of the problem instances. The results were based on 
100 metalevel generations with a starting population size of S O .  On the level of 
the meta-GA, the authors adopted the currently best base-level parameter settings 
dynamically after every metalevel generation (Freisleben and Hiirtfelder 1993b), 
and also used the parameter settings obtained in a previous meta-GA experiment 
(Freisleben and Hartfelder 1993a). 

(vi) Back’s meta-algorithm (1994) combines principles of ESs and GAS in 
order to optimize a population of GAS, each of which is determined by 10 
(continuous and discrete) components (in binary representation) representing 
both particular operator variants and parameter values. The meta-algorithm 
utilizes concepts from ESs to mutate a subset of the components, while the 
remaining components are mutated as in genetic algorithms according to a 
uniform probability distribution over the set of possible values. The objective 
function to be optimized by the base-level GAS was a simple sphere model. The 
average final best objective function value from two independent runs served as 
the fitness function for the meta-algorithm. The GAS found in the metaevolution 
experiment were considerably faster than standard GAS, and theoretical results 
about optimal mutation rates were confirmed in the experiments. 

(vii) Lee and Takagi (1994) have presented a meta-CA-based approach for 
studying the effects of a dynamically adaptive population size, crossover, and 
mutation rate on De Jong’s set of test functions (De Jong 1975). The base- 
level GAS had the same components as the ones used by Grefenstette (1986), 
but they were additionally augmented by a genetic representation of a fuzzy 
system, consisting of a fuzzy inference engine and a fuzzy knowledge base, 
to incorporate a variety of heuristic parameter control strategies into a single 
framework. The parameter settings for the meta-GA were fixed; a population 
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size of 10 was used, and the meta-GA was run for 100 generations. The results 
indicated that a dynamic mutation rate contributed most to the on-line and off- 
line performance of the base-level GAS, again confirming recent theoretical 
results on optimal mutation rates. 

(viii) Pham ( I 994) repeated Grefenstette’s approach for different base-level 
objective functions as a preliminary step towards a proposal called competitive 
evolution. In this method, several populations, each with different operator 
variants and parameter settings, are allowed to evolve simultaneously. At 
each stage, the populations’ performances are compared, and only the best 
populations, i.e. the one with the fittest member and the one with the highest 
improvement rate in the recent past, are allowed to evolve for a few more 
steps, then another comparison is made between all the populations. The 
competitive evolution method, however, may not be regarded as a meta- 
evolutionary approach as described above; it is more a kind of parallel (island) 
population model with heterogeneous populations. 

(ix) Tuson and Ross ( 1  996a, b) have investigated the dynamic adaptation of GA 
operator settings by means of two different approaches. In their coevolutionary 
approach (Back 1996) (which is usually called self-adaptive) the operator 
settings are encoded into each individual of the GA population, and they are 
allowed to evolve as part of the solution process, without using a meta-GA. In 
the learning rule adaptation approach (Davis 1989, Julstrom 1995), information 
on operator performance is explicitly collected and used to adjust the operator 
probabilities. The effectiveness of both methods was investigated on a set of 
test problems. The results obtained with the coevolutionary approach on binary- 
encoded problems were disappointing, and the adaptation of operator settings 
by coevolution was found to be of little practical use. The results obtained 
using a learning-based approach were more promising, but still not satisfactory. 
The authors concluded that the adaptation mechanism should be separated from 
the main genetic algorithm and the information upon which decisions are made 
should explicitly be measured. This indicates that a meta-evolutionary approach 
for parameter adaptation promises to be superior to the approaches investigated 
by Tuson and Ross-in contrast to many publications on ESs and EP where the 
benefits of self-adaptation could be demonstrated (Back 1996). 

22.7 Conclusions 

In this section we have presented meta-evolutionary approaches to determine the 
optimal evolutionary algorithm (EA), i.e. the best types of evolutionary operator 
and their parameter settings, for a given problem. The basic idea of a meta- 
evolutionary approach is to consider the search for the best (base-level) EA as 
an optimization problem which is solved by a metalevel EA. We have presented 
an informal and formal description of the general meta-evolutionary approach, 
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pseudocode for realizing it, some theoretical results, and related work done in 
the area. 

The meta-evolutionary approaches proposed in the literature essentially differ 
in the way a base-level EA is encoded as a member of the metalevel population 
(depending on the base-level problem investigated and the numberhype of 
operators and the parameter values to control them), the manner in which 
the types of operator and their parameter settings for the metalevel EA are 
determined, and the results obtained from the metaevolution experiments. A 
common feature is that meta-evolutionary approaches usually require a high 
amount of computation time, but fortunately it is quite straightforward to develop 
a parallel implementation based on a manager-worker scheme (Back 1994, 
Freisleben and Hartfelder 1993a, b). 
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Coevolutionary algorithms 

Jan Paredis 

23.1 Introduction 

The Oxford Dictionary of Naturul History (Allaby 1985, p 150) provides the 
following description of coevolution: 

coevolution Complementary evolution of closely associated species. 
The interlocking adaptations of many flowering plants and their 
pollinating insects provide some striking examples of coevolution. In 
a broader sense, predator-prey relationships also involve coevolution, 
with an evolutionary advance in the predator, for instance, triggering 
an evolutionary response in the prey. 

According to the description above, coevolution involves closely interacting 
species. In predator-prey systems, for example, there is an inverse $fitness 
interaction: success on one side is felt by the other side as failure to which 
a response must be made in order to maintain one’s chances of survival. There 
is a strong evolutionary pressure for prey to defend themselves better (e.g., 
by running faster or improved eyesight) in response to which predators will 
develop better attacking strategies (such as stronger claws or faster diving). 
This typically results in an arms race in which the complexity of both predator 
and prey increases stepwise. 

This chapter describes the introduction of coevolution in EAs. The structure 
is as follows. First, a brief overview of research on competitive fitness functions 
is given. This work allows us to realize the (inverse) fitness interaction typical 
for competitive coevolution. The next section describes the research of Hillis 
(1992) on the computational use of predator-prey coevolution for solving a 
(nonbiological) optimization problem. Section 23.4 introduces a more recent 
CEA, called CGA, which has been applied to a large class of problems. Finally, 
a discussion is given in which various approaches are compared and some 
avenues for future research are given. 
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23.2 Competitive fitness 

The fitness function of most EAs is a user-defined optimization criterion which 
evaluates the individuals in isolation from each other. This is not the case for 
relativefitness functions, which Angeline (Chapter 3, pp 1-2) defines as follows: 

Relative fitness measures access a solution’s worth through direct 
comparison to some other solution either involved or provided as a 
component of the environment. 

Competitive fitness functions (Angeline and Pollack 1993) are a type of 
relative fitness function. They calculate the fitness of an individual through 
competition ‘duels’ with other individuals. All that is required is to know 
which individual is better. No further quantification is needed. 

Competitive fitness has been extensively applied to game playing. In this 
case, the individuals are game-playing strategies. The better individual in the 
duel is the strategy which wins the game. Besides these natural correspondences, 
there are several reasons for the use of competitive fitness in game playing. 
First, it is not safe to calculate the fitness of a strategy on the basis of its 
performance against a fixed set of strategies. This because there is a real danger 
that evolution will come up with a strategy which exploits specific weaknesses of 
the test strategies but which performs poorly against strategies not in the test set. 
It is the diversity in the population which ensures that the strategies are tested 
against a wide range of opponents. An example of this will be given shortly. 
Second, even if there is an optimal strategy which cannot be beaten by any other 
strategy, then that is the one the algorithm is actually searching for. Competitive 
fitness can be used when no such expert player is available. This because the 
self-scaling nature of competitive fitness allows for a gradual improvement of 
the quality of the playing strategies. In the beginning the strategies perform 
rather poorly, but as time passes the strategies improve. This, in its turn, places 
higher demands on the individuals because they face fiercer competition. 

Applications using competitive fitness can be classified according to the type 
of pairwise competition pattern they use. All these interaction patterns strike 
a different balance between computational demand and the reliability of the 
fitness calculation. Some examples of competitive fitness functions operating 
on one population of interbreeding individuals are ( i )  ‘all versus all’ competition 
in which each individual is tested on each other individual (see, e.g., Axelrod 
1987) (see later); (iij random Competition in which the fitness of an individual 
is determined by testing it on one (or a fixed number of) randomly chosen 
individual(s) (see, e.g., Reed et u2 1967); (iii) tournament competition which 
uses a single-elimination, binary tournament to determine a relative fitness 
ranking (see, e.g., Angeline and Pollack 1993) (it is probably good to stress 
the difference from tournament selection, which uses absolute fitness values); 
(iv) ‘all versus best’ competition in which all individuals are tested with respect 
to the individual which is currently the fittest (see, e.g., Sims 1994). 
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The type of competition pattern is one criterion according to which 
applications using competitive fitness can be classified. Another is the number 
of pupulations involved. Does the competition occur between members of 
a single population or between members of two or more noninterbreeding 
populations? All patterns described above, except tournament selection, can 
easily be generalized to multispecies competition. Sims ( I  994) provides more 
detail on this issue. 

As mentioned before, many of the applications using competitive fitness 
functions deal with game playing. The experiments of Reed et al  (1967) 
with a simplified poker game were probably some of the first. More recently, 
competitive fitness was used for Tic Tac Toe (Angeline and Pollack 1993), 
Othello (Smith and Gray 1994), the Game of Tag (Koza 1992, Reynolds 1994), 
Backgammon (Pollack et a1 1996), and for the evolution of a suitable behavior 
and morphology of virtual creatures competing with another for possession of 
a block initially placed in between them (Sims 1994). 

Here, we concentrate on one of the best-known uses of a competitive fitness 
function, namely, Axelrod’s ( 1984, 1987) experiments to evolve strategies for 
the iterated prisoner’s dilemma (IPD). The IPD is based on the prisoner’s 
dilemma, a simple two-person game that has been studied extensively in game 
theory. During such a game each of the players can choose one of the following 
actions: cooperation or defection. After both players have chosen their action 
each receives a (possibly different) payoff depending on its own action and the 
action chosen by its opponent. Table 23.1 depicts a typical payoff table: if 
both players cooperate (defect) they each receive a payoff of three (one). If one 
defects whilst the other cooperates then the defector gets a payoff of five, and 
the cooperator gets zero payoff. 

Table 23.1. A payoff matrix for the prisoner’s dilemma. The first number gives the 
payoff received by player A in the given situation. 

Player B 

Cooperate Defect 

Player A Cooperate 3, 3 0, 5 
Defect 5, 0 I ,  1 

Which strategy should an individual adopt in order to maximize its payoff? 
If it ‘thinks’ the other player will cooperate then defection is the best option 
(yielding a payoff of five instead of three). If, on the other hand, the other player 
defects then again defection is the best option (yielding a payoff of one instead 
of zero). Hence, in any case it is better to defect. If, however, the game is 
iterated (i.e., the two players play several-but an unknown number of-games 
in a row) and the outcome of earlier trials is taken into account then the players 
may cooperate. 
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In 1979 Axelrod organized two tournaments with strategies (i.e., computer 
programs) submitted by various researchers. These strategies determine their 
next action based on the three previous moves of the player itself and of its 
opponent. Axelrod’s tournaments attracted 14 and 63 contestants, respectively. 
In both tournaments each program played against all other contestants (i.e., ‘all 
versus all competition’). The same strategy won on both occasions. Even more 
surprisingly, this strategy is extremely simple: it cooperates in the first play; in 
all subsequent plays i t  chooses the same action as the other player did in the 
previous game. This strategy was called tit for tat. 

As a next step, Axelrod (1984) used an EA to evolve a population of 20 
players. Playing all 63 strategies would result in a computationally demanding 
fitness calculation. For this reason a fixed set of eight ‘representative’ players 
were selected. The fitness of a strategy was based on its performance against 
these eight strategies. In most of the experiments, the evolved strategies were 
similar to tit for tat. In some runs, however, the EA often found strategies with 
a substantially higher score. These strategies are, however, not ‘better’ than tit 
for tat. They are just reflective of the fixed environment of eight strategies used 
to evaluate the individuals. In other words, the EA evolves solutions which 
exploit characteristics of the environment but which not necessarily play well 
against other strategies. 

In a second set of experiments, Axelrod (1987) did replace this static 
environment by using a competitive fitness in which each individual played 
against each of the other individuals in the population. Also in these experiments 
cooperation increased during a run of the EA, finally leading to variants of tit 
for tat. Since Axelrod’s work the iterated prisoner’s dilemma has become very 
popular in the EA community (see, for example, Fogel 1993). 

23.3 Coevolving sorting networks 

As far as the author is aware, the use of coevolution for computational 
purposes can be traced back to Barricelli (1962). He used simple objects 
(integers), which reproduced in a linear world. After some time, stable 
configurations (sequences) of numbers appeared. These configurations, called 
‘symbioorganisms’, themselves displayed interesting behavior such as self- 
reproduction and crossover. Even phenomena like parasitism were observed. 
In a followup of this work, Barricelli (1963) let these symbioorganisms play a 
game of Tix Tax-which is similar to Nim-whenever they entered the same 
location. To this end, Barricelli implemented a procedure which translated the 
number sequences of the organisms into Tix Tax strategies. Probably due to the 
limited computer power available in those early days, only a few experiments 
were described. Despite large fluctuations in game-playing quality in different 
runs, Barricelli reported that the quality of play showed ‘a tendency to increase’ 
during a run. 
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More recently, Hillis ( 1992) put the computational use of predator-prey 
coevolution in the spotlight. He wanted to evolve networks for sorting lists 
of 16 numbers. Such a sorting network consists of comparisons between two 
numbers (and the possibility of swapping the two numbers). The goal is to find 
a network which correctly sorts all possible lists of 16 numbers with as few 
comparisons as possible. 

The first population consisted of sorting 
networks. The individuals in the second population were sets of test lists. 
These lists contain numbers to be sorted. Both populations were geographically 
distributed over a grid with each location containing one set of test lists and one 
sorting network. At each generation a sorting network was tested on the set of 
test lists at the same location. The fitness of a sorting network was defined as 
the percentage of correctly sorted test lists. The fitness of the set of test lists, 
on the other hand, was equal to the percentage of test lists incorrectly sorted by 
the network. This is similar to the inverse fitness interaction between predator 
and prey. 

In both populations, selection is made locally: the higher the fitness of an 
individual in comparison with its neighbors, the higher its probability of being 
selected. Also reproduction occurs locally in both populations: individuals are 
recombined with individuals in their neighborhood. 

Hillis has shown that, in comparison with traditional noncoevolutionary EAs, 
better sorting networks can be obtained. He mentions two reasons for this. 
First, both populations are in a constant flux. This prevents large portions of the 
population of sorting networks from becoming stuck in local optima. Second, 
fitness testing becomes much more efficient: one mainly focuses on test lists 
which the current population of sorting networks is unable to sort correctly. The 
particular competitive fitness pattern used in Hillis’ system can be classified as 
bipartite. This because the fitness is calculated through the application of one 
sorting network on the set of test lists at the same location (Angeline and Pollack 
1993). 

Hillis used two populations. 

23.4 A general coevolutionary genetic algorithm 

This section describes a coevolutionary genetic algorithm (CGA) inspired by 
the work on sorting networks of Hillis. First, its operation is illustrated on an 
abstract class of problems. Next, some CGA applications are discussed. 

23.4. I Solving test-solution problems with a coevolutionary genetic algorithm 

A large class of problems in artificial intelligence, computer science, and 
operations research involves the search for a solution which meets certain 
a priori criteria. The term ‘test-solution problems’ was introduced by 
Paredis (1996~) to refer to this class of problems. Inductive learning is an 
example of such a test-solution problem. I t  involves searching for an abstract 
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concept description which generalizes given examples and excludes the given 
counterexamples. Constraint satisfaction is another example of the same type: 
one searches for a solution which satisfies the given constraints. 

Test-solution problems clearly consist of two types of element: potential 
solutions (e.g., concept descriptions or potential solutions to a constraint 
satisfaction problem) and tests (e.g., examples or constraints). The basic 
population structures used by the CGA reflect this duality. In contrast with 
traditional single-population EAs, CGAs operate on two interacting populations: 
one consists of potential solutions; the other contains the tests. 

Randomly generated solutions are used to initialize the solution population. 
The initial population of tests, on the other hand, contains the a priori given 
tests. The fitness of the initial individuals (tests and solutions) is calculated as 
follows. Each individual is paired up with 20 randomly chosen individuals of 
the other type. Hence, each initial solution is paired up 20 times with a randomly 
chosen test and vice versa. In other words, a solution encounters 20 tests. Each 
such encounter results in a fitness payoff for the solution of unity if it satisfies 
the test. Otherwise, it is zero. The fitness of the solution is now computed as 
the average payoff received by the solution. Furthermore, the payoffs are stored 
in a history associated with the solution. The fitness of the tests i s  calculated 
in a similar way: i t  is also based on the average payoff received during 20 
encounters with randomly chosen solutions. The only difference is that there is 
an inverse fitness interaction between the two types of individual. Hence, the 
payoff received by a test is unity if it is violated by the solution i t  encounters. 
I t  is zero when the test is satisfied by the solution. As a result, solutions which 
satisfy more tests will-in general-be fitter. The inverse is true for tests: the 
fitter tests are violated more often by the solutions. Once the fitness of the initial 
populations is calculated, the individuals are sorted on fitness; that is, the fitter 
solutions and tests are located at the top of their respective populations. 

Next, the basic cycle of a CGA is iterated. This cycle consists of the 
outermost ‘for’ loop in the pseudocode given below. First, 20 encounters take 
place. These encounters are similar to the ones described earlier, except that the 
function which SELECTS the individuals to be involved in an encounter is biased 
towards highly ranking individuals: the fittest individual is 1.5 times more likely 
to be selected than the individual with median fitness. Because of this linear 
rank-based selection, fit solutions and tests are often involved in an encounter. In 
other words, good solutions have to prove themselves more often. At the same 
time, the algorithm concentrates on satisfying difficult, that is, not yet solved, 
tests. This is because tests with a high fitness are violated by many members of 
the solution population. The function ENCOUNTER returns I if the solution 
satisfies the test. In the other case, 0 is returned. This is the payoff received by 
the solution. The function TOGGLE implements the inverse fitness interaction 
between tests and solutions. It changes a one to a zero and vice versa. Next, 
the histories of the solution and test involved in the encounter are UPDATEd. 
This is done by putting the payoff associated with the current encounter in the 
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history of the individuals. At the same time the payoff associated with the 
least recent encounter is removed from these histories. Finally, the fitness of 
an individual is UPDATEd such that it is equal to the moving average of the 
payoffs it received during the 20 most recent encounters it was involved in. In 
order for the populations to remain sorted according to fitness, this change of 
fitness might move the individual up or down in its population. 

{initialization of both populations 
SOL-POP t CREATE-RANDOM-SOL-POP-INIT-FITNESS() 
TEST-POP t CREATE-RANDOM-TEST-POP-INIT-FITNESS() 
FOR C +- I TO MAX-CYCLES DO 

FOR I t 1 TO 20 DO 
{encounter} 
SOL + SELECT(S0L-POP) 
TEST t SELECT(TEST-POP) 
RES t ENCOUNTER( SOL,TEST) 
UPDATE-HISTORY -AND-FITNESS(SOL,RES) 
UPDATE-HISTORY -AND-FITNESS(TEST,TOGGLE(RES)) 

OD 
(solution reproduction ] 
SOL I c SELECT(S0L-POP) (parent1 } 
SOL2 t SELECT(S0L-POP) (parent2) 

F t FITNESS(CH1LD) 
CHILD t MUTATE-CROSSOVER(SOL1 ,SOL2) 

INSERT(CHILD,F,SOL-POP) 
OD 

After the execution of 20 encounters, a new solution individual is created. 
The same SELECTion mechanism as before is used to select two parents. Again, 
fitter solutions have a higher chance of being selected. Through the applica- 
tion of genetic operators (such as CROSSOVER and MUTATion) a new child 
is constructed. Its fitness is calculated as the average payoff received during 
20 encounters with SELECTed tests. If  this fitness is higher than the least-fit 
solution in the population, then the child is INSERTed in the population at the 
appropriate rank. At the same time, the least-fit solution is removed from the 
population. This one-at-a-time reproduction is common to all steady-state EAs, 
such as the ( p  + I )  evolution strategies (Rechenberg 1973) or Genitor (Whitley 
1989). Similar to the latter, our CGA uses adaptive mutation: the probability 
of mutating offspring becomes greater the more similar the parents are. 

The continuous, partial fitness 
feedback resulting from the encounters is called lifetime jitness evaluation 
(LTFE). There are two parameters linked to the use of LTFE. The first is the 
size of the histories. The second is the number of encounters per cycle. Here, 

A couple of remarks are in order here. 
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and in all other CGA applications, both parameters are set-quite arbitrarily-to 
20. Other settings might further improve the results. 

It should also be noted that the encounters used to calculate the fitness 
of a newly generated solution do not result in a fitness feedback for the tests 
involved. This in order to avoid unreliable fitness feedback resulting from 
possibly mediocre solution offspring. 

Finally, in the particular context of test-solution problems, the tests are given 
beforehand. Hence, the population of tests contains the same individuals during 
the entire run. Only their ranking changes. Through the biased selection of tests 
involved in an encounter this indirectly changes the environment the solutions 
face. Some of the applications described below operate on two fully coevolving 
populations; that is, the test population evolves as well. 

23.4.2 Coevolutionary genetic algorithm applications 

Since 1994, the CGA has been used in a number of applications. These are 
briefly discussed here. For more detail and empirical results the interested 
reader is referred to the respective publications. Three of these applications 
evolve neural networks. 

Classijication. The oldest application (Paredis 1994a) evolves neural networks 
for classification. In this case, the given preclassified training examples form 
the test population. The solution population consists of feedforward neural 
networks with one hidden layer. During an encounter between a neural network 
and an example, the input nodes of the neural network are filled with values 
of the attributes of that example. Then propagation is performed. With each 
output node a class is associated. Hence, the number of output nodes is equal 
to the number of classes. After propagation the example’s class is defined as 
the class associated with the output node with the highest activation value. The 
neural network receives a payoff of one (zero) if this class is (in)correct. Again, 
the examples get the ‘inverse’ payoff. Paredis (1994a) has shown that a CGA 
significantly outperforms traditional single-population GAS, in terms of solution 
quality as well as computation demand. Furthermore, this application clearly 
shows that the fitness proportional selection of examples (i.e. preclassified 
training examples) focuses the CGA on difficult-not yet solved-examples. 
From an early stage of the run, the fittest examples are those situated near the 
boundaries between different classes. These points are indeed hardest to classify: 
the training examples in their neighborhood belong to different classes. 

Independent from the work described above, Siege1 (1994) worked on a 
similar approach. He evolved decision trees and used fitness-based selection 
(using two-member tournament selection) of tests to calculate the fitness of a 
decision tree. His test population did not evolve either. 
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Process control. A second (neural network-CGA) application addresses 
process control (Paredis 1998). I t  focuses on a well-known bioreactor control 
problem which involves issues of delay, nonlinearity, and instability. The goal 
is to control the system such that a system variable becomes equal to a given 
value. Such control is to be achieved starting from points in a given area in 
the state space around the target point. Again, the solution population consists 
of feedforward neural networks (controllers) with one hidden layer. The test 
population consists of points in the designated area in the state space from where 
the controller should start. Now, also the tests evolve. The fitness payoff of a 
test (solution) is the (negative) temporal integral of the deviation from the target 
value. Again, the most difficult starting points-for example, those farthest 
away from the target point-rapidly become fit. During a CGA run the control 
consistently improves. Not only is the target value reached more quickly, later 
deviations around this point quickly decrease as well. This was observed for 
stable as well as unstable target points. 

The work of Sebald and Schlenzig (1994) is relevant here. They evolved 
a population of controllers for highly uncertain plants. In fact, evolution was 
nested: in order to calculate the fitness of a controller, an EA was used to 
evolve plants which the controller had difficulty controlling. A CGA could be 
used to coevolve the controllers and the plants. Presumably, this requires far 
less computation than the nested EA of Sebald and Schlenzig. Rosin (1997) 
describes a coevolutionary approach to this same application, as well as some 
of the difficulties encountered. 

Path planning. The third predator-prey application is somewhat related to the 
process control application. It involves a path-planning task in which neural 
networks have to navigate in a possibly cluttered world (Paredis and Westra 
1997). Here again, there is a population of neural networks and a population of 
starting points on which the neural networks are tested. 

Constraint satisfuction. In all three applications discussed above, the solution 
population consisted of neural networks. Obviously, a CGA can operate on 
various types of solution and test. Constraint satisfaction problems (CSPs) 
constitute an example of test-solution problems with considerably different types 
of individual. In a typical CSP, a solution consists of an array of variables which 
have to be assigned a value such that none of the U priori given constraints 
between the variables is violated. Here, the two coevolving populations consist 
of constraints and arrays of variables playing the role of tests and solutions, 
respectively. Paredis ( I994b) shows that again, in comparison with traditional 
single-population GAS, the CGA finds high-quality solutions to CSPs in an 
efficient manner. 
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Density classification. Another application coevolved cellular automata to 
classify the density of ones in bitstrings (Paredis 1997). Similar to the process 
control application, both the test population and the solution population really 
evolve. In this case, there is pressure on both populations to improve; that 
is, the solutions ‘try’ to correctly satisfy as many as possible individuals 
in the test population. At the same time the tests ‘try’ to make life hard 
for the solutions. It is not in their ‘interest’ that the problem is solved. 
Especially if there is no solution satisfying all possible tests then the tests 
might keep the solutions under constant attack. Even if there exists a solution 
satisfying all tests, it might be virtually unreachable given the coevolutionary 
dynamics. This might be caused by the high degree of epistasis in the linkages 
between the two populations. Due to such linkages a small change in the 
individuals in one population might require extensive changes in the other 
population. Paredis (1997) describes a first investigation into this matter. 
It provides a simple diversity-preserving scheme which prevents the tests 
from keeping ahead of the solutions. In fact, i t  achieves this by randomly 
inserting and deleting individuals from the test population. It also suggests 
other mechanisms, such as fitness sharing (see later) or the use of different 
reproduction rates in the two populations. The latter approach is currently being 
investigated. 

Symbiosis. All five applications above use predator-prey relations. Obviously, 
many other mechanisms-not necessarily based on inverse fitness interaction- 
exist in nature. Symbiosis is such an important and widely occurring 
counterexample. It consists of a positive fitness feedback in which a success on 
one side improves the chances of survival of the other. 

The only difference between a predator-prey CGA and its symbiotic variant 
is that due to the positive fitness interaction, the call to the function TOGGLE 
can be deleted from the code given earlier. Hence, both types of CGA clearly 
fit into one general framework. As far as we know, the use of symbiosis to 
speed up an EA is still largely unexplored. First experiments are reported by 
Paredis (1995, 1996a). They investigate the use of symbiosis to address the 
well-known EA coding problem of what the best ‘genetic’ representation of the 
individuals is. This choice of representation is often far from obvious. This 
because of the following contradiction. On the one hand, EAs are so-called 
weak-search methods, which are specifically suited for problems about which 
not much specific knowledge is available. On the other hand, an appropriate 
representation of the individuals is often vital in order for the EA to perform 
well. Unfortunately, it is often difficult-if not impossible-to find such a 
representation for problems about which very little is known. 

A symbiotic CGA was used to coevolve solutions and their genetic 
representations (i.e., the ordering of the genes). A representation adapted 
to the solutions currently in the population speeds up the search for even 
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better solutions which in their turn might progress optimally when yet another 
representation is used. During the run of this symbiotic CGA the population 
of representations clearly groups functionally related good genes such that 
crossover can proliferate these groups of genes through the population. This 
evolutionary accumulation of improvements of the representation can be 
contrasted with the rather limited success obtained with the inversion operator. 
The random nature of inversion is probably the crux of the problem. 

23.5 Discussion 

The main purpose of the applications described above is to help us understand, 
explore, and illustrate the operation of CGAs. Recently, researchers have been 
using CGAs in real-world applications such as object motion estimation from 
video images (Dixon et al 1997) and timetabling for an emergency service 
(Kragelund 1997). 

The research on CGAs demonstrates the generality and effectiveness of the 
combined use of LTFE and coevolution. The partial and continuous nature of 
LTFE is ideally suited to deal with coupled fitness landscapes. Coevolutionary 
interacting species typically give rise to such coupled landscapes: changes in one 
population have an impact on the fitness of the members of the other population. 

Now, the CGA can be compared with other approaches. First of all, the 
fitness interaction in CGAs occurs between members belonging to different 
noninterbreeding populations. This is, for example, in contrast with Axelrod’s 
( 1987) experiments with the iterated prisoner’s dilemma, which uses a single 
population. The same is true for the work of Angeline and Pollack (1 993), Smith 
and Gray ( I  994), Reynolds (1  994), and Pollack et a2 ( 1  996). Koza (1 992) used 
two species. Sims (1 994) reports that he has used two-species as well as single- 
species runs. It should also be noted that CGAs aim at solving a wide range of 
problems. They are not restricted to the domain of game playing. Furthermore, 
the members of the CGA populations can be of different types (e.g., neural 
networks versus training examples). Only in the work of Hillis (1992) is this 
also the case. 

The actual competition pattern of a CGA can be called biased continuous 
because of the bias in the encounters and the continuous nature of LTFE. This 
combination avoids the computational overhead of ‘all versus all’ testing. On 
the other hand, fit individuals are tested continuously during their lives. This 
concentrates the computational cost on promising solutions and discriminating 
tests. This also increases the reliability of the fitness calculation in comparison 
with, for example, random testing. 

Hillis’s work provided the basic inspiration for the research on CGAs. There 
are however some clear differences between the two. Through the introduction 
of LTFE, CGAs are finer grained and possibly also more robust. Moreover, 
various applications belonging to a large, abstract class of problems have 
demonstrated the power of CGAs. Whereas Hillis only used predator-prey 
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interactions, it has been shown that other types of interaction (such as symbiosis) 
can easily be incorporated in CGAs as well. 

More recently, Barbosa ( 1 997) used predator-prey coevolution for structural 
optimization. Here, one population consists of mechanical structures. In 
the other population sets of external forces (‘load sets’) evolve. Fit 
mechanical structures are good at withstanding the load sets. Fit load 
sets, on the other hand, exploit specific weaknesses in the structures. 
This is a typical minimax problem. Barbosa’s technique-as well as 
CGAs-can be applied to the large class of minimax problems. Hence, 
besides test-solution problems, minimax problems provide a second class 
of applications for predator-prey CGAs. Actually, the control problem 
of Sebald and Schlenzig (1994) described earlier is also a minimax 
problem. 

The use of jitness sharing in a competitive coevolutionary context has 
already been investigated by a number of researchers. The Othello application 
of Smith and Gray (1994) is probably one of the earliest. Rosin and Belew 
(1 995) combine competitive fitness sharing and shared sampling. The latter 
ensures that representative opponents are selected for the ‘competition duels’. 
Juille and Pollack ( I  996) proposed another way to ensure population diversity: 
in a classification application the fitness is calculated by counting the number of 
cases a solution classifies correctly but which the solution it encounters wrongly 
classifies. Also of interest is the work by Darwen and Yao (1997). They 
introduce a fitness sharing method and test it on the iterated prisoner’s dilemma. 
Interesting in their work is that, at the end of the run, they use the diversity in 
the population to select a strategy which plays best against specific unseen test 
opponents. 

More recently, Rosin (1997) has observed that even with fitness sharing, 
solutions might ‘forget’ how to compete against old extinct types of individual 
which might be difficult to rediscover. For this reason he introduces a ‘hall of 
fame’, containing the best individuals of previous generations, which are used 
for testing new individuals. Rosin (1997) rightly observes that, similar to the 
hall of fame, the steady-state character of CGAs, together with the accumulation 
of fitness over long time scales, provides the CGA with memory. In order to 
keep the progress in the two populations balanced, Rosin (1997) introduces a 
‘phantom parasite’ which provides a niche for ‘interesting’ individuals. 

The work of Potter and De Jong (1994) on cooperative coevolutionary 
genetic algorithms (CCGAs) is relevant with respect to the symbiotic CGA. 
These CCGAs have been tested in the domain of function optimization. This 
way, the natural decomposition into a fixed number of subcomponents (namely 
the parameters of the function to be optimized) can be exploited. Each 
population contains values for one parameter. The fitness of a particular value 
is an estimate of how well it ‘cooperates’ with the other populations to produce 
a good overall solution. This involves global synchronous communication 
between the populations. The work on CCGAs and our work both use 
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multiple interacting species to solve existing ‘man-made’ problems. The basic 
mechanisms are, however, quite different (e.g., the identity of the individuals 
and the fitness calculation). Moreover, CGAs do not require (knowledge about) 
the decomposition of solutions. 

Finally, many avenues for future research into CEAs remain to be 
explored in order to fully understand and exploit the use of coevolution 
for various problems. Furthermore, the partial but continuous nature of 
LTFE allows for an elegant introduction of lifetime learning during the 
encounters. Paredis (, 1996b) describes some preliminary results on this subject. 
Also, more work is needed to investigate the conditions under which-and 
how-a CGA with fully evolving (predator-prey) populations can find good 
solutions. 
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24 
Efficient implementation of algorithms 

John G re f e  ns te tte 

24.1 Introduction 

The implementation of evolutionary algorithms requires the usual attention to 
software engineering principles and programming techniques. Given the variety 
of evolutionary techniques, it is not possible to present a complete discussion 
of implementation details. Consequently, this section focuses on a few areas 
that may substantially contribute to the overall efficiency of the implementation. 
These are (i) random number generators, ( i i )  genetic operators, ( i i i )  selection, 
and (iv) the evaluation phase. 

24.2 Random number generators 

The subject of random number generation has a very extensive literature (Knuth 
1969), so this section provides only a brief introduction to the topic. In fact, most 
programming language libraries include at least one random number generator, 
so it may not be necessary to implement one as part of an evolutionary algorithm. 
However, it is important to be aware of the properties of the random number 
generator being used, and to avoid the use of a poorly designed generator. For 
example, Booker (1987) points out that care must be taken when using simple 
multiplicative random number generators to initialize a population, because the 
values that are generated may not be randomly distributed in more than one 
dimension. Booker recommends generating random populations as usual, and 
then performing repeated crossover operations with uniform random pairing. 
Ideally, this would be done to the point of stochastic equilibrium, meaning that 
the probability of occurrence of every schema is equal to the product of the 
proportions of its defining alleles. 
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One commonly used method of generating a pseudorandom sequence is the 
linear congruential method, defined by the relation 

n > O  

where m, > 0 is the modulus, Xo is the starting value (or seed), and a, and 
cr are constants in the range [ 0, m,). The properties of the linear congruential 
method depend on the choices made for the constants a,, c,, and m,. (See the 
book by Knuth ( I  969) for a thorough discussion.) Reasonably good results can 
be obtained with the following values on a 32-bit computer (Press et al 1988): 

a, = 4096 
C ,  = 150 889 
m, 714025. 

The following routine uses the linear congruential method to generate a 
uniformly distributed random number in the range [ 0, 1):  

Input: the current random seed, Seed. 
Output: U,, a uniformly distributed random number in the range [ 0, 1 ) ;  
the seed is updated as a side-effect. 

1 Urand(Seed): 
2 
3 ur t Seedlm,; 
4 return ur ; 

Seed +- (a,  Seed + c,) mod mr; 

Given Urand above, the following generates a uniformly distributed real 
value in the range [ a ,  6 ) :  

Input: lower bound a ,  upper bound b. 
Output: U ,  a uniformly distributed random number in the range [ a ,  b) .  

1 U(a, 6 ) :  
2 Ur t Urand(Seed);  

4 return U ; 
3 U + U + (b  - U )  U,; 

Note that the above procedure always returns a value strictly less than the 
upper bound b. The following generates an integer value from the range [ a ,  b ]  
(inclusive of both endpoints): 
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Input: lower bound a (an integer), upper bound b (an integer). 
Output: i ,  a uniformly distributed random integer in the range [ a ,  b 1. 

1 Irand(a,  b):  
2 U, t Urand(Seed); 
3 i + a +  L(b-a+ l )u , ] ;  
4 return i ; 

It is often required to generate variates from a normal distribution in 
evolutionary algorithms; for example, the mutation perturbations in evolution 
strategies (ESs) and evolutionary programming (EP) may be specified as 
normally distributed random variables. One way to implement an approximately 
normal distribution is based on the central-limit theorem, which states that, as 
n += 00, the sum of n independent, identically distributed (IID) random variables 
has approximately a normal distribution with a mean of n{ and a variance of 
no2,  where 5 and o2 are the mean and variance, respectively, of the IID random 
variables. If the IID random variables follow the standard uniform distribution, 
as computed by U(0 ,  1)  above for example, then < = 1/2 and o2 = 1/12. 
It follows that summing n samples from U ( 0 ,  1) gives an approximation to 
a sample from a normal distribution with mean n/2 and variance n/12. The 
following illustrates this approach: 

Input: mean C, standard deviation D. 
Output: x ,  a variate from the normal distribution with mean C and 
standard deviation o. 

1 "{,a): 
2 s u m  t o ;  

3 
4 

5 
6 z + - z / ( n / W ;  

(n  is a user-selected constant, n 2 12) 
for i c 1 to n do 

od 
z c sum - 1112; 

( z  now approximates a sample from the standard normal 
distribution} 

sum c sum + U ( 0 ,  1); 

7 x +- { +az; 
8 return x ; 

Studies have shown that fairly good results can be obtained with n = 12, thus 
eliminating the need for the division operation in the computation of the variance 
in line 6 (Graybeal and Pooch 1980). 
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Finally, evolutionary algorithms often require the generation of a randomized 
shuffle or permutation of objects, For example, it may be desired to shuffle 
a population before performing pairwise crossover. The following code 
implements a random shuffle: 

Input: perm, an integer array of size n.  
Output: perm, an array containing a random permutation of values 
from 1 to n. 

1 Shu,f:f’le(perm): 
2 for i t I to n do 
3 perm[i]  t i ;  

4 

6 
7 temp t perrnli] ; 
8 perm[i]  +- perm[.j] ; 
9 perm[.j] t temp; 

10 return perm ; 

od 
for i +- I to n - 1 do 

5 , j  +- I rund( i ,  n ) ;  
(swap items i and j }  

od 

24.3 The selection operator 

There is a wide variety of selection schemes for evolutionary algorithms. 
However, many selection algorithms involve two fundamental steps: 

(i) Compute selection probabilities for the current population based on fitness. 
(ii) Sample the current population based on the selection probabilities to obtain 

clones which may then be subject to mutation or recombination. 

The SUS algorithm (Baker 1987) assigns a number of offspring to each 
individual in the population, based on the selection probability distribution. 
SUS is simple to implement and is optimally efficient, making a single pass 
over the individuals to assign all offspring. 

24.4 The mutation operator 

In contrast to ESs and EP, genetic algorithms usually apply mutation at a uniform 
rate (pm) across all genes and across all individuals in the population. After the 
new population has been selected, each gene position is subjected to a Bernoulli 
trial, with a probability of success given by the mutation rate parameter P , ~ .  
The most obvious implementation involves sampling from a random variable 
for each gene position. However, if pm << I ,  the computational cost can be 
substantially reduced by avoiding the gene-by-gene calls to the random number 
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generator. A sequence of Bernoulli trials with probability pm has an interarrival 
time that follows a geometric distribution. A sample from such a geometric 
distribution, representing the number of gene positions until the next mutation, 
can be computed as follows (Knuth  1969, p 131): 

where U is a sample from a random variable uniformly distributed over (0, I ) .  
Assuming that the variable rnnext is initialized according to this formula, the 
following pseudocode illustrates the mutation procedure for an individual: 

Input: an individual a of length n ;  a mutation probability, pm;  the next 
arrival point for mutation, m,,,,[. 
Output: the mutated individual ai ,  and the updated next mutation 
location, pill. 

I mutate-individual(a, pm, rn,,,,): 
{Note: n is the number of genes in an individual) 

2 while rnnext < n do 
(mutute-gene is a,function that alters the individual a at ) 
(position mnext, e.g. flip the bit at position mnext or sample) 
{from a distribution using omnCx,, the standard deviation .for} 
{this position. ) 

3 

4 

5 

6 

7 

mutate-gene(a, rnnext); 
{compute new interarrivul interval) 
if (pm = 1 )  
then 

else 
mncxt + nfnext + 1 ;  

sample U - U ( 0 ,  1); 

mncxt + mnext + 
In( l  - Prn) 

fi 
od 
(prepare .for next individual, essentially treating the entire] 
(population as LI single string of gene positions) 

return a, m,,,,; 
8 mncxt + mnext - 

24.5 The evaluation phase 

In practice, the time required to evaluate the individuals usually dominates the 
rest of the computational effort of an evolutionary algorithm. This is especially 
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true if the computation of the objective function requires running a substantial 
program, such as a simulation of a complex system. It follows that very often 
the most significant way to speed up an evolutionary algorithm is to reduce the 
time spent in the evaluation phase. This section considers three ways to reduce 
evaluation time: 

(i) avoid redundant evaluations; 
(ii) use sampling to perform approximate evaluations; and 
(iii) exploit parallel processing. 

24.5. I Deterministic evaluations 

The objective function may be deterministic (e.g. the tour length in a traveling 
salesman problem) or nondeterministic (e.g. the outcome of a stochastic 
simulation). If the objective function is deterministic, then it may be worthwhile 
to avoid evaluating the same individual twice. This can be implemented as 
follows: 

(i) When creating an offspring clone from a parent, copy the parent’s objective 
function value into the offspring. Mark the offspring as evaluated. 

(ii) After the application of a genetic operator, such as mutation or crossover, 
to an individual, check to see whether the resulting individual is different 
from the original one. If so, mark the individual as unevaluated. 

(iii) During the evaluation phase, only evaluate individuals that are marked 
unevaluated. 

The cost of this extra processing is dominated by step (ii), which can be 
accomplished in at most O(n) steps for individuals of length n. The cost may 
be a constant for some operators (e.g. mutation). In many cases, this extra 
processing will be worthwhile to avoid the cost of an additional evaluation. 

For some applications, it may be worthwhile to cache every individual 
along with its associated evaluation, so that the same individual is never 
evaluated twice during the course of the evolutionary algorithm. This method 
clearly involves significant additional overhead in terms of storage space and 
in matching each newly generated individual against the previously generated 
individuals, so its use should be reserved for applications with very expensive, 
but deterministic, objective functions. 

24.5.2 Monte Carlo evaluation 

If the objective function is nondeterministic, then each individual should 
be reevaluated during each generation. One important special class of 
nondeterministic objective functions is those computed through Monte Carlo 
procedures, in which a number of random samples are drawn from a distribution 
and the objective function returns the average of the sample values. If the 
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objective function involves Monte Carlo sampling, then the user must determine 
how much effort should be expended per evaluation. 

Fitzpatrick and Grefenstette ( 1988) discuss the case of a generational genetic 
algorithm using proportional selection, in which the evaluation of individuals is 
performed by a Monte Carlo procedure that iterates a fixed number of times, s, 
for each evaluation. It is shown that as the number of samples s is decreased 
(to save evaluation time), the accuracy of the estimation of a schema’s fitness 
decreases much more slowly than the accuracy of the observed fitness of the 
individuals in the population. Assuming that the quality of the search performed 
by a genetic algorithm depends on the quality of its estimates of the performance 
of schemas, this suggests that genetic algorithms can be expected to perform 
well even using relatively small values for s. This analysis also suggests that 
the estimate of the average performance of the hyperplanes present in a given 
population may be improved by trading off an increase in the population size 
(thereby testing a greater number of representatives from each hyperplane) with a 
corresponding decrease in the number s of Monte Carlo samples per evaluation. 
The effect of this tradeoff on the overall runtime depends on the ratio of the 
evaluation costs to the other overhead associated with the genetic algorithm. A 
similar study by Hammel and Back (1994) showed a similar result, that ESs 
are also robust in the face of a noisy evaluation function. However, this study 
also showed that increasing the population size yielded a smaller performance 
improvement than increasing the sampling rate s for ESs. 

24.5.3 Parallel evaluation 

Since evolutionary algorithms are characterized by their use of a population, it 
is natural to view them as parallel algorithms. In generational evolutionary 
algorithms, substantial savings in elapsed time can often be obtained by 
performing evaluations in parallel. In the simplest form of parallelism, a master 
process performs all the function of the evolutionary algorithm except evaluation 
of individuals, which are performed in parallel by worker processes operating 
on separate processors. The master process waits for all workers to return the 
evaluated individuals before varying on with the next generation. 

One definition of speedup for parallel algorithms is 

where T ( p ,  N )  is the time required to perform a task of size N on p processors. 
The parallel evolutionary algorithm described above is a form of parallel 
generate-and-test algorithm, in which N possible solutions are generated on 
each iteration (i.e. in this context N = p, the population size). The efficiency 
of a parallel generate-and-test algorithm depends on ensuring that the workers 
finish their assigned tasks at nearly the same time. Since the master waits for 
all workers to complete, the time between the completion of a given worker and 
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the completion of all others workers is wasted. For a such an algorithm, the 
maximum speedup with p processors is given by 

where a is the time required by the master process to generate the candidate 
solutions, and 0 is the time required to evaluate a single solution. Speedup 
approaches the ideal value of p as cr/B approaches zero (Grefenstette 1995). 
In practice, the speedup is usually less than p due to communication overhead. 
Further degradation occurs if N is not evenly divided by p ,  since some workers 
will have more tasks to perform than others. 

Other forms of parallel processing are discussed in Chapters 15 and 16. 
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25 
Computation time of evolutionary 
operators 

Giinter Rudolph and Jorg Ziegenhirt 

25.1 Asymptotical notations 

The computation time of the evolutionary operators will be presented in terms of 
asymptotics. The usual notation in this context is summarized below. Further 
information can be found, for example, in  the book by Horowitz and Sahni 
( 1978). 

(i)  f ( n )  = O ( g ( n ) )  if there exist constants c,no > 0 such that I f ( n ) l  5 
c [ g ( n ) [  for all n 2 no. 

(ii) f ( n )  = Q ( g ( n ) )  if there exist constants c, no > 0 such that [ g ( n ) (  5 
c [ f ( n ) [  for all n 2 no. 

(iii) f ( n )  = ( 4 ( g ( n ) )  if , f ’ ( i i )  = O ( g ( n ) )  and f ( n )  = Q ( g ( n ) ) .  
(iv) J ’ ( n )  = o ( g ( n ) )  if f ( n ) / g ( n )  -+ 0 as n + 00. 

Let ,f and g be real-valued functions with domain N. 

25.2 Computation time of selection operators 

ividua Suppose that the selection operator chooses p individuals from h in( S 

with p 5 A. Thus, the input to the selection procedure consists of h values 
( U , ,  . . . , U * )  usually representing the fitness values of the individuals. The output 
is an array of indices referring to the selected individuals. We shall assume that 
the fitness is to be maximized. 

25.2.1 Proportional selection vici roulette wheel 

For proportional selection via the roulette wheel it is necessary to assume 
positive values uk. At first we cumulate the values vk such that ck = Ci=, U ;  for 
k = 1, . . . , A. This requires O(h)  time. The next step is repeated p times: draw 
a uniformly distributed random number U from the range (0, ch)  c R. Since 
the values ck are sorted by construction, binary search takes O(1ogh) time to 
determine the index i with ci = max{k E K : U < ck} where K = { I ,  . . . , A}. 
Consequently, the computation time is O(h + p log A) and O ( h  log A) if p = h. 

k 
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25.2.2 Stochastic universal sampling 

The algorithm given by Baker (1987) is an almost deterministic variant of 
proportional selection as described above and requires O(h)  time if p = A. 

25.2.3 q-ary tournament selection 

Choose q indices { il , . . . , i4 ] from { 1, . . . , A] at random and determine the index 
k with v k  >_ ui for all i E {il , . . . , 4) .  This is done in O ( q )  time. Consequently, 
the p-fold repetition of this operation requires O ( q p )  time. 

25.2.4 (p ,  A) selection 

This type of selection can be done in O ( h )  time although all public domain 
evolutionary algorithm (EA) software packages we are aware of employ 
algorithms with worse worst-case running time. Moreover, it should be noted 
that this selection method can be interleaved with the process of generating 
new individuals. This reduces the memory requirements from h to p times an 
individual’s size, which can be important when the individuals are very large 
objects or when computer memory is small. The FORTRAN code originating 
from 1975 (when memory was small) that comes with the disk of Schwefel 
(1995) realizes the following method. The first p individuals that are generated 
are stored in an array and the worst one is determined. This requires O(p)  time. 
Each further individual is checked to establish whether its fitness value is better 
than the worst one in the array. If so, the individual in the array is replaced 
by the new one and the worst individual in the modified array is determined 
in O(p)  time. This can happen h - p times such that the worst-case runtime 
is O(p  + (A - p)p ) .  However there is a better algorithm that is based on 
Heapsort. After the first p individuals have been stored in the array, the array 
is rearranged as a heap requiring O(p)  time. The worst individual in the heap is 
known by nature of the heap data structure. If a better individual is generated, 
the worst individual in the heap is replaced by the new one and the heap property 
is repaired which can be done in O(1ogp) time. Thus, the worst-case runtime 
improves to O(p  + (A - p) logp).  For further details on heapsort or the heap 
data structure see for example the book by Sedgewick ( 1  988). 

Now we assume that h individuals have been generated and the fitness values 
are stored in an array. The naive approach to select the p best ones is to sort 
the array such that the p best individuals can be extracted easily. This can 
be done in O(h log A) time by using, for example, heapsort. Again, there are 
better methods. Note that it is not necessary to sort the array completely-it 
suffices to create a heap in O(A) time, to select the best element, and to apply 
the heap repairing mechanism to the remaining elements. Since this must be 
done only p times and since the repairing step requires O(1ogh) time, the entire 
runtime is bounded by O(h + p log A).  Other sorting algorithms can be modified 
for this purpose as well: a variant of quicksort is given by Press et al ( 1  986), 
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whereas Fischetti and Martello ( 1988) present a sophisticated quicksort-based 
method that extracts the p best elements in O(h)  time. Since the method is not 
very basic (and the FORTRAN code is optimized by hand!) we refrain from 
presenting a description here. 

Table 25.1. 
selection. 

Time and memory requirements of several methods to realize (p ,  A) 

No Method Worst-case runtime Required memory 

1 Schwefel (1975) O(p + (A - p)  p )  O(p)  
2 Schwefel + heap O(p  + (A - p)  log p)  O(p)  
3 Modified heapsort O(h + p logh) 
4 Modified quicksort O(pA)  O(A> 
5 Fischetti-Martello O(h) O(A) 

A summary of time and place requirements of the methods to realize (1, A) 
selection is given in table 25.1. We have made extensive tests to identify the 
break-even points of the above algorithms. Under the assumption that the fitness 
values in the array are arranged randomly and do not have a partial preordering, 
it turned out that up to h = 100 and p = 30 all methods worked equally well. 
For larger h E (200,. . . , 1000) and p / h  > 0.3 method 2 clearly outperforms 
method 1 ,  whereas methods 3-5 with O(h)  place requirements do not reveal 
significant differences in performance, although method 4 has a trend to be 
slightly worse. Moreover, methods 2 and 4 perform similarly up to h = 1000. 

25.2.5 (p  + A) selection 

This type of selection can be realized similarly to (p ,  A) selection. If the 
generating and selecting process is interleaved, we need O(p) place and 
O(h log ,I) time. Assume that the old population of p individuals is arranged in 
heap order and that a better individual was generated. Then only O(1ogp) time 
is necessary to replace the worst individual in the heap by the new one and to 
repair the heap, which can happen at most h times. After all h individuals are 
processed, the new population is of course in heap order. Therefore, once the 
initial population is arranged as a heap the population will remain in heap order 
forever. 

If the h individuals are generated before selection begins, we need O(p  + h )  
place and O(p + A) time: simply run the algorithm of Fischetti-Martello on the 
array of size p + A. 

25.2.6 q -fold binary tournament selection (EP selection) 

Similar to the selection methods given in subsections 25.2.1-25.2.3, this type of 
selection cannot be performed in an interleaved manner. The description given 
here follows Fogel (1995), p 137. Suppose that the h individuals have been 
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generated such that there is an array of p + h individuals. For each individual 
draw y individuals at random and determine the number of times the individual 
is better than the y randomly chosen ones. This number in the range 0-q is the 
score of the individual. Thus, the scores of all individuals can be obtained in 
O((p  + h )  y )  time. Finally, the p individuals with highest score are selected 
by the Fischetti-Martello algorithm in O ( p  + h )  time. Alternatively, since the 
score can only attain y + I different values, the p individuals with highest scores 
could be selected via bucket sort in O(p  + A) time. Altogether, the runtime is 
bounded by O ( ( p  + A) y). 

25.3 Computation time of mutation operators 

We assume that the mutation operator is applied to an n-tuple and that this 
operation is an in-place operation. At first we presuppose that an elementary 
mutation of one component of the tuple can be done in  constant time. 

Let pi E (0, 1 ] be the probability that component i = I ,  . . . , n will undergo 
an elementary mutation. Then mutation works as follows: for each i draw a 
uniformly distributed random number U E (0, I )  and mutate component i if 
U 5 p ,  otherwise leave it unaltered. Evidently, this requires @ ( n )  time. If 
pi = 1 for all i = I ,  . . . , n we can of course refrain from drawing n random 
numbers. Although this does not decrease the asymptotic runtime, there will be 
a saving of real time. These savings can accumulate to a considerable amount of 
real time. Therefore, even apparently very simple operations deserve a careful 
consideration. For example, let p ,  = p << 1 for all i = I ,  . . . , n and let B 
be the number of components that will be affected by mutation. Since B is a 
binomially distributed random variable with expectation n p ,  the average number 
of elementary mutations will reduce to I if p = I / n .  This can be realized by 
a simulation of the original mutation process. Imagine a concatenation of all 
n-tuples of a population of size h such that we obtain a (An)-tuple for each 
generation. If the EA is stopped after N generations the concatenation of all 
(An)-tuples yields one large (Nhn)-tuple. Let Uk be a sequence of independent 
uniformly distributed random variables over 0, I ) .  Then the random variable 
Mk = l ~ o , ~ ) ( U k )  indicates whether component k of the (Nhn)-tuple has been 
mutated (Mk = 1 )  or not (Mk = 0). Let T = min{k > I : Mk = I }  be the 
random time of the first elementary mutation. Note that T has a geometrical 
distribution with probability distribution function P{ T = k }  = p ( I - P ) ~ - '  and 
expectation E [ T ]  = 1/12.  Since geometrical random numbers can be generated 
via 

where U is a uniformly distributed random number over [ 0, I), we can simulate 
the original mutation process by drawing geometrical random numbers. Let T, 
denote the vth outcome of random variable T .  Then the values of the partial 
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sums of the series 

U== I 

are just the indices of the (Nhvz)-tuple at which elementary mutations occur. An 
implementation of this method (by drawing T on demand) yields a theoretical 
average speedup of l /p,  but since the generation of a geometrical random 
number requires the logarithm function the practical average speedup is slightly 
smaller. 

The initial assumption that elementary mutations require constant time is 
not always appropriate. For example, let z E X "  = R" and let x - N ( 0 ,  C) 
be a normally distributed random vector with zero mean and positive definite, 
symmetric covariance matrix C. Unless C is a diagonal matrix the components 
of the random vector z are correlated. Since we need O ( n )  standard normally 
distributed random numbers and O(n2)  elementary operations to build random 
vector z ,  the entire mutation operation z + z requires O(n2)  time; consequently, 
an elementary mutation operation requires O ( n )  time. 

25.4 Computation time of recombination operators 

Assume that the input to recombination consists of p E ( 2 , .  . . , p }  n-tuples 
whereas the output is a single n-tuple. Consequently, for every recombination 
operator we have the bound f i ( n ) .  Thus, the runtime for one-point crossover, 
uniform crossover, intermediate recombination, and gene pool recombination is 
o ( n )  whereas k-point crossover requires O(n + k logk) time. 

Usual implementations of k-point crossover do not demand that the k 
crossover points are pairwise distinct. Therefore, we may draw k random 
numbers from the range 1 to n - I and sort them. These numbers are taken as 
the positions to swap between the tuples. 

25.5 Final remarks 

Without any doubt, it is always useful to employ the most efficient data structures 
and algorithms to realize variation and selection operators, but in almost all 
practical applications most time is spent during the calculation of the objective 
function value. Therefore, the realization of this operation ought to be always 
checked with regard to potential savings of computing time. 
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26 
Hardware realizations of evolutionary 
algorithms 

Tetsuya Higuchi and Bernard Manderick 

26.1 Introduction 

In order to use evolutionary algorithms (EAs) including genetic algorithms 
(GAS) in real time or for hard real-world applications, their current speed has 
to be increased several orders of magnitude. 

This section reviews research activities related to hardware realizations of 
EAs. First, we consider parallel implementations of GAS on different parallel 
machines. Then, we focus on more dedicated hardware systems for EAs. For 
example, a TSP GA machine, a wafer-scale GA machine, and vector processing 
of GA operators are described. Here, we discuss also a new research field, 
called evolvable hardware (EHW), since it has close relationships with hardware 
realizations of EAs. 

This section is organized as follows. First, we discuss different PGAs. 
Second, we review dedicated hardware systems for EAs, and third, we take a 
closer look at EHW. 

26.2 Parallel genetic algorithms 

Parallel GAS (PGAs) can be classified along two dimensions. The first one 
is the parallel programming paradigm and the related computer architecture on 
which they are running. The second one is the structure of the population used. 
These two dimensions are not orthogonal: some population structures are better 
suited for certain architectures. 

In the next three subsections, we discuss the different architectures and the 
different population structures and we classify PGAs according to these two 
dimensions. 
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26.2. I Parallel computer urchitectures 

Basically, there are two approaches to parallel programming. In control 
level parallelisrrz, one tries to identify parts of an algorithm that can operate 
independently of each other and can therefore be executed in parallel. The main 
problem with this approach is to identify and synchronize these independent 
parts of the algorithm. Consequently, control level parallelism is limited in the 
number of parallel processes that can be coordinated. In practice, this limit lies 
at the order of ten. 

In the second approach, dutcr level purallelism, one tries to identify 
independent data elements that can be processed in parallel, but with the same 
instructions. It is clear that this approach works best on problems with large 
numbers of data. For these problems, data level parallelism is ideally suited 
to program mussively parallel computers. Consequently, this approach makes it 
possible to fully exploit the power offered by parallel systems. 

These parallel algorithms have to be implemented on one of the existing 
parallel architectures. A common classification of these is based on how 
they handle instruction and data streams. The two main classes are the 
single instruction, multiple ciatu (SIMD) and the multiple instruction, multiple 
data (MIMD). An SIMD machine is executing a single instruction stream 
acting upon many data streams at the same time. Its advantage is that i t  is 
easily programmed. In contrast, an MIMD machine has multiple processors, 
each one executing independently its own instructing stream operating on 
its own data stream. MIMD computers can be divided into shared-memory 
M I M D  and distributed-memor?i M I M D  machines. They differ in the way 
the individual processors communicate. The processors in a shared-memory 
system communicate by reading from and writing to memory locations in 
a common address space. Since only one processor can have access to a 
shared memory location at a given time, this limits parallelization. Therefore, 
shared-memory systems are suited for control level parallelism but not for 
data level parallelism. However, these systems can be programmed easily. 
In a distributed-memory MIMD machine each processor has its own local 
memory. Communication between processors proceeds through passing data 
over a communication network. Many different network organizations are 
possible. The big advantage of distributed-memory MIMD machines is that 
they can be scaled to include a virtually unlimited number of processors without 
degrading performance. They are suited for both control level and data level 
parallelism. However, they are much more difficult to program. 

26.2.2 Population structure in naturc 

Since the very beginning of population genetics, the impact of the population 
structure on evolution has been stressed: the way how a population is structured 
influences the evolutionary process (Wright 193 1 ). A number of population 
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structures have been introduced and investigated theoretically. We discuss them 
briefly. More details can be found elsewhere in this handbook. 

The importance of this work for GAS is that it shows that PGAs are 
fundamentally different from the standard GA and that they different from each 
other depending on the population structure used. 

According to Fisher, populations are effectively panmictic (Fisher 1930). 
This is, all individuals compete with each other during the selection process, 
and every individual can potentially mate with every other one. The standard 
GA has a panmictic population structure. 

The island (Chapter 15) and the stepping stone population structures are 
closely related. In both cases, the population is divided into a number of 
demes, which are semi-independent subpopulations that remain loosely coupled 
to neighboring demes by migrants. 

In general, the island models are characterized by relatively large demes, 
with all-to-all migration patterns between them. The stepping stone models are 
characterized by smaller demes arranged in a lattice, with migration patterns 
between nearest neighbors only. 

Finally, in the isolation-by-distance model, the population is spread across 
a continuum. Each individual interacts only with individuals in its immediate 
neighborhood. Each small neighborhood is like a deme except that now the 
demes are overlapping. Individuals in a deme are implicitly isolated instead of 
explicitly as is the case in the two previous population structures. 

26.2.3 An overview of parallel genetic algorithms 

In this section, we give an overview of existing PGAs. For each PGA we discuss 
the population structure used, the amount of parallelism, and its scalability. 
Parallelism is measured by counting the number of individuals that can be treated 
in parallel during each step of the CA. Scalability reflects how an increase in 
population size affects the total execution time. These measures represent the 
two most important benefits of PGAs: the increased speed of execution and the 
possibility to work with large populations. 

In c*oar.se-grained PGAs the population is structured as in the stepping 
stone population model. A large population is divided into a number of 
equally sized subpopulations. The parallelism is obtained by the parallel 
execution of a number of classic GAS, each of which operates on one of the 
subpopulations. Occasionally, the parallel processes communicate to exchange 
migrating individuals. Because each process consists of running a complete GA, 
it is rather difficult to synchronize all processes. Consequently, coarse-grained 
PGAs are most efficiently implemented on MIMD machines. In particular, they 
are suited for implementation on distributed-memory MIMD systems where they 
can take full advantage of the virtually unlimited number of processors. 

In coarse-grained PGAs, the parallelism is limited because each step still 
operates on a (sub)population. For instance, not all individuals can be evaluated 
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simultaneously. The scalability of these PGAs is very good. If the population 
size increases, the total execution time can be kept constant by increasing the 
number of subpopulations. Moreover, a coarse-grained parallelization of GAS is 
the most straightforward way to efficiently parallelize GAS. Two early examples 
of coarse-grained parallelism are described by Tanse (1987) and Pettey et a1 
( 1987). 

In jne-grained PGAs the population is structured as in the isolation-by- 
distance model. The population is mapped onto a grid and a neighborhood 
structure is defined for each individual on this grid. The selection and 
the crossover step are restricted to the individuals in a neighborhood. The 
parallelism is obtained by assigning a parallel process to each individual. 
Communication between the processes is only necessary during selection and 
crossover. 

Fine-grained PGAs are ideally suited for implementation on SIMD machines 
because each (identical) process operates on only one individual, and the 
communication between processes can be synchronized easily. Implementation 
on MIMD machines is also easy. Another advantage is that there is no need 
to introduce new parameters and insertion and deletion strategies to control 
migration. The diffusion of individuals over the grid implicitly controls the 
migration between demes. 

Fine-grained PGAs offer a maximal amount of parallelism. Each individual 
can be evaluated and mutated in parallel. Moreover, because the neighborhood 
sizes are typically very small, the communication overhead is reduced to a 
minimum. The scalability is also maximal because additional individuals only 
imply more parallel processes which do not affect the total execution time. Early 
examples of this approach are described by Gorges-Schleuter (1 989), Manderick 
and Spiessens ( 1989), Muhlenbein ( I989), Hillis ( 199 I) ,  Collins and Jefferson 
( 1  99 I),  and Spiessens and Manderick ( I99 1). 

26.3 Dedicated hardware implementations for evolutionary algorithms 

This section describes experimental hardware systems for GAS and classifier 
systems. 

26.3. I Genetic algorithm hardware 

Four experimental systems have been proposed or implemented so far: the 
traveling salesman problem (TSP) GA engine at the University of Tokyo, 
the WSI- (Wafer-Scale-Integration-) based GA machine at Tsukuba University, 
the GA processor at Victoria University, and the GA engine in EHW at the 
Electrotechnical Laboratory (ETL). 

The TSP machine (Ohshima et a1 1995) has been developed to see whether or 
not common algorithms such as GAS can be directly implemented in hardware. 
The GA for TSP has been successfully implemented using Xilinx’s FPGAs (field 
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programmable gate arrays). The order representation for city tours is used to 
avoid illegal genotypes. 

The 16 GA engines are implemented on one board. Two GA engines are 
developed on one FPGA chip, a Xilinx 401 0 chip with maximum 10 000 gates. 
The GA engine implements a transformation followed by the fitness evaluation 
part. The transformation translates the order representation of a city tour into 
the path representation of that tour. In the engine, the transformation, the GA 
operations, and the fitness evaluations are executed in a pipeline. 

The improvement in execution time compared with a SPARC station2 (50 
MHz) is expected to be about 800-fold. On a SPARC, 25 generations take 9.1 s, 
on the eight FPGAs (20 MHz) running in parallel they take only 4.7 ms. 

The WSI-based GA machine (Yasunaga 1994) developed at Tsukuba 
University consists of 48 chromosome chips on a 5 in wafer having in total 
192 chromosome processors. The basic idea is as follows. It is inevitable to 
have electrically defective areas in a large wafer. However, the robustness of 
the GA may absorb such defects since it is expected to work even if defective 
chromosome processors emerge. 

The chromosome chips are connected in a two-dimensional array on the 
wafer. On a chromosome chip, four chromosome processors are also connected 
in an array structure. 

At Victoria University in Australia, a GA processor was designed and 
partially implemented with Xilinx LCA chips (Salami 1995). Its applications 
include adaptive IIR filters and PID controllers. The GA processor architecture 
is described in the hardware description language VHDL. From this description, 
the logic circuits for the processor are synthesized. 

EHW, described in Section 26.4, is hardware which changes its own 
architecture using evolutionary computation. The EHW developed at the ETL 
is planned to include GA-dedicated hardware (Dirkx and Higuchi 1993) to 
cope with real-time applications. The key feature of this hardware is that GA 
operations such as crossover and mutation are executed bitwise and in parallel 
at each chromosome (Higuchi et a1 1994b). So far, PGAs have not attempted 
the parallelization of the GA operators themselves. 

26.3.2 ClassiJer system hardware 

Although dedicated hardware systems for classifier systems have not yet 
appeared, the following four systems use associative memories or parallel 
machines in order to speed up the rule matching operations between the input 
message and the condition parts of the classifier rules. 

Robertson's parallel classifier system, *CFS, was built on the Connection 
Machine (CM) which has an SIMD architecture with 64000 1-bit processors. 
The speed of the system is independent of the number of classifiers (i.e. the 
execution speed is constant whenever the number of the rules is less than 
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65 000), but is dependent on the size of message list due to bit-serial processing 
algorithms of the CM (Robertson 1987). 

Twardowski’s learning classifier system is based on the associative memory 
architecture of Coherent Research Inc. The associative memory is used not 
only for the rule matching but also for other search operations such as parent 
selection (Twardowski 1994). 

The GA-I system is a parallel classifier system on the parallel associative 
processor IXM2 at ETL (Higuchi et a1 1994a). IXM2, consisting of 73 
transputers and a large associative memory (256000 words), is used for rule 
matching. This is achieved one order of magnitude faster than on a Connection 
Machine-2 (Kitano et a1 1991). 

ALECSYS is a parallel software system, implemented on a network of 
transputers, that allows the development of learning agents with distributed 
control architecture (Dorigo 1995). An agent is modeled as a network of learning 
classifier systems (with the bucket brigade and a version of the GA) and is trained 
by reinforcement. ALECSYS has been applied to robot learning tasks in both 
simulated and real environments. 

26.4 Evolvable hardware 

26.4. I Introduction 

EHW is hardware which is built on FPGAs and whose architecture can be 
reconfigured by using evolutionary computing techniques to adapt to the new 
environment. If hardware errors occur or if new hardware functions are required, 
EHW can alter its own hardware structure in order to accommodate such 
changes. 

Research on EHW was initiated independently in Japan and in Switzerland 
around 1992 (for recent overviews see Higuchi et a1 (1994b) and Marchal et 
a1 ( 1994), respectively). Since then, interest has been growing rapidly. For 
example, the first international workshop on EHW, EVOLVE95, was held in 
Lausanne, in October 1995. 

Research on EHW can be roughly classified into two groups: engineering 
oriented and embryology oriented. The engineering-oriented approach aims at 
developing a machine which can change its own hardware structure. It also tries 
to develop a new methodology for hardware design: hardware design without 
human designers. This group includes activities in ETL, ATR HIP Research 
Laboratories, and Sussex University. 

The embryology-oriented approach aims at developing a machine which 
can selfreproduce or repair itself. Research in the Swiss Federal Institute of 
Technology and ATR is along this approach. Both are based on two-dimensional 
cellular automata. 

After a brief introduction of FPGAs and the basic idea of EHW, the current 
research activities on EHW will be described. 
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26.4.2 Field programmable gate arruys 

An FPGA is a software-reconfigurable logic device whose hardware structure 
is determined by specifying a binary bitstring. The FPGA is the basis of EHW 
and it is described below. 

The advantage of FPGAs is that only a short time is needed to realize a 
particular design or to change that design compared with ordinary gate arrays 
such as mask programmable gate arrays (MPGAs). 

When some changes in the design are needed, the hardware description 
is revised using a textual hardware description language (HDL) and the new 
description is translated into a binary string. Then, that string is downloaded 
into the FPGA and the new hardware structure is instantaneously built on the 
FPGA. Since they are so easy to reconfigure, FPGAs are becoming very popular 
especially for prototyping. 

The structure of an FPGA is shown in figure 26.1. It consists of logic 
blocks and interconnections. Each logic block can implement an arbitrary 
hardware function depending on the specified bitstring associated with that 
logic block. Another bitstring specifies which blocks can communicate over 
the interconnections. Thus, two bitstrings determine the hardware function of 
the FPGA and all these bits together are called the architecture hits. 

Logic Block 

Interconnection 

Matrix Switch 

Figure 26.1. The architecture of an FPGA. 

26.4.3 The basic idea behind evolvable hardware 

In EHW, genotype representations of hardware functions are finally transformed 
into hardware structures on the FPGA. There are various types of representation. 

For example, the basic idea of ETL’s EHW is to regard the architecture 
bits of the FPGAs as genotypes which are manipulated by the GA. The GA 
searches for the most appropriate architecture bits. Once a good genotype is 
obtained, it is then directly mapped on the FPGA (Higuchi et a/ 1994b), as 
shown in figure 26.2. 

The hardware evolution above is called gate level evolution because each 
gene may correspond to a primitive gate such as an AND gate. 
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Architecture bits GA operation Architecture bits 
(1010.....] a - 1  
(Chromosome) (Evolved chromosome) 

Downloading U Downloading 
FPGA 

Evolution 
FPGA 

Figure 26.2. Hardware evolution by a GA. 

26.4.4 The engineering-oriented approach 

Three research activities along the engineering-oriented approach are described 
here. 

Since 1992, ETL has conducted research on gate level evolution and 
developed two application systems. One is the prototypical welding robot of 
which the control part can be taken over by EHW when a hardware error occurs. 
By the GA, EHW learns the target circuit without any knowledge about the 
circuit while it is functioning correctly. The other is a flexible pattern recognition 
system which shares the robustness of artificial neural networks (ANNs) (i.e. 
noise immunity). While neural networks learn noise-insensitive functions by 
adjusting their weights and thresholds of neuron units, EHW implements such 
functions directly in hardware by genetic learning. Recently ETL initiated 
function level evolution where each gene corresponds to real functions such 
as floating multiplication and sine functions. Function level evolution can attain 
performance comparable to that of neural networks (e.g. two-spirals) (Murakawa 
et al 1996). For this evolution, a dedicated ASK (application specific integrated 
circuit) chip is being developed. 

Also, Thompson at the University of Sussex evolves at gate level a robot 
controller using a GA. For example, he evolved a 4 kHz oscillator and a 
finite-state machine that implements wall-avoidance behavior of a robot. The 
oscillator consisted of about 100 gates. The functions of the gates and their 
interconnections were determined by the C A  (Thompson 1995). 

Hemmi at ATR evolves the hardware description specified in the HDL 
by using genetic programming. The HDL used is SFL, which is a part of 
the LSI computer-aided design (CAD) system, PARTHENON. Therefore, once 
such a description is obtained, the real hardware can be manufactured by 
PARTHENON (Hemmi et a1 1994). 

Hardware evolution proceeds as follows. The grammar rules of SFL are 
defined first. The order of application of the grammar rules specifies a hardware 
description. Then, a binary tree is generated which represents the order of rule 
application. Genetic programming uses these trees then to evolve better ones. 
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So far, circuits such as adders have been successfully obtained. 

26.4.5 The embryology-oriented approach 

Ongoing research at the Swiss Federal Institute of Technology aims at 
developing an FPGA which can self-reproduce or self-repair (Marchal et al 
1 994). 

A most interesting point is that the hardware description is represented by a 
binary decision diagram (BDD) and that these BDDs are treated as genomes by 
the GA. Each logical block of the FPGA reads the part of the genome which 
describes its function and is reconfigured accordingly. If some block is damaged, 
the genome can be used to perform self-repair: one of the spare logical blocks 
will be reconfigured according to the description of the damaged block. 

Other research according to the embryology-oriented approach is de Garis’ 
work at ATR. His goal is to evolve neural networks using a two-dimensional 
cellular automaton machine (MIT CAM8 machine) towards building an artificial 
brain. The neural network is formed as the trail on two-dimensional cellular 
automata by evolving the state transition rules by the GA (de Garis 1994). 

26.5 Conclusion 

As EA computation has inherent parallelisms, EA computation using parallel 
machines is a versatile and effective way for speeding up. However, the 
developments of dedicated hardware systems to EA computation are limited 
to experimental systems and this situation would not change drastically. This 
is because the development of dedicated systems may restrict careful tuning 
of parameters and strategies for selection and recombination, which affects EA 
performance considerably. If killer applications for EA are found, dedicated 
hardware systems will be developed more in the future. 

Another new research area, EHW, has a strong potential to explore new 
challenging applications which have not been handled well so far due to the 
requirements of adaptive change and real-time response. These applications 
may include multimedia communications such as asynchronous transfer mode 
(ATM) and adaptive digital processingkommunications. To be used in practice 
in such areas, current EHW needs to find faster learning algorithms and killer 
applications. 
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A 
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Adaptation 170, 182 
Adaptive control 185 
Adaptive landscape 102, 103 
Adaptive parameter control 180, 189 
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AIC (Akaike information criterion) 15, 
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Akaike information criterion (AIC) 15, 

16 
ALECSYS 258 
Artificial intelligence (AI) 38 
Artificial neural networks. See Neural 

Asymptotics 247 
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B 
Baldwin effect 56 
Base-level EAs 213, 214 
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Behavioral memory approach 7 I 
Bias 154, 155 
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Binary decision diagram (BDD) 261 
Binary representation 149 
Binary search spaces 206, 207 
Binary-string encodings 45 
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Binary variables, coding 9 
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Bit strings. See Binary strings 
Building block hypothesis (BBH) 164 
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C 
Cauchy density function 197 
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Classification application 23 I 
Classification rules 18 
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hardware 257, 258 
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Coevolution, definition 224 
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applications 23 1 - 4  
future research 236 
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Comma-selection 146 
Communication topology 105, 106 
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Competitive evolution 220 
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Computation time 
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recombination operators 25 I 
selection operators 247-50 
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Conceptualization 102 
Connection Machine (CM) 257 
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Constraint-handling methods 69-74 
Constraint-handling techniques 

introduction 38-40 
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Constraint satisfaction 232 
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changing the search space 81 
solving the transformed problem 82, 
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transforming to constrained 
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Cultural algorithms 7 1, 72 
Cut points 153 

D 
Data level parallelism 254 
Decision trees 18, 19 
Decoders 49-55 
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Decoding functions 2, 4-1 1 
Deme attributes 129-3 I 
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effectiveness 182 
hard ware real izat ions 25 3-63 
implementation 239-46 
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Fitness values 152 
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FORTRAN 248 
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Genocop III 59, 60, 73 
Genotypes 81, 1 1  1 
Genotypic-level combination 153-6 
Genotypic mating restriction 96, 97 
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variables 24 1 

Integer search spaces 202-4 
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Lamarckian evolution 56 
Learning algorithms 94 
Learning rates 189 
Learning rule adaptation 220 
Lexicographic approach 29, 30 
Lifetime fitness evaluation (LTFE) 230, 

Linear congruential method 240 
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M 
Mask programmable gate arrays 

Mating restriction 32, 94, 96, 97 
Median-rank approach 3 1 ,  32 
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Messy coding 7 
Meta-algorithm 172 
Meta-evolutionary approaches 2 12-23, 
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213 
formal description 214, 215 
parameter settings 2 16, 2 17 
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related work 2 17-20 
theory 217 
working mechanism 2 12- 14 

Meta-GA approach 218, 219 
TEAM LRN



268 Index 
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Objective function 194 
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Occupancy rate 162 
Operations research (OR) 38 

Operator delta 163 
Operator tree 163 
Optimal schedules 145 
Optimal schema processing 135, I36 
Optimization problems 174, I76 

see also specific applications 
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Pallet loading 50 
Parallel algorithms 99 
Parallel computer architectures 254 
Parallel environments for diffusion 

Parallel evaluation 245, 246 
Parallel generate-and-test algorithm 245 
Parallel genetic algorithms (PGAs) 120, 

model implementation 127, I28 
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overview 253-6 

Parallel structure 112 
Parallelism 255 
Parallelization 10 1, 102 
Parameter changes 185 
Parameter control 170-87 
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value of 184 
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Path planning 232 
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future directions 47 
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Premature convergence 106 
Process control 232 
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Q 
q-ary 248 
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250 
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Random number generators 239-42 
Real-valued vectors 157 
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Recombination operators 153, 205-7 
adaptive techniques 160-4 
computation time 25 1 
predictive techniques 159, 160 
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Recombination parameters 152-69, 
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Recombination techniques I29 
Recombinative bias 155 
Reduced surrogate recombination 156 
Reduction strategy I 12 
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Relative fitness functions 225 
Repair algorithms 56-6 1 
Representation. See specific 
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Restricted mating 96-8 
Restricted mating policy 94, 95 
Roulette wheel 247 
Routing algorithms 1 12, 1 13 
Rule-based systems 16 1 

159-64 

S 
Saturday morning problem 18 
Scalability 255 
Scheduling problems 9, 50 
Schema bias 155 
Schema sampling 136-9 
Schemata 135, 136, 153, 154 
Search spaces 81 

binary 198 
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Segregated genetic algorithm 72, 73 
SELECT 229 
Selection 178 
Selection methods 2 19 
Selection operators 242 

computation time 247-50 
Selective self-adaptation 205 
Self-adaptation 170, 178, 185, 188-2 1 1, 

mutation parameters for 143, 144 
parameter control 189 

Self-adaptive mutation 173 
Self-adaptive parameter control 180 
Self-adjusting algorithms 184 
Sequential genetic algorithm (SGA) 
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Sharing functions 87, 88 
Shifting balance I2 I 

SIMD (single instruction, multiple data) 

Simulated annealing (SA) 212 
Single instruction multiple data (SIMD) 

Single program, multiple data (SPMD) 

Speciation 93-1 00 
Specific mate recognition system 

(SMRS) 104 
Sphere model 196, 199 
SPMD (single program, multiple data) 

system 127, 128 
Stasis 106 
Stochastic universal sampling (SUS) 248 
Strategy parameters 188 
STROGANOFF 23 
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Switch box 109 
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System identification problems 23 

theory 103, 105 

system 99, 127, 128, 254, 257 
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system 127, 128 
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Tabu search (TS) 212, 213 
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Target vector approach 29 
Taxon-exemplar scheme 94, 95 
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Tournament selection 128 
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Transportation problem 62-4 
Traveling saleman problem (TSP) 9, 49, 
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160 

Tree structures 23 
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UPDATEd 229, 230 

V 
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