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Introduction 
Multimodal residual learning extends the idea of deep residual learning framework 
for multimodal learning of visual question-answering. Element-wise 
multiplication is used for joint residual mappings, exploiting the residual 
learning in recent studies.  
A novel visualization technique is introduced to show that our model is an 
implicit attention model without an explicit attentional mechanism. 

Related Works 
1. DEEP RESIDUAL LEARNING 

Nonlinear function may paradoxically fail to learn identity mapping. 

Let the nonlinear function learn the residual of identity mapping. 
➡ Unlike the deep residual learning, multimodal residual networks 

learn joint representation from multimodal information  

2. DEEP RESIDUAL LEARNING FOR ATTENTIONAL MODELS 
We observed that the deep residual learning framework is consistently used in 
attentional models, e.g. End-to-End Memory Networks (Sukhbaatar et al., 2015), 
Reasoning about Entailment (Rocktäschel et al., 2016) and Stacked Attention 
Networks (Yang et al., 2015). 
 

➡ Following the convention, make a shortcut for a question embedding 

3. JOINT LEARNING BY ELEMENT-WISE MULTIPLICATION 
Lu et al. (2015)’s a simple element-wise multiplication model beats other 
sophisticated models. 
➡ Joint mapping function using element-wise multiplication with 

appropriate embeddings
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Table 3: The VQA test-standard results. The precision of some accuracies [30, 1] are one
less than others, so, zero-filled to match others.

Open-Ended Multiple-Choice
All Y/N Num. Other All Y/N Num. Other

DPPnet [21] 57.36 80.28 36.92 42.24 62.69 80.35 38.79 52.79
D-NMN [1] 58.00 - - - - - - -
Deep Q+I [11] 58.16 80.56 36.53 43.73 63.09 80.59 37.70 53.64
SAN [30] 58.90 - - - - - - -
ACK [27] 59.44 81.07 37.12 45.83 - - - -
FDA [9] 59.54 81.34 35.67 46.10 64.18 81.25 38.30 55.20
DMN+ [28] 60.36 80.43 36.82 48.33 - - - -
MRN 61.84 82.39 38.23 49.41 66.33 82.41 39.57 58.40
Human [2] 83.30 95.77 83.39 72.67 - - - -

5.1 Visualization

In Equation 3, the left term ‡(Wqq) can be seen as a masking (attention) vector to
select a part of visual information. We assume that the di�erence between the right term
V = ‡(W2‡(W1v)) and the masked vector F(q, v) indicates an attention e�ect caused by
the masking vector. Then, the attention e�ect Latt = 1

2 (V ≠ F)2 is visualized on the image
by calculating the gradient of Latt with respect to a given image I.

ˆLatt
ˆI = ˆV

ˆI (V ≠ F) (6)

This technique can be applied to each learning block in a similar way.
Since we use the preprocessed visual features, the pretrained CNN is augmented to reach
the input image only for this visualization. Note that model (b) in Table 1 is used for this
visualization, and the pretrained VGG-19 is used for preprocessing and augmentation. The
model is trained using the training set of VQA dataset, and visualized using the validation
set. Examples are shown in Figure 4.
Unlike the other works [30, 28] using explicit attention parameters, MRN does not use
any explicit attentional mechanism. Though, we observe the interpretability of element-
wise multiplication as a information masking, which leads to a novel method to visualize
the attention e�ect from this operation. Since MRN does not depend on a few attention
parameters (e.g. 14 ◊ 14), our visualization method shows a higher resolution than others
[30, 28]. Based on this, we argue that MRN is an implicit attention model without explicit
attention mechanism.

6 Conclusions

The idea of deep residual learning is applied to visual question-answering tasks. Based on
the two observations of the previous works, various alternative models are suggested and
validated to propose the three-block layered MRN. Our model achieves the state-of-the-art
results on the VQA dataset for both Open-Ended and Multiple-Choice tasks. Moreover, we
introduce a novel method to visualize the spatial attention from the collapsed visual features
using back-propagation.
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Table 1: The results of alternative models
(a)-(e) on the test-dev.

Open-Ended
All Y/N Num. Other

(a) 60.17 81.83 38.32 46.61
(b) 60.53 82.53 38.34 46.78
(c) 60.19 81.91 37.87 46.70
(d) 59.69 81.67 37.23 46.00
(e) 60.20 81.98 38.25 46.57

Table 2: The e�ect of the visual features and
# of target answers on the test-dev results.
Vgg for VGG-19, and Res for ResNet-152 fea-
tures described in Section 4.

Open-Ended
All Y/N Num. Other

Vgg, 1k 60.53 82.53 38.34 46.78
Vgg, 2k 60.79 82.13 38.87 47.52
Vgg, 3k 60.68 82.40 38.69 47.10
Res, 1k 61.45 82.36 38.40 48.81
Res, 2k 61.68 82.28 38.82 49.25
Res, 3k 61.47 82.28 39.09 48.76

5 Results

The VQA Challenge, which released the VQA dataset, provides evaluation servers for test-
dev and test-standard test splits. For the test-dev, the evaluation server permits unlimited
submissions for validation, while the test-standard permits limited submissions for the
competition. We report accuracies in percentage.

Alternative Models The test-dev results for the Open-Ended task on the of alternative
models are shown in Table 1. (a) shows a significant improvement over SAN. However, (b) is
marginally better than (a). As compared to (b), (c) deteriorates the performance. An extra
embedding for a question vector may easily cause overfitting leading the overall degradation.
And, identity shortcuts in (d) cause the degradation problem, too. Extra parameters of the
linear mappings may e�ectively support to do the task.
(e) shows a reasonable performance, however, the extra shortcut is not essential. The
empirical results seem to support this idea. The question-only model (50.39%) achieves a
competitive result to the joint models (57.75%), while the image-only model gets a poor
accuracy (28.13%) (see Table 2 in [2]).
Eventually, we chose model (b) for the best performance and relative simplicity.

Number of Learning Blocks To confirm the e�ectiveness of the number of learning
blocks selected via a pilot test (L = 3), we explore this on the chosen model (b), again. As
the depth increases, the overall accuracies are 58.85 (L = 1), 59.44 (L = 2), 60.53 (L = 3)
and 60.42 (L = 4).

Visual Features The ResNet-152 visual features are significantly better than VGG-19
features for Other type in Table 2, even if the dimension of the ResNet features (2,048) is a
half of VGG features’ (4,096). The ResNet visual features are also used in the previous work
[9], however, our model acheives a remarkably better performance with a large margin (see
Table 3).

Number of Target Answers The number of target answers slightly a�ects the overall
accuracies having the trade-o� among answer types. So, the decision on the number of target
answers is di�cult to be made. We simply chose Res, 2k in Table 2 based on the overall
accuracy.

Comparisons with State-of-the-arts Our chosen model significantly outperforms other
state-of-the-art methods for both Open-Ended and Multiple-Choice tasks in Table 3. However,
the performance of Number and Other types are still dissatisfied compared to Human
performance, though the advances in the recent works was mainly for Other-type answers.
This fact motivates to study on a counting mechanism in future work. The model comparison
is performed on the text-standard results.
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Table 3: The effects of shortcut connections of MRN for VQA test-dev. ResNet-152 features and 2k
target answers are used. MN stands for Multimodal Networks without residual learning, which does
not have any shortcut connections. Dim. stands for common embedding vector’s dimension. The
number of parameters for word embedding (9.3M) and question embedding (21.8M) is subtracted
from the total number of parameters in this table.

Open-Ended
L Dim. #params All Y/N Num. Other

MN 1 4604 33.9M 60.33 82.50 36.04 46.89
MN 2 2350 33.9M 60.90 81.96 37.16 48.28
MN 3 1559 33.9M 59.87 80.55 37.53 47.25

MRN 1 3355 33.9M 60.09 81.78 37.09 46.78
MRN 2 1766 33.9M 61.05 81.81 38.43 48.43
MRN 3 1200 33.9M 61.68 82.28 38.82 49.25

MRN 4 851 33.9M 61.02 82.06 39.02 48.04

A.2 More Examples

Figure 1: More examples of Figure 4 in Section 5.2.

2

A Appendix

A.1 VQA test-dev Results

Table 1: The effects of various options for VQA test-dev. Here, the model of Figure 3a is used, since
these experiments are preliminarily conducted. VGG-19 features and 1k target answers are used. s

stands for the usage of Skip-Thought Vectors [6] to initialize the question embedding model of GRU,
b stands for the usage of Bayesian Dropout [3], and c stands for the usage of postprocessing using
image captioning model [5].

Open-Ended Multiple-Choice
All Y/N Num. Other All Y/N Num. Other

baseline 58.97 81.11 37.63 44.90 63.53 81.13 38.91 54.06
s 59.38 80.65 38.30 45.98 63.71 80.68 39.73 54.65
s,b 59.74 81.75 38.13 45.84 64.15 81.77 39.54 54.67
s,b,c 59.91 81.75 38.13 46.19 64.18 81.77 39.51 54.72

Table 2: The results for VQA test-dev. The precision of some accuracies [11, 2, 10] are one less than
others, so, zero-filled to match others.

Open-Ended Multiple-Choice
All Y/N Num. Other All Y/N Num. Other

Question [1] 48.09 75.66 36.70 27.14 53.68 75.71 37.05 38.64
Image [1] 28.13 64.01 00.42 03.77 30.53 69.87 00.45 03.76
Q+I [1] 52.64 75.55 33.67 37.37 58.97 75.59 34.35 50.33
LSTM Q [1] 48.76 78.20 35.68 26.59 54.75 78.22 36.82 38.78
LSTM Q+I [1] 53.74 78.94 35.24 36.42 57.17 78.95 35.80 43.41
Deep Q+I [7] 58.02 80.87 36.46 43.40 62.86 80.88 37.78 53.14

DPPnet [8] 57.22 80.71 37.24 41.69 62.48 80.79 38.94 52.16
D-NMN [2] 57.90 80.50 37.40 43.10 - - - -
SAN [11] 58.70 79.30 36.60 46.10 - - - -
ACK [9] 59.17 81.01 38.42 45.23 - - - -
FDA [4] 59.24 81.14 36.16 45.77 64.01 81.50 39.00 54.72
DMN+ [10] 60.30 80.50 36.80 48.30 - - - -

Vgg, 1k 60.53 82.53 38.34 46.78 64.79 82.55 39.93 55.23
Vgg, 2k 60.77 82.10 39.11 47.46 65.27 82.12 40.84 56.39
Vgg, 3k 60.68 82.40 38.69 47.10 65.09 82.42 40.13 55.93
Res, 1k 61.45 82.36 38.40 48.81 65.62 82.39 39.65 57.15
Res, 2k 61.68 82.28 38.82 49.25 66.15 82.30 40.45 58.16
Res, 3k 61.47 82.28 39.09 48.76 66.33 82.41 39.57 58.40

1

※  s: Skip-thought vectors, b: Bayesian Dropout  
 c: caption post-processing

On the VQA test-standard dataset (http://visualqa.org)

https://github.com/VT-vision-lab/VQA_LSTM_CNN
http://visualqa.org

